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EXECUTIVE SUMMARY
The ability to resolve page faults from a remote machine is fundamental to the efficient container
migration using the post-copy method. Post-copy migration leaves behind the vast majority of the
memory image belonging to an application, which reduces downtime considerably, as well as the initial
migration time. It can also be used in situations in which the memory is changing so rapidly other
techniques such as pre-copy fail and cannot be used. To use post-copy migration, the remote machine
must serve memory pages on-demand, as they are required by the application running on the target
machine. Degradation of the application’s performance during migration is decreased (i.e. less impact is
felt) as the latency of serving the remote pages decreases. Therefore, for smooth operation, low latency
page faults are necessary.
D6.9 reports on the reasoning, implementation and evaluation of the RDMA based remote page fault
solution. We selected RDMA as the next-best option after our original solution (based on the Nallatech
FPGA) become impossible to complete. We show a comparison of the RDMA protocol vs our originally
published requirements for the page fault protocol and show that the RDMA protocol fits our
requirements.
We describe two implementations of our RDMA solution – one in user space, and another in kernel space.
These implementations succeed to reduce the page fault time significantly for various page sizes and
architectures.
We present an evaluation of the benchmarks used to measure the performance of our solution vs the
TCP/IP solution currently in use. While we have impressive gains in some scenarios (up to 4x
improvement), it is far from a clear-cut victory, since the implementation cannot be used without further
modifications to the base kernel and OFED library. Further research is required in order to build an
undeniable performance gain while still fitting within the framework of the existing software.
We discuss the application of this solution to a heterogeneous architecture. We show that by using the
correct page size, this solution is applicable even to cross-ISA container migration, which we have been
pioneering. This is an important tool in energy-efficient management of a heterogeneous data center.
In the last part of this deliverable, we review the proposed methodology for porting an application to a
hybrid architecture and what benefits you can achieve by doing so. Porting of MICMAC to an FPGA is given
as a concrete example.

Position of the deliverable in the whole project context
Deliverable D4.4 reports on the power consumption aspects of the same solution using the RDMA NIC in
place of the FPGA. This report extends D6.5 and D4.4 by reporting on the implementation and evaluation
of the solution within the framework of a power-aware heterogeneous cloud environment.
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1 INTRODUCTION
Our original plan was to use the FPGA card developed by Nallatech as a cache-coherent cross-architecture
interconnect to support container migration. Our goal was to use the FPGA card to develop a remote page
fault protocol to accelerate post-copy migration which would be used a mechanism for load balancing
according to a power-aware scheduling algorithm (D5.9). As described in previous deliverables (D6.5,
D4.4), our plans changed once CAPI support was no longer available for the FPGA. In its place, we selected
an off-the-shelf solution - the Mellanox ConnectX-5 NIC (MCX515A-CCAT [1]) which supports the RDMA
protocol which fits our requirements for a remote page fault protocol.
We wrote 2 implementations of the remote page fault protocol in software, which both rely on features
found in the RDMA protocol. One implementation in user space, has been integrated into the CRIU utility
which is used in the industry to implement post-copy container migration. The other implementation is
in a kernel module, which along with small changes to the core Linux kernel, gives a higher degree of
flexibility to support page faults for any migrating process. Both implementations are complete, but early
in their development. Due to the change of direction in the project and the immaturity of the available
technology, it took us a long time to work with suppliers and partners to work through the bugs and get
to the point where we could evaluate the solution.
We have evaluated these two implementations and report on the results. RDMA shows a marked
improvement in some cases (up to 4.5x), but less of a performance boost in other cases. Our
implementations are still not mature, and it is quite possible that we will see further improvements with
future versions.
In addition, we evaluate the offloading of photo processing from the main CPU to an FPGA. This was
accomplished by profiling and porting part of IGN MICMAC orthophoto software to an OpenCL kernel. By
finding the top function in the code and offloading Approximate Nearest Neighbor to an accelerator, we
remove the necessity to use a powerful CPU in the system, with the central processor being mostly used
to prepare and send the data to the accelerator and perform some house-keeping jobs in background.
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2 MOTIVATION
A power-aware scheduler in the data center requires a mechanism by which work can be migrated from
one machine to another in order to implement the selected policy. As the scheduler receives information
about the performance and utilization of various compute nodes, it can detect inefficiencies and decide
to repartition the work accordingly. This is under the assumption that the work is encapsulated by
containers, and that those containers can be moved from one machine to another with a relatively low
cost. The cost must be low enough so as to make the repartitioning beneficial, by yielding a net gain in
energy consumption (over the running time of the application).
We have selected the post-copy migration method for moving containers between compute nodes. The
decision is based on the smallest possible downtime of the application, coupled with the lowest impact
on the network resource. The state-of-the-art is to use TCP/IP, which while very generic and versatile, is
believed to have too much overhead for such a purpose. We propose to do better by replacing the TCP/IP
protocol with a special-purpose page copy protocol which can be used to resolve page faults between
machines with low latency.
We were not able to implement our page fault protocol exactly as planned and have implemented a
slightly modified version in order to match it to existing hardware. The hardware that we selected uses a
protocol called RoCE (RDMA over converged Ethernet) which is able to move blocks of memory between
machines without intrusion or interruption of the CPU of either machine. Moreover, the majority of
processing takes place in hardware, which incurs less processing time than running a network stack in
software. These features together should give us the needed performance boost for optimizing remote
page faults within a data center.
2.1

RDMA AS AN ALTERNATIVE

Deliverable D6.5 “FPGA and Server Integration in a Small Form Factor Data Center” set out the
requirements for remote page fault handling in the data center.
•
•
•
•

Low latency
Low power
Rack-scale
Shared address space
Even though our original plan was to implement the remote page fault handling mechanism using
different hardware (an FPGA board), these requirements still hold true with our chosen hardware
(Mellanox ConnectX-5 RoCE NIC [1]). The requirements are summarized below as a refresher, as these are
key concepts for the rest of the document.
Low Latency
Low Latency means to minimize the amount of time it takes to send a memory page from one machine to
another. The latency is important because the migrated software is essentially halted and cannot continue
until the memory page arrives. Therefore, the shorter the waiting period, the smaller the effect will be on
the software after migration. Many small pauses can add up together, causing a noticeable effect.
Low Power
The whole purpose of migrating application components from one system to another is for the purpose
of load balancing in a power-aware data center. If our networking subsystem consumes too much power
during migration, we will counteract (and perhaps even nullify) the effect gained by the migration to a
more appropriate machine. Therefore, to maximize our gains in efficiency as selected by the scheduler,
our networking hardware must not cause an unproportional power draw. As explained in D4.4, we do not
hope to gain any meaningful power savings from the NIC itself - the only goal is to keep the power draw
in line with standard equipment.
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Rack Scale
Our remote page fault protocol must be able to scale up to the number of machines that we expect will
cooperate in container migration. Our expectation is that migration will occur within a single rack
(approximately 20-40 machines). Therefore, our target for scalability lies in this range.

Shared Address Space
Whereas the previous requirements until now were focused on the hardware, this requirement is
specifically about the behaviour of the protocol. In order to minimize latency and hardware involvement,
we must have a shared address space across the two machines participating the migration. That way, the
virtual address causing a page fault can be used as is, without relying on a translation system. Figure 1
shows a shared address space across two physical machines.

Figure 1 - Shared address space across two physical machines

2.2

CONTAINER MIGRATION

As explained in D5.1 “Workload Characterization”, we are looking at the migration of containers as a way
to load balance application components in a power-aware, heterogeneous environment. By
containerizing the applications (i.e. isolating each component in its own container), we can enable
migration of the individual components anywhere within the rack for the purposes of increasing energy
efficiency. Therefore, containerization of the application components, and migration of the containerized
components is an essential feature for power-aware scheduling and load balancing.
2.3

VM MIGRATION

A secondary goal is to support virtual machine (VM) migration. We did not pursue this goal as part of the
OPERA project, with good reason. While the discussion regarding the superiority of VMs and containers
still continues, there are some fundamental technical differences that can hinder adoption of one
technology or the other in various scenarios. In the case of VMs, the fundamental difference is the second
layer of page table translation that is present in the hypervisor. That means the virtual addresses seen by
the virtual machine are not in the same address space as the virtual addresses of the host. When the
hypervisor on the destination machine causes a page fault, the virtual address is not the same as on the
source machine. Therefore, an additional translation layer is required. We did not take the research in
that direction, although we believe it is possible to adapt our solution developed for container migration
to VMs, with some additional effort.
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3 DESIGN AND IMPLEMENTATION
We implemented the page fault handling over RDMA in two different ways. The first implementation is in
user space, which runs as part of CRIU. This turned out to be a much bigger challenge than originally
expected, which we will explain in section 4.1. The second implementation also ran into serious
challenges, but of a different sort. We attempted to use features in the both the hardware and the driver
which had not been used in the Mellanox card until that point, which means we were forced to deal with
both firmware and software that had not been fully tested (and we uncovered a few bugs in the process).
In both of the implementations described below, there are two pieces of code; one for the ‘source’
machine, and one for the ‘target’ machine. Both sides have their own challenges, but can be summed up
in the same general question: how do I safely & efficiently access memory of another process in order to
resolve page faults? It may not be immediately obvious why accessing memory of a different process is
necessary. To illustrate the problem, let us look at the example of the ‘target’ side, which initiates the
process by generating a page fault after migration. When the running application attempts to access
memory that is marked as ‘not present’ (because it has not yet been copied from the source machine), a
machine exception known as a page fault is generated. This stops the processor from what it is doing, and
puts it into a special exception handling mode. The operating system has registered a function specifically
for this purpose - to resolve the fault and allow the suspended application to continue. Our user-space
implementation relies on a modification of the page fault handling function which enables handling of the
page fault from user space. The two different implementations described below are different ways of
handling the page fault. Each has its own relative strengths and weaknesses which are discussed in the
appropriate sections.
3.1

ON DEMAND PAGING

Both implementations rely on a feature of the RDMA NIC called “On-Demand Paging” (ODP). To
understand this feature, it is important to first understand some more details of how the RDMA NIC is
able to access memory. All PCIe devices today have the ability to become a DMA bus master, that is, the
device can initiate a memory access to main memory (either read or write) in an action known as “direct
memory access”. This precludes the need for the CPU to be involved in transfers between the memory
and the PCIe device (in our case, the NIC). The device can access a physical memory address according to
its needs, without intervention (or knowledge) of the CPU (or any software). This is the basis on which
RDMA is built - the NIC can receive a command from a remote machine, and take action (either a read or
write) on the memory of the local machine accordingly. The problem is that we don’t fully trust the NIC,
and we don’t want to give it full access to all of our physical memory, especially when it is built to read
the contents and send it to other machines (or allow a remote machine to write to a random memory
location). Therefore, the NIC is restricted to certain memory addresses that are set up before any transfers
can be performed. In fact, the NIC further protects the memory by working (for the most part) with virtual
addresses belonging to a particular virtual address space (i.e. process). When the NIC receives an RDMA
command, the address must be in the correct address space and even in the correct range of addresses
within that space, which is identified with a key. When the correct address and correct key are used, the
NIC is then able to translate the virtual address to the corresponding physical address, and then access
the memory according to the type of command (i.e. read or write).
The trouble starts when the mapping fails. It is possible, that the operating system decides to remap some
memory addresses, or even unmap them completely (as is done when swapping memory to disk). In such
a case, the NIC would not be aware of the actions of the operating system, and would attempt to look up
a physical address for the given virtual address. The lookup would fail, and the RDMA command would
fail, and likely the application would fail as well. To avoid the operating system from pulling the rug out
from under the RDMA system, memory regions are pinned before any RDMA commands are allowed to
be sent using the key for that region. Pinning instructs the operating system to not touch a certain range
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of addresses, because we know that they are about to be used. On one hand, pinning can actually improve
performance because applications will cause fewer page faults because their memory is always present
in physical RAM. On the other hand, the operating system has now lost the ability to optimize sections of
memory, which can hurt performance. One example of this is when a thread starts to execute on a
different NUMA node, and now all memory accesses must cross the inter-processor bus, which can be
quite a bit slower and incur a penalty. Under normal circumstances, the operating system may decide to
migrate a particular page to be on the same NUMA node as the CPU which accesses it the most, thereby
reducing latency and bus traffic. However, once the memory is pinned, this is no longer possible. Just the
act of pinning the memory can be slow as well. Several kernel objects must be updated, which takes time.
The time taken also increases linearly with the size of the memory range, so the larger the memory range,
the more time it will take to pin it.
The solution is to use ODP. ODP uses additional hardware inside the NIC which acts as an MMU (memory
management unit) for the NIC. This additional hardware enables the NIC to build a lookup table of virtual
to physical address mappings. It also allows the NIC to suspend RDMA requests which are trying to access
a memory location that doesn’t have a mapping. The requests are suspended while the NIC notifies the
operating system to update the mapping for the requested page. Once the requested page is correctly
mapped, the NIC can retry the access, and unsuspend the RDMA request which will now succeed. While
this page mapping protocol can be slow (compare the previously described process to the access of an
always-pinned memory location) it relaxes the requirement of pinning memory beforehand. Since the
vast majority of accesses do not require the pinning (most memory contents tend to stay where they are
even without pinning), this ODP feature is just the backup plan necessary to deal with the occasional
missing page and is invoked relatively rarely.

Figure 2 - OS latency vs Network latency during a page fault

3.2

USERSPACE IMPLEMENTATION

The user-space implementation follows the principles set out by CRIU - “checkpoint restore in user space”,
meaning that we want to keep as many details as possible regarding the migration in user space. That
means modifying CRIU to understand how to use RDMA as a transport for retrieving pages from the source
machine. The relevant details are laid out in D5.4 Section 4.3 in which we report on the modifications we
made to CRIU in order to support “lazy migration” (AKA post-copy migration).
Target
The page fault handling relies on a feature of the Linux kernel called “userfaultfd”, which provides a
mechanism by which a user-space application can get notifications of page faults, and even insert a new
page into the faulting process. The existing registration process of userfaultfd was not modified to support
RDMA. To support RDMA, we added a new function for reading a page from an RDMA connection. When
CRIU is started on the target machine, the user specifies to use RDMA on the command line. CRIU then
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attempts to connect to the source machine over RDMA and if it succeeds, saves the connection for later
and marks that RDMA is in use. When CRIU gets a notification through userfaultfd of a pending page fault,
it reads the page from the source machine by way of a transport-specific function (in our case, the RDMA
function that we added). The rest of the mechanism works as for TCP/IP using lazy pages.
Source
On the ‘source’ side, there is a different method needed for reading the memory of the container.
Userfaultfd can’t be used because it is only invoked from the page fault handler routine inside the kernel,
whereas we need a method to introspect on a process and “steal” its memory at random addresses, even
when it is in a suspended state. When starting a migration, the user gives CRIU permission to access the
address space of the container being migrated. CRIU suspends the container, and attaches a small viruslike piece of code called a ‘parasite’ that can run inside the address space of the migrating process. This
parasite gives CRIU the ability to inject arbitrary code and run it as if the migrating process was running it.
CRIU uses the parasite to set up a set of pipes that are used to access the memory inside the application.
Once the memory pages can be read, they can be copied to the target machine over any number of
transports. The implementation we described in D5.4 uses TCP/IP sockets as the transport to copy the
page from the remote machine. The pipes used to read the memory from inside CRIU are accessed
sequentially because pipes do not support the ‘seek’ method. That means in the worst case, we must
traverse the entire length of the pipe, page by page, until we find the page we are looking for. The pipe
length is limited to 4MB, so in the worst case we must search 1000 pages, and 500 pages in the average
case. That adds some latency when reading a page, which as mentioned earlier, is critical to the
performance of the system.
RDMA works differently from TCP/IP because it provides direct access to the NIC hardware from user
space, whereas TCP/IP uses the kernel as in intermediary. In order to take full advantage of RDMA, the
API function used to register the memory region must be called from the same process context containing
the region we wish to access. In normal cases this is trivial since we generally write server applications
that own the memory as well as the RDMA context. In our case however, we want CRIU to own the RDMA
context, but we want to give access to the memory region owned by the migrating container. To date, the
RDMA Verbs API does not support this kind of sharing across processes (although there is no fundamental
reason why not). We have modified the API to allow registering a memory region of a different process
than the one who own the RDMA context. Our modifications were designed as a proof-of-concept, and
do not take security into consideration. That means our modified API cannot be pushed upstream and
accepted to the mainline code repository as-is, since it is possible that we have introduced a security
concern. However, we are working with Mellanox to add this feature in a more appropriate way.
Once the memory region is registered for the migrating container, CRIU is effectively removed from the
data path on the source machine. All RDMA requests are processed by the NIC and are able to access the
memory of the migrating process directly, without intervention of CRIU (no pipes, nor any other
mechanism). This reduces the latency on the source machine, since all pages are accessed directly and no
seeking or searching is involved. In addition, the memory can be read directly to the NIC and does not
need to be copied either to CRIU, nor to the TCP/IP stack in the kernel before being sent. This is a further
reduction in latency when reading memory pages.
3.3

KERNEL IMPLEMENTATION

The kernel implementation attempts to further optimize the operation of the target machine by handling
the page fault in kernel space rather than user space. This modification has some benefits, but also some
drawbacks. By not handling the page fault in user space, we can save some latency which is incurred by
having the kernel notify the registered user space application (CRIU) of the page fault. In the kernel
implementation, we call a kernel function directly without any notifications.

D6.9 | FPGA and low power server integration on Small Form factor data Center - final report

13

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

One of the drawbacks of the kernel implementation is safety. Because we have implemented a general
mechanism for any user space application to access the memory of any other user space application, we
must have an access control mechanism in place to restrict invalid use. Currently we don’t have any such
mechanism, which means our code is not safe for general use. We have discussed the issue with Mellanox,
and they agree that there is no reason to not allow one application to set up memory access for another
using ODP, given that access restrictions apply. We have not yet agreed on an API for doing so, but
Mellanox has pushed several changes upstream to the OFED library which pave the way for such changes.
Target
The target-side code replaces the userfaultfd handler in CRIU with a kernel module to handle the page
fault. The goal is to save the latency of leaving the kernel to have user space handle the page fault. While
on the surface saving the latency incurred by the context switch to user space sounds like a good idea,
the results are not so clear. With this solution, the code complexity of the Linux kernel is increased. Our
implementation is a kernel module, which can be inserted and removed from the kernel at runtime. To
support page fault handling in the kernel module requires changes to the existing kernel interfaces.
Proposing such changes for a single use case causes the Linux kernel maintainers to react defensively since
they tend to view any interface changes with a very critical eye. More importantly, we do not reduce
latency by enough of an amount to justify these more intrusive changes.
The Linux kernel does not have a mechanism for handling page faults from user-supplied code. Until now,
there was no need for such a mechanism (at least for an in-kernel implementation). The need did arise
for user-space, which prompted the addition of the userfaultfd mechanism. To minimize the impact on
the existing code as well as the code effort required on our part, we used the userfaultfd mechanism (with
a small change) to route the page fault handling to a kernel module. Some feedback that we received
from kernel experts questioned whether or not our implementation wouldn’t be more successful and
likely to be accepted by the community if it were not a module but rather a core feature of the kernel.
We have discussed this idea with Mellanox, and it is possible that our code will be included in a larger
future patchset including multiple RDMA features.
Source
The implementation of RDMA on the source machine is identical to the user-space implementation and
does not benefit from the changes in the kernel.
3.4

CRIU INTEGRATION

We integrated the userspace implementation with CRIU, and were able to successfully migrate several
test applications, as well as a populated Redis [2] database. The majority of the effort was focused on
discovering and finding a solution for the multiple process problem described in section 3.2. Once we had
a working solution and were able to register the memory of the Redis database, we were able to perform
a post-copy migration using RDMA to resolve the page faults.
As mentioned earlier, this code is not production-ready, in part because it relies on a modified OFED (Open
Fabrics Enterprise Distribution) API [3] in order to register memory for another process. Since these
modifications have serious security holes that need to be addressed, the code cannot be used in its current
form. However, our solution is good enough to prove the concept, and give some motivation to look
further at reworking the OFED API for registering RDMA memory regions on behalf of other processes.
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4 ANALYSIS
4.1

METHODOLOGY

We measured the page fault latency by using a micro benchmark to isolate the network transfer from the
rest of the migration process. The benchmark is written in C and contains a server (which serves memory
pages) to represent the ‘source’ machine, and a client (which receives the memory pages) to represent
the ‘target’ machine. We ran this benchmark on real hardware, on both x86 and POWER systems using
the Mellanox ConnectX-5 card in both setups. The benchmark was executed for 50 trials in each
configuration, generating 1000 page faults per trial. We tested 2 page sizes: 4KB which is the native page
size for x86, and also the lowest common denominator among the 3 server architectures of the OPERA
project (ARM, POWER and x86), and 64KB which is the native page size on POWER8. We also varied the
MTU among 2 settings: 1500 which is the accepted Ethernet standard, and 4200 which is the largest size
supported by the Mellanox NIC. The results are shown in the following sections.
4.2

RESULTS

Section 5.1.3 of D4.4 talks about the memory page size needed for a cross-ISA solution. The only common
page size across all 3 server architectures (ARM, x86 and POWER) is 4KB. That gives importance to the
page size of 4KB even on architectures where it is not the native size, such as POWER.
4.2.1 POWER8
The following results were reported earlier in D4.4 as well. Table 1 shows that RDMA is 4x lower latency
than TCP/IP for a 4KB page size on POWER8. Unfortunately, the native page size of this architecture is
64KB, which has less clear results. For a 1500-byte MTU, TCP/IP is lower latency than RDMA, which was
counter-intuitive. Even in the case of a 4200-byte MTU, RDMA has lower latency but only marginally. This
is likely due to the notification time (which notifies us when the page has been fully received) which can
be prolonged unnecessarily because of the software path in the OFED library used for notifications. It is
possible that by aggregating notifications, we could further decrease the latency of RDMA.
1500 MTU

4200 MTU

TCP 4KB

54 ±22.5 s

64±7 s

RDMA+ODP 4KB

16.5±2 s

16.5±2.5 s

TCP 64KB

69±7 s

90±16.5 s

RDMA+ODP 64KB

95.5±1.5 s

84±1 s

Table 1 - Latency of RDMA vs TCP/IP on POWER8

In all cases, the jitter was reduced to between 1-2.5 s by using RoCE. This is notable, because it shows
the low variance of the solution. That is good for being able to predict page fault times, which can be used
at higher levels of the migration process when making decisions, such as when to prefetch a page it has
determined may be used soon.
4.2.2 X86
A standard utility from the TCP/IP tool suite for testing connectivity is ‘ping’. Ping sends a 64-byte ICMP
packet, and waits for a response. The response time includes the overhead of the user space application,
as well as the parts of the IP stack inside the kernel. ICMP is a relatively light-weight protocol (compared
to TCP) because it does not include any connections, retransmits, reconstruction of packets, etc. which
means it’s overhead is relatively low. Therefore, we can use the results from ping to get a general idea of
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the link latency over IP. We can also record the traffic using a packet analyzer (“sniffer”) such as Wireshark.
The packet analyzer records only what it sees at the network interface, and does not include any software
overhead. By comparing the two measurements, we can get an idea of the software overhead inside the
IP stack of a lightweight protocol such as ICMP (UDP would be comparable).

Ping reported latency ( s)

Analyzer reported latency ( s)

Calculated Software Overhead ( s)

147

121.962

25.038

99

82.653

16.347

91

81.277

9.723

105

94.209

10.791

106

95.522

10.478

Table 2 - Link latency measured by ‘ping’ on x86

From the results in Table 2 we can see that the average latency is approximately 100 s, and the software
overhead is about 10 s for a 64-byte payload. The same technique to measure software overhead that
was used for the ‘ping’ test is applied to the page fault measurements, and the results show that the
overhead is still approximately 10 s, even for a much larger payload (4KB page size). Table 3 shows the
tabulation of the same test for RDMA. Here we can see that the overhead is considerably lower approximately 3 s - which is about 1/3 of the software overhead of TCP. This is result is easy to
understand since RDMA is designed to bypass the kernel and the TCP/IP logic inside. This saves the
overhead of the context switch as well as the logic of processing the requests.
Ping reported latency ( s)

Analyzer reported latency ( s)

Calculated Software Overhead ( s)

100.25

97.07

3.18

70.89

67.96

2.93

80.77

77.63

3.14

69.95

67.00

2.96

63.91

60.01

3.90

Table 3 - Calculated software overhead for RDMA on x86

1500 MTU

4200 MTU

TCP 4KB

42.84 ± 7.6 s

41.64 ± 5 s

RDMA+ODP 4KB

68.42 ±12 s

68.35 ±5 s

RDMA (no ODP) 4KB

8.74 ± 3.2 s

9.32 ± 3.3 s

TCP 64KB

114.28 ± 15.7 s

107.67 ± 14.2 s

RDMA+ODP 64KB

86.48 ± 6 s

80.99 ±3.5 s

RDMA (no ODP) 64KB

42.62 ± 6.9 s

36.71 ± 5.2 s

Table 4 - Latency of RDMA vs TCP/IP on x86
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Figure 3 - Comparison of page fault latencies on x86

Table 4 shows an interesting artifact; the RDMA+ODP (red bars) latency stays fairly consistent across the
page sizes while TCP shows a large variance. That implies a larger dependence of TCP to the size of the
payload than in RDMA. That means there is a larger cost of handling an RDMA packet regardless of the
size. Without ODP, the latency is reduced by 4.5x for a 4KB page, and 2.6x for a 64KB page.
4.3

APPLICATIONS

The intended application for this design is to be integrated into a power-aware data center. The RDMAenabled NICs are to be used as a vehicle for enabling remote page faults at a very low latency, so as to
not be noticeable at the application level when migrating containers between machines. Once the cost of
migrations is lowered to a point where such migrations become common-place; being executed hundreds
or thousands of times per day; we can use container migration as a tool for implementing power-aware
scheduling policies, such as those described in D5.4.
Using RDMA to implement remote page faults is compatible across architectures as well. Successful crossarchitecture page faults depend on a few prerequisites though.
Endianess: As long as the architectures use the same “endianness” – the byte ordering within a machine
word – RDMA can be used to copy memory pages transparently between systems. Many machines now
support both “big-endian” as well as “little-endian”, such as ARM and POWER systems. However, some
machines only support one or the other, such as the x86 architecture. Even if the machine supports both
modes, the code that runs only supports one or the other for any given program, and the CPU must be
made to support that mode. Therefore, in the case of a heterogeneous data center which includes
multiple architectures, care must be taken to select the “lowest common denominator” of endianness,
which in reality, generally means selecting “little endian” to include x86 machines.
Page size: As described in D4.4, there are many different page sizes supported across the various
architectures. When migrating containers it is necessary to copy memory at a page granularity to ensure
consistent bookkeeping at both ends of the transfer. Similarly, to the case of endianness, page sizes too
must be matched across participating architectures to find the “lowest common denominator”. Again,
this generally boils down to matching the x86 architecture’s smallest page size (4KB) which has become
an industry standard supported by practically all architectures.
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5 MICMAC
5.1

MOTIVATION

OPERA aims at supporting ambitious challenges on designing next generation Low Power and Ultra Low
Power (ULP) systems, improving energy efficiency in computing by means of heterogeneous architecture,
providing smart and energy efficient solution for the interaction between embedded ULP smart systems
and remote small Form Factor Datacenters.
For Truck use case, we have worked to demonstrate that an FPGA card can contribute to both reducing
power consumption and enhancing the processing performance when a photogrammetry software is
used.
After a study done by CSI as part of Work Package 7 to validate the best software candidate, it has been
decided to use MICMAC from IGN. This software, on top of being Open Source and providing a good
ground accuracy, is written in C/C++ which make it easier to leverage an OpenCL accelerator, such as
Nallatech FPGA.
MICMAC allows both the creation of 3D models and of ortho-imagery. This software is suitable to every
type of objects of any scale: from small object such as a statue, with acquisition from the ground, to large
buildings through drone acquisitions, to cities or natural areas through aerial or satellite acquisitions.
5.2

PORTING

MICMAC is an Open Source software available on GITHub: https://github.com/micmacIGN/micmac
MICMAC leverages external libraries to perform specific functions required to work with the images
coming from the drones:
•
convert from ImageMagick suite, for pictures conversion
•
exiftool and exiv2 to read/modify pictures metadata
•
proj4 for coordinate system conversion
•
cs2cs the cartographic coordinate system filter
MicMac is organized in multiple modules which are packaged with their internal tools, each responsible
for a specific function in producing the output orthophoto.
•
•
•

First module, named Tapioca is used for tie points and matching. Tapioca runs a set of commands
(cdraw, ImageMagic, SIFT, ANN and Pastis) to prepare the images and make them usable for the
different steps of MICMAC.
Second module is Tapas. It works on bundle adjustment (calibration and orientation) on the
recognized matching points.
The third optional module is Apericloud. It generates a sparse point cloud to check the result. This
command allows to verify and to validate visually the results of all the proceeding steps.

Finally, the automatic dense matching is computed using a command called C3DC. This command
generates automatically masks (using tie points), selects best pictures for correlation and prevents certain
bad projections at the borders of 2D masks.
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Figure 4 - MICMAC architectural diagram

The profiling activity conducted on MICMAC highlighted some issues on the way this software is working
with parallelism. Despite the fact it is written in C++, the way MICMAC executes commands in parallel by
leveraging multiple Makefiles (1 per core available), makes it very hard to adapt for offloading to an
accelerator such as an FPGA.
On top of this strange way the code parallelisation is done, MICMAC is a very large software with 430000
lines of C++ code and it lacks comments. The size of MICMAC makes it very long to recompile. It is hard to
apply even minor changes to any function without having to compile the full repository.
Initial profiling of the full MICMAC workflow demonstrated that a large partition of the time was spent on
the Tapioca module.
As a workaround to the code limitation mentioned above, it has been decided to focus only on the most
time-consuming part of the code. Considering MICMAC code is taking around 18.3 hours to process the
reference input pictures in order to compute a 3D model on a Moonshot m510 16-core cartridge, we
analyzed the code in order to identify the most CPU intensive algorithms.
Among the 18.3 hours consumed by the MICMAC workflow with selected cluster of images for the Truck
use case, two third (11.8 hours) is spent on the initial module, Tapioca.
Profiling Tapioca command using Intel VTune 2018 profiler reveals that the most expensive time in
computation is spent during detecting (SIFT algorithm) and matching (ANN algorithm) tie points.
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Figure 5 - MicMac profiling

Alone, ANN is 72% of the time spent in Tapioca and for this reason, we decided to focus on the porting
and optimization of this algorithm.
The ANN algorithm has been implanted onto the FPGA using OpenCL. The kernel is available in the Annex
section of this document.
5.3

MEASUREMENTS

As explained in the profiling section, our target was to offload ANN algorithm, which is the largest
consumer of processing resources, to the FPGA.
While running as part of the Tapioca workflow, ANN is spread among all available cores. In the case of the
m510 cartridge we are using in the truck, we have 32 threads (16 cores + hyperthreading).

Figure 6 - CPU usage during ANN

Power usage recorded by the ILO during ANN is showing the complete energy consumption for the chassis
and the components available inside of it.
Chassis power is 175W recorded on the power supplies. This is split between:
•
•
•

M510 cartridge at load: 44W (RAM) + 62W (CPU)
FPGA: 28W
Chassis components (switches, fans, …): around 40W

CPU and memory package energy consumption have been measured using the monitoring tool based on
perf available in the Annex. The script leverage hardware counters which provide better granularity than
Redfish with accurate readings and short sample rates.
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Figure 7 - Power usage of EL4000 during ANN

To precisely compare the CPU and the FPGA implementation, we have been running ANN algorithm with
only 2 input pictures. The command line used to execute this task is:
mm3d Ann ./Pastis/LBPpResol35Teta0V21287.tif.dat ./Pastis/LBPpResol35Teta0V21288.tif.dat
./Pastis/LBPp-Match-LBP pResol35Teta0V21287.tif/LBPpResol35Teta0V21288.tif.result -ratio
0.600000

where:
•
•
•
•

Ann is the algorithm to be used
./Pastis/LBPpResol35Teta0V2_1287.tif.dat are the tie points detected for the first image
./Pastis/LBPpResol35Teta0V2_1288.tif.dat are the tie points detected for the second image
-ratio is the threshold

Original MICMAC ANN code running on 1 CPU core against a set of 2 pictures, requires approximately 4.6
seconds to complete.
root@el4000-slot3 micmac $ time /root/work/backup/micmac/bin/mm3d Ann
../../volo/Pastis/LBPpResol35_Teta0_V3_1598.tif.dat
../../volo/Pastis/LBPpResol35_Teta0_V3_1599.tif.dat
../../volo/Pastis/LBPpResol35_Teta0_V3_1598.tif.dat : 40345 points
../../volo/Pastis/LBPpResol35_Teta0_V3_1599.tif.dat : 38931 points => 23087 matches
real
user
sys

0m4.684s
0m4.560s
0m0.120s

The OpenCL ANN kernel running on CPU against the same set of 2 pictures, requires approximately 2
seconds to complete. In reality, only 1.4 second is spent on ANN, the 0.6 second difference is coming from
the initialization of the device which needs to occur only once. By streaming the images into the kernel,
we could avoid this time for any sub consequence pictures.
root@el4000-slot3 build $ time /root/work/micmac/bin/mm3d Ann
../../volo/Pastis/LBPpResol35_Teta0_V3_1598.tif.dat
../../volo/Pastis/LBPpResol35_Teta0_V3_1599.tif.dat
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run FPGA search
Find platforms
platform name = Intel(R) FPGA SDK for OpenCL(TM)
found platform
Querying platform for info:
==========================
CL_PLATFORM_NAME
= Intel(R) FPGA SDK for OpenCL(TM)
CL_PLATFORM_VENDOR
= Intel(R) Corporation
CL_PLATFORM_VERSION
= OpenCL 1.0 Intel(R) FPGA SDK for OpenCL(TM), Version 17.1.2
num devices = 1
using aocx /root/work/micmac/CodeExterne/ANN/src/kernels/MatchLebriesBrutekernelx8_16bit
Kernel = FPGASearchInput
Kernel = FPGASearchOutput
kernel time = 1.260563 secs
secs total: 1.400390
../../volo/Pastis/LBPpResol35_Teta0_V3_1598.tif.dat : 40345 points
../../volo/Pastis/LBPpResol35_Teta0_V3_1599.tif.dat : 38931 points => 23161 matches
real
user
sys

0m2.091s
0m0.556s
0m0.280s

The power consumed by the CPU while running ANN on all the core is around 62W. When using the FPGA
to offload this function, the CPU power is down to 15W.
MICMAC is not using memory capacity extensively and we could also save half of the energy by moving
to a configuration with only 2 32GB DIMMs. This change won’t affect the performance as the Xeon D used
on this Moonshot cartridge only rely on 2 memory channels.
To make a fair comparison, we have proceeded to measuring the evolution of CPU and memory energy
consumption while running between 1 and 32 ANN processes in parallel. 32 corresponds to the max
number of threads able to run on the m510 16-core due to hyperthreading being enabled.
Threads
idle
ANN CPU
ANN CPU
ANN CPU
ANN CPU
ANN CPU
ANN FPGA

1
4
8
16
32
1

CPU
(W)
15,00
31,00
38,50
46,00
55,00
62,00
20,00

Memory
(W)
12,00
20,00
27,00
35,00
46,00
47,00
14,00

FPGA
(W)

28,00

Total
(W)
27,00
51,00
65,50
81,00
101,00
109,00
62,00

Watt per
ANN

Time
(s)

51,00
16,38
10,13
6,31
3,41
62,00

4,80
6,10
7,50
9,90
16,50
2,00

Table 5 - MICMAC ANN measurements

Current version of the OpenCL ANN kernel only permits 1 concurrent thread, but it has been estimated
that we could fit 4 kernels in parallel on the FPGA with the latest BSP.
Using the perf monitoring script based on hardware counters, we highlighted the fact that the energy
consumed by the CPU but also the memory is directly linked to the number of ANN threads running in
parallel, as demonstrated on the chart below.
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Figure 8 - Power usage of ANN depending on the number of threads

The use of FPGA on a single thread as demonstrated that despite the relative high energy cost coming
from the FPGA, the CPU and memory are less solicitated, saving a third of the instantaneous energy when
looking only at the CPU and memory.
Stacking 4 ANN kernels on the same FPGA has been estimated to increase the power consumed by the
accelerator to 35 to 45W, while keeping approximatively the same unit performance (around 2s for ANN,
including starting time of the kernel). The working frequency might drop a little but the resource usage
will be below 70% with 4 ANN kernels and the new BSP. Additional optimization on the OpenCL kernel
and changing the processing responsibility between CPU and FPGA might permit even higher parallelism.
Time spent on each ANN thread also increases while processing multiple images in parallel using the CPU,
with a considerable slowdown when going from 16 to 32 threads. This is due to internal hyperthreading
limitations.

Figure 9 - ANN energy efficiency per thread

As we can see on picture 22, the energy efficiency of ANN is increased while we run more threads on the
CPU. We also see that the estimated 4-thread version of the FPGA ANN implementation is predicted to
be delivering a better efficiency per second versus the 32 threads version of the CPU.
5.4

ACCURACY IMPROVEMENT

The performance figures for the FPGA quoted in the previous section do not fairly reflect the acceleration
potential of the FPGA card. This is due to the fundmentally different implemenations of the ANN code.
The core component of the ANN kernel is a distance calculation of a 128 dimensional vector:
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where ‘i’ is the dimension and A, B are two points in 128-dimensional space.
The MICMAC ANN software generates a linked tree structure generated against one of the images. This
tree structure is then scanned against using a point from another image to find the point with the
minimum distance stored in the linked tree.
The tree structure approach is only ~30% accurate compared to a full distance calculation for every pair
of points, but is is more than 50x faster. Accuracy is measured as the number points found that are truly
the closest to each other in 128 dimensional space. This is trade off in accuracy is acceptable, as without
the optimisation the process would simply take too long on a CPU to be useful.
This tree structure is not suitable for the FPGA as there would be little opportunity for acceleration.
Instead the full distance calculation is done for each point (Brute force approach 100% accurate), with
multiple points calculated in parallel until the resources are exhausted. To increase parallelism further the
FPGA uses 16-bit fixed point multiplications. This reduces accuracy by 5% (due to rounding effects) but
doubles performance compared to the brute force approach. Comparing the FPGA brute force approach
against the CPU brute force approach yields a performance improvement of nearly 500x versus a single
CPU core.
5.5

KERNEL STRUCTURE OPTIONS

The ANN kernel used for the MICMAC can be written any number of ways. As the code is an NN problem
the pressure on global and PCIe memory bandwidth is minimal. This allows multiple kernels to share
memory bandwidth and operate in parallel as required. The previous sections quote 4 parallel kernels all
running on the FPGA in parallel. However, it is possible to have more slower kernels or fewer faster kernels
if desired.
More smaller kernels have the advantage of supporting multiple CPU threads at the same time. If an
offloaded function also requires a significant amount of CPU time this will be the bottleneck for a single
threaded application. However, if the FPGA logic can be shared with multiple kernels running in parallel
and the host code processing can be performed in parallel using more CPU cores, further acceleration can
be achieved (see Figure 10).

Figure 10 : Single kernel versus multiple kernels

D6.9 | FPGA and low power server integration on Small Form factor data Center - final report

24

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

6 CONCLUSIONS
6.1

RDMA

RDMA is a viable alternative to a full-blown custom solution for optimizing remote page fault handling.
While our current measurements show that we don’t always have performance gains, we believe with
further research we can realize those gains.
We have explained the motivation of the RDMA based remote page fault solution. We selected RDMA as
the next-best option after our original solution (based on the Nallatech FPGA) become impossible to
complete. In addition, RDMA is likely to be a much easier path to widespread adoption since the hardware
is readily available today. That lowers the entry bar for experimenting & deploying this solution, making
it more likely to be evaluated by industry.
We present an evaluation of the benchmarks used to measure the performance of our solution vs the
TCP/IP solution currently in use. While we have impressive gains in some scenarios (up to 4.5x
improvement), it is far from a clear-cut victory since we must rely on pinning of the memory to attain
these improvements. Further research is required in order to build an undeniable performance gain which
can also access random pages by using ODP, which we believe is still possible.
We have shown that by using a memory page size that is compatible with all systems, this solution is
applicable even to cross-ISA container migration, which we have been pioneering. This is an important
tool in energy-efficient management of a heterogeneous data center.
6.2

MICMAC

The partial porting of MICMAC highlighted the benefit which can be achieve when using a hybrid
configuration for a compute-intensive workload. Work done on the ANN function show an impressive 3x
speedup in terms of performance, while also reducing energy consumption. The energy saving achieved
on the CPU side enables to use processors with lower TDP which are often more efficient when the system
is lightly loaded.
As part of OPERA project, we have also demonstrated that the initial audit of the code should be thorough
and not only consider the license, but also the implementation language and the features of the software.
Running a profiling tool over the code, to understand dependencies between components and the
execution workflow, must be investigated. It would have displayed the flaws of MICMAC before spending
a large amount of time trying to understand and port the code to OpenCL.
CSI, as owner of the Truck use case, has been looking for a proven solution to replace the existing
hardware. The work required to have the full MICMAC software optimized on FPGA is out of reach for this
project. As a workaround, to remain in the hybrid scenario, HPE has been advised to use relatively low
power GPU from Nvidia (P4) which is qualified in the EL4000 chassis.
PhotoScan Pro, the commercial software currently in use in the truck, was measured to be more than 2
times faster than MICMAC when running on the same hardware. PhotoScan Pro can offload large chunks
of the compute to Nvidia GPU, accelerating by a large factor the output of the orthophotos. Results of the
measurements done on this configuration are part of WP7 and explained in deliverable D7.5. On top of
better performance, this solution provides a better energy efficiency ratio compared to CPU only. This
hybrid solution leveraging low-power server has been selected by CSI to upgrade the configuration which
is in production today.
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