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EXECUTIVE SUMMARY 

Work Package 5 (WP5) aims at providing a mechanism to efficiently deploy applications on the data centre 
resources. The “efficiency” expected from the proposed mechanism concerns the energy consumed by 
the hardware resources and the relative performance of the various tasks composing applications running 
on the data center machines. Providing such a mechanism requires to consider of several elements that 
influence the runtime execution of such tasks. For instance, and to mention few, a model to evaluate the 
best mapping of tasks with specific host architectures, a mechanism to select the best host among various 
with the same architecture where to run the tasks, and a way of optimizing the whole data center 
workload should be integrated.  

Among the objectives, the aim of task T5.4 is to design a software component capable of deploying 
application tasks on the most energy-efficient hosts using an energy-aware policy, as well as to provide a 
way to interact with other components of a Cloud orchestrator (e.g., OpenStack modules). Also, the aim 
of such software component is to periodically (dynamically) optimize the whole data center workload (i.e., 
the optimization process aims at consolidating the workload in such way to reduce energy consumption), 
by reducing the energy(power) consumption. In addition, interactions with other tasks carried out in this 
WP is necessary to ensure the effectiveness of the whole resource allocation mechanism.  

Position of the deliverable in the whole project context 

The activities carried out within task T5.4, whose main results are described in this document, are framed 
in the WP5 – Optimized Workload Management on Heterogeneous Architecture. Specifically, this 
deliverable provides an overview of the results of the research activity and investigation done by OPERA 
partners, aiming at developing a software system (ECRAE) to be integrated in the OpenStack orchestration 
toolchain, which is responsible for the mapping of cloud application components (virtual machines – VM, 
and Linux Containers – LCs) on heterogeneous data center resources.  

The deliverable is in connection with the work done in the WP5, specifically with activities reported in 
D5.8, D5.7 and D5.6, as well as previous deliverables D5.4, D5.3 and D5.1. Regarding the connection with 
D5.8, this deliverable specifies the algorithms employed by such software system while D5.8 provides an 
insight of the integration with OpenStack framework, with a focus on the mechanism used to describe the 
application structure and all its components. D5.6 provides the analysis of the TOSCA application 
descriptor format used by ECRAE to allocate each application components on the most suitable hardware, 
with a focus on three applications that have been successfully ported on the OPERA platform (ECRAE + 
OpenStack) and which are described using TOSCA descriptors. Deliverable D5.7 contains a detailed 
description of simulation results which validate the ECRAE algorithms. This document is also in connection 
with other deliverables provided in the context of WP5 activity, which provide useful information to better 
tune the efficiency model used by ECRAE to take its decisions, as well as to profiling application and thus 
how to better characterize them. 

Finally, the activities belonging to the task T5.4 provides important and useful results that are at the basis 
of the activities carried out in WP7, specifically related to the VDI use case. Similarly, activities carried out 
in WP4 are of interest for this task, since the way energy efficiency is evaluated provides the correct input 
to drive the decision of the developed ECRAE module. 

Description of the deliverable 

Specifically, this document reports results concerning the design phase of the ECRAE system, with a focus 
on the algorithmic parts that are used to: i) statically allocate application components (VMs or LCs) on the 
data center infrastructure; ii) dynamically optimize the whole data center workload. Power(energy) 
consumption and host loads are used to build a simple but effective strategy aiming at allocating 
application tasks on the most efficient hosts. Also, such power(energy) model is used to drive the search 
of a heuristic for an optimal workload schedule (i.e., the way of assigning the VMs/LCs on the available 



 

6 D5.9 | Resources Utilization and Allocation – Final Report 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

servers). Since initial decision are based on a greedy-policy, an optimization process of the infrastructure 
workload will be integrated. Such part of the designed software component will exploit migration features 
provided by both traditional virtual machines and modern Linux Containers. Applications are described 
through a standardized application descriptor called TOSCA (see D5.8 for details), which is designed with 
interoperability in mind. By adapting/extending the TOSCA descriptor, we enable our designed module to 
allocate resources for the various components of the application.  

This document provides a brief introduction of the Cloud orchestration problem and introduces the 
algorithms used to provide a valid and (energy)efficient schedule. Specifically, the algorithm used to 
statically deploy applications on the data center, along with design choices are presented. A large portion 
of the document is devoted to describing the algorithm used to optimize the whole data center workload. 
With the aim of generating a more efficient (in terms of overall power/energy consumption) workload 
schedule (i.e., a specific way of allocating VMs/LCs to the available servers, the heuristic implemented is 
described. First, the problem is formulated in a way that is mathematically sound. Then, the use of an 
evolutionary strategy-based algorithm is motived by contrasting the performance of a basic PSO 
implementation. The general structure, as well as the main operations (i.e., genetic operators) are 
discussed in detail. Extension to support heterogeneous hardware systems (i.e., accelerator boards), as 
well as the way for parallelizing the execution (speedup) are presented. The optimization strategy results 
in a list of migrations which can be supported by the technique described in this document. In this 
perspective, the work done for allowing efficient migration of LCs using CRIU is essential to achieve high 
level of energy-efficiency in the whole data center infrastructure. The mechanism described allows to put 
less pressure on the management system, since less data need to be synchronized during the migration 
process. A brief summary of the experimental results (discussed in detail in the deliverable D5.7) are also 
presented. 
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1 OPERA ORCHESTRATOR – ARCHITECTURAL VIEW 

The management of resources at the infrastructure level and their allocation to the applications 
represents a major concern to improve energy efficiency, as well as performance and quality of the 
services provided by modern data centers. Within the OPERA project, work package WP5 addressed this 
objective by leveraging on a rich set of hardware and software technologies. Different hardware 
technologies are at the basis of the large heterogeneity that one can find in modern data centers, and 
which provides large benefit in terms of energy efficiency (more specialisation of computing elements for 
specific tasks) and performance. However, such heterogeneity creates challenges in managing the entire 
infrastructure, since management software has to understand differences among the various computing 
elements.  

The software stack that is responsible for managing infrastructure and allocating resources for the 
applications is known as an orchestrator. As such, an orchestrator receives the requests for deploying user 
applications (i.e., it corresponds to a set of virtual machines – VMs, or more recently to a set of containers) 
and provides the set of selected resources that best satisfy application requirements (i.e., number of 
cores, amount of memory, storage, etc.). Part of the orchestrator’s job is to monitor the underlying 
infrastructure and provide (periodically) a readjustment of the resource allocation. The functional view of 
the data center orchestrator is showed in Figure 1. 

 

Figure 1 - Functional view of the DC orchestrator. 

OPERA project developed a software module which provides intelligent allocation of infrastructural 
resource, by (statically) deploying application components (containers and/or VMs) to the most suitable 
hardware elements, and by (dynamically) scheduling application components migration to achieve energy 
saving. Our solution, namely ECRAE – Efficient Cloud Resources Allocation Engine, is composed of two 
separate software components, each devoted to static allocation or dynamic optimization of the 
workload. Deliverables D5.3 and D5.4 focused more on the description of the strategy used by ECRAE to 
create the initial (static) placement of the applications’ components. Conversely, this document will 
provide a detailed description of the static allocation process and the heuristic used to dynamically 
rebalance the workload on the data center. The solution developed in OPERA sits upon a traditional cloud 
management software stack (OpenStack) to easily control the underlying infrastructure, without losing 
generality.  

Figure 2 depicts the logical view of the proposed solution (details on the main architectural organization 
of the proposed orchestrator can be found in deliverables D5.8, D5.4 and D5.3). Aiming to be agnostic of 
specific technologies, since the beginning we opted for using TOSCA format for describing application 
composition and requirements. 

ORCHESTRATOR

Node Node

Acc.

Heterogeneous DC

Input
Requests

Allocation
Policy

1
2

3

4

Resource
Selection

Monitoring
DC Status

C
om

p
ut

in
g 

R
es

ou
rc

es

1

2

VMs, Containers

Allocation

3

4

Get Status

Migration



 

10 D5.9 | Resources Utilization and Allocation – Final Report 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

 

Figure 2 - OPERA orchestrator (ECRAE): logical overview of the system (see D7.7, D7.8 for OpenStack testbed installation). 

The ECRAE module thus integrates a parser and a TOSCA generator; the former is used to create an 
internal representation of the requested configuration (i.e., how the various application components 
must be deployed), the latter is used to generate a complete TOSCA file where initial hints were 
substituted with selected flavours (i.e., which in turns corresponds to selected hosts). The T2H Translator 
is responsible to translate the complete TOSCA descriptors into native OpenStack dialect (i.e., HOT format 
used by OpenStack HEAT module). The translated TOSCA descriptor (HOT format) is passed to HEAT 
module to deploy the application components to the available nodes (for a detailed view of the testbed 
configuration set up by CSI see deliverable D7.7 and D7.8). The nodes are selected by the ECRAE module 
based on the current energy efficiency exposed by each, and specific constraints of the application 
components (e.g., the need for using an FPGA accelerator). Information regarding node status and 
selection are loaded into a data base, which provides the knowledge based for the ECRAE. Details on the 
structure of such data base is provided in deliverable D5.8. Once deployed, the ECRAE monitors the 
resource consumption. Since, over the time the initial allocation provided by ECRAE may result to be not 
optimal, periodically it executes a heuristic to fast discovering a better allocation (workload schedule) for 
the data center workload. To be effective, the heuristic should be fast in generating a valid workload 
schedule. The resulting schedule shows the set of application components (i.e., containers and/or VMs) 
that must be migrated. 

In order to be effective, an efficient mechanism to migrate Linux containers has been implemented in 
OPERA. The proposed technique takes advantage of a cross-ISA compiling technology to move running 
Linux containers between nodes equipped with diverse processor architectures.  

The remainder of this document is organized as follows. In section 2, we describe in detail the algorithm 
used to statically allocate resource for applications. Also, the description of a way of modelling FPGA 
accelerators, as well as other types of hardware accelerators, in the used algorithm is described. Section 
3 provides details on the heuristic used to dynamically rebalance the whole data center workload. The 
problem formulation is presented, as well as the proposed parallelizable algorithm. Since the output of 
the algorithm is a new workload schedule which contains the list of Linux containers to migrate, the 
proposed mechanism to support migration is presented. It follows section 4, where experimental results 
are given in order to show the benefit of the proposed solution. Finally, in section 5 we summarize our 
main contribution.  

 



 

11 D5.9 | Resources Utilization and Allocation – Final Report 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

2 OPERA ORCHESTRATOR – STATIC DEPLOYMENT 

Our approach (ECRAE) is intended for managing the workload in large infrastructures running 
heterogeneous systems, by using a two-step approach. Whenever new jobs are submitted, an 
(energy)power-aware allocation policy is used to select the most efficient nodes where to execute the 
incoming jobs. In the second step, the whole workload is consolidated by means of the optimization of a 
cost model. This section focuses on the allocation algorithm aimed at reducing the overall (energy)power 
consumption of the data center (DC). 

2.1 GREEDY STRATEGY FOR STATIC APPLICATION DEPLOYMENT 

The ECRAE component responsible for choosing the initial application components placement (i.e., static 
deployment) is based on a greedy algorithm that aims at finding optimal placing of incoming VMs/LCs also 
in heterogeneous environments. To this end, the algorithm ranks all the available nodes on their relative 
efficiency (i.e., power consumption weighted by the current load – see deliverable D5.4) and selects the 
most effective one that can accommodate the requested VM/LC (available resources –CPU cores, 
available memory– on servers are made available in the knowledge base integrated in the ECRAE 
solution). In addition, ECRAE considers specific constraints for running the VM/LC; for instance, some 
VMs/LCs may require the access to a specific accelerator (e.g., FPGA). In that case, ECRAE will (possibly) 
assign a node that exposes features able to satisfy the such device, reverting to nodes without 
acceleration (we assume that the application is compiled in such way to run with and without acceleration 
support) only in case no one can accommodate the request. 

 

Algorithm 1 - ECRAE energy-aware greedy allocation algorithm. 

Algorithm 1 shows the main steps used to select the most efficient nodes where to deploy the application 
components. Focusing on supporting FPGA acceleration (although, other kind of accelerator can also be 
used), first, the procedure evaluates if the VM/LC requires acceleration, e.g., through the use of a 
dedicated FPGA card (line 2). In that case, the list of hosting nodes equipped with the required device 
model is used to calculate the rank (line 3). Here, we assume that in case the acceleration board cannot 
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be shared across multiple VMs/LCs, the procedure returns only the list of nodes with device not in use. 
To calculate the rank, the cost of using a given node is calculated (lines 19–27). To reduce power 
consumption, hosts already active are firstly considered as candidates for allocation (lines 4–5). However, 
if all the nodes are in an idle state, the procedure will select the less costly node (lines 6–7). Whenever 
the application component does not require acceleration, the algorithm looks at the list of nodes without 
acceleration support. As in the previous case, in lines 10–12, the algorithm tries to select a node from the 
list of active ones. Otherwise, the less costly node will be selected (line 14). To support the selection of 
the best available node, the same CalculateRanking() cost function is used (see lines 19–27). 

2.2 HETEROGENEITY: MODELLING ACCELERATORS 

To enable the proposed greedy algorithm to take correct decisions when a VM/LC demands for the use of 
an accelerator, we modelled the performance and power consumption of a generic acceleration device. 
As indicate in section 3.4, to correctly model performance and power consumption of nodes and special 
device, we must consider that VMs/LCs come with an associated number of instructions to execute. Also, 
the amount of resources to access (i.e., number of cores, amount of memory, storage, etc.) must be taken 
in to consideration. The number of instructions to consume is expressed in MIPS (i.e., millions of 
instructions per second), and it is also used to determine the VM/LC lifetime. The more MIPS the hosting 
node can process, the less time the VM/LC will last.  

Thanks to virtualization and specifically containerization technologies, running LC on different CPU 
architectures is not an issue. Conversely, accelerating the execution of a portion of the VM/LC poses some 
challenges. Although for some kind of devices, it would theoretically be possible to calculate the 
equivalent number of MIPS performed since their functioning is driven by the execution of dedicated 
instructions (e.g., GPUs are special processors with dedicated instruction set, while Intel Xeon Phi are 
capable of using an overlapping ISA with the standard X86_64 processors), in case of FPGA devices there 
is no instruction stream to execute. To overcome this limitation and provide a more general approach, we 
looked at the following approach. We measure the speed up in executing a VM/LC on the accelerated 
platform. Such speed up value is relative and depending on the host CPU with which we are comparing 
to. For instance, we can execute the VM/LC on a X86_64 processor and measure the execution time. Then, 
we can measure the execution time on the accelerated system (i.e., equipped with the same X86_64 plus 
an accelerator); the speed up is obtained as the ratio between the two execution times. The value 
obtained by comparing the two execution times is referred to as the speedup factor (���), and can be 

obtained as follows: 

��� � ���� ∙ 	��

���
 ∙ 		���

� ����
���


 

Where  	��
 � 	���  is the workload to execute (i.e., the application that is running and needs 

acceleration), and ����,	���
 are respectively the execution time on the accelerated system and the basic 

one without acceleration. Thus, the number of MIPS associated with the host CPU (which is proportional 
to the ���
 execution time) to consume the VM/LC instructions is multiplied by ���. Such value expresses 

the throughput of an equivalent ‘accelerated’ CPU, whose execution time is proportional to ��� as follows: 

���� � ���
 ∙ ��� 

While the power model of an accelerator device, such as a GPU or a many-core (e.g., Intel Xeon Phi) can 
be derived as a linear function of its loading factor, i.e., similar to the case of a CPU, the percentage of 
device loading can be estimated, and the power consumption assigned accordingly, in case of FPGAs it is 
more complex. In fact, power consumption depends on the percentage of resources used, and the clock 
frequency of the synthesized design, as well as the number of bit flips (for inputs and memory elements). 
To simplify, we analysed a real application (i.e., convolutional neural network –CNN–) and we estimated 
the power consumption for this design (on the Intel Arria10 midrange device), by fixing the clock 
frequency to a constant value. In our case the synthesized design was running at 170 MHz. This led us to 
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generate the following linear model (in our experiments the amount of bit-flips, i.e. toggle rate, was 
caused by the classification process with input images): 

��� � 37.97 ∙ � � 27.5 

Where ��� is the power usage estimated by the model, 37.97 and 27.5 are two constant values obtained 
by interpolation, and � is the current resource usage on the FPGA device [13]. Thus, such a model can be 
used to estimate the power consumption of other applications, by fixing the clock frequency to 170 MHz 
and changing only the amount of active resources on the chip. A similar model can be also derived for the 
more powerful Intel Stratix10 device. Figure 3 shows graphically the derived linear power models for the 
Intel Arria10 device. The model has been calculated considering in the idle state the only presence on the 
board of the BSP (Board Support Package), which is necessary to export interface and control mechanism 
to the host (e.g., it provides the necessary logic to drive the PCIe bus). 

 

Figure 3 - FPGA (Intel Arria10) linearized power model. 

A more accurate model can be generated by interpolating more points. These points can be generated by 
varying the amount of resources and the frequency of synthesised circuit. For instance, in deliverable D4.3 
the cooker core is presented; such core (used to test and stress the FPGA device) can be instantiated 
multiple times on the device to measure the change in the power consumption while varying also the 
clock frequency feeding the cores. However, since the influence of the toggle rate in real application is 
less than 2% on total power consumption, irrespective of the amount of used resources and clock 
frequency, an accurate model can be extrapolated by considering power consumption as a function of the 
amount of used resource and clock frequency, neglecting the toggle activity. In such case the model would 
be general enough to reflect all real use cases. 

2.3 COMPLEXITY ANALYSIS (MEMORY CONSUMPTION AND EXECUTION TIME) 

In this section, we analyse the complexity of the proposed allocation algorithmic solution. Specifically, the 
purpose of this analysis is to determine the memory consumption and the time required to run the 
proposed algorithm for resource selection. In the following, we focus on the performance of the greedy 
strategy-based algorithm and its memory consumption; also, we will discuss on the overall time elapsed 
between the point in time TOSCA file descriptor is send to the orchestrator, and the point in time the 
actual application has been configured and their containers are running. To performs such analysis, we 
took in to consideration the main characteristics of the machine in the CSI testbed that hosted the ECRAE 
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orchestration tool. In the following, we report the values associated to the overall memory installed, the 
type of CPU and its clock speed, along with some other micro-architectural features: 

• Architecture: x86_64 

• CPU cores: 4 

• CPU core speed: 2596.992 MHz 

• Installed main memory: 4 GiB (1 DIMM DRAM) 

• L2 (unified) cache: 4096 kiB 

• L1 (instruction) cache: 32 kiB 

• L1 (data) cache: 32 kiB 

• Operating System: Ubuntu (SMP) 4.4.0-141-generic 

Concerning the memory consumption of the Greedy-based algorithm, we measured it running the ECRAE 
allocation strategy (using our customized TOSCA description files) and measuring the average memory 
consumption with ‘htop’ tool.  Using this monitoring tool on the CSI testbed machine hosting the ECRAE 
system, we obtained a usage of 1.2% over the whole memory (4 GiB), which corresponds to ~51MiB.  Such 
memory consumption has been validated also through another method. We integrated in the 
orchestrator code the following function [38]: 

resource.getrusage(resource.RUSAGE_SELF).ru_maxrss 

which monitors the memory consumption when specific function in the code are called. Specifically, we 
used this function to monitor the memory consumption of the deploy_stack function used to launch 
the application containers on the selected nodes. The resource.getrusage function provides the 
amount of memory consumed by the calling process, which is responsible to execute the deploy_stack 
function. We opted also for this second methodology to have a finer measurement of the effective 
memory consumed by the ECRAE. Using this second methodology, we measured a memory consumption 
of 50,308 KiB. 
Another metric we used to evaluate the complexity of the algorithm is given by the execution time. To 
avoid including in such measurement time elapsed executing outside the ROI, i.e., the region of interest 
that in this case is represented by the execution of the deploy_stack function, we marked this region in 
the ECRAE code in such way we extracted two timestamps. The first is gotten once the function is called, 
while the second one is acquired just before sending the transformed TOSCA template to HEAT 
(OpenStack). The second timestamp corresponds to the point in time ECRAE successfully selected the 
nodo/flavour where to run the container. It is worth to recall that such process is repeated each time 
ECRAE finds a new container to launch (i.e., while it parses the TOSCA input description). Using such 
methodology, we measured an average (over 4 runs) execution time of 500ms.  
Worth to mention is the fact that in addition to the time for selecting the node for deploying a new 
container, the set-up time for the container is greatly longer. For instance, in some cases (launching 
OwnCloud or OpenXchange) it could be of many minutes. However, such time is independent of the 
allocation algorithm used, since it depends from the number of packages to download and configure 
within the container. 
From the performed analysis, we can conclude that the complexity of the designed allocation algorithm 
in terms of memory consumption and time elapsed for completing the selection of the node/flavour is 
very low. This demonstrates the effectiveness of the proposed solution. 
Concerning the responsiveness of the ECRAE solution, we can claim that, thanks to an average execution 
time of less than a second in selecting nodes for deployment, the system sports very high level of 
responsiveness. Furthermore, once the full set of containers belonging to the application have been 
configured and launched, the system never entered an unresponsive state. Indeed, running the 
optimization procedure periodically can be done without stopping services, while migration can be 
performed online. In such case, as explained in the remainder of the document, the post-copy migration 
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policy introduces a slight decrease in responsiveness, which is tolerable, since memory pages may be 
transferred from source node to destination node, as a consequence of a container migration. 
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3 OPERA ORCHESTRATOR – DYNAMIC WORKLOAD OPTIMIZATION  

Keeping the workload allocation within a data center optimally distributed across the available nodes is 
mandatory to achieve the best level of energy efficiency and resource usage. Although, static deployment 
algorithms can provide local optimal allocations, the distribution of applications components, over time, 
leads the system to unoptimized state. Not optimal state may emerge over the time due to different 
reasons. From one side, newly launched applications change the amount of resources consumed (number 
of required cores, amount of memory, communication bandwidth, storage space), which in turns can lead 
running applications to experience worse performance and thus to consume more energy. However, by 
periodically scheduling to launch a dedicated algorithm, a new allocation for the running Linux containers 
and VMs can be discovered, which is characterized by lower (energy)power consumption. 

Addressing this issue is a challenge, since the heterogeneity of hardware and the size of data center 
infrastructures. To be effective an algorithm must: 

• Provide a workload schedule in a short time. 

• Be aware of heterogeneity (both in terms of CPU architectures and accelerators). 

• Apply to large data center instances (hundreds of nodes). 

In OPERA project we address such challenge by devising an algorithm based on an evolutionary heuristic, 
which is able to: 

• Provide a close to the optimum solution (workload schedule) in very short time. 

• Take into consideration heterogeneous hardware (by modelling the speedup effect). 

• Apply to large instances of data center (hundreds of nodes). 

• Take advantage of modern parallel hardware (multicore CPUs and accelerators). 

Additionally, to be beneficial, the used algorithm must try to optimize several parameters, specifically 
reduce the number of running nodes (consolidation) by also switching off idle nodes, to select the one 
that provides the largest energy saving, avoid to negatively impact on the application performance and 
reduce the number of Linux containers and VMs migrations. 

The way of addressing the implementation of such algorithm is twofold: on one side, using online local 

optimisation algorithms (LOAs) which takes rapid decisions at certain point in time without neither 
analysing global state of the data center, nor past history; on the other side, using global optimisation 

algorithms (GOAs), which apply optimisations based on a snapshot of the whole data center (or large sub-
portions) in a given time frame (i.e., taking a periodic snapshot of the DC) and possibly using past history. 
Section 2 provides our LOA solution, while in the following we details problem formulation and algorithm 
structure of our GOA solution. 

State-of-the-art 

Virtual machines (and nowadays Linux containers - LCs) allocation problem and server consolidation 
problem have been widely studied in literature [14], [15] and solutions for LOAs and GOAs have been 
proposed. Also, hardware techniques have been proposed to improve the energy efficiency of a DC, such 
as dynamic voltage frequency scaling (DVFS). Consolidation of server workload have been faced by 
proposing several approaches that range from constraint satisfaction problem (CSP), control theory, game 
theory to some heuristic approach to mention a few [16–21]. VMs/LCs allocation has been also extensively 
studied and approaches have been proposed; although, one of the algorithm class still widely adopted is 
that of fit algorithms (i.e., first-fit (FF), best-fit (BF), etc.) [22–24] since they offer near-optimal decision (in 
a LOA sense). Looking at the global optimisation of DC workload, mathematical formulation and related 
algorithms for solving the problem have been proposed. General approach to mathematical formulation 
considers DC resources to allocate (i.e., compute cores, amount of main memory, interconnection 
bandwidth and storage space) [25], albeit compute cores and main memory consumption are the two 
most influencing energy consumption of the nodes. Problem formulation requires the definition of an 
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objective function to maximize or minimize; beside number of resources consumed and energy 
consumption, other parameter can be accounted, such as number of SLA violations, number of VMs/LCs 
migrations, etc. 

3.1 PROBLEM FORMULATION 

Data center resources are huge but not infinite, especially resources on servers can be quickly exhausted. 
Resources that are available on the servers for running applications can be limited to the CPU cores, main 
memory, bandwidth and storage. Secondary storage can be easily addressed by assuming the presence 
of high-end networked storage subsystems. Similarly, with the growing adoption of high-performance 
interconnections (such as InfiniBand [26], [27] and optical interconnections), we assume that the 
bandwidth provided by the interconnection is not influencing any workload allocation strategy (we are 
simplifying the problem formulation by assuming that bandwidth is large enough to accommodate 
application requests). Given this premise, we formulated our optimization problem considering only CPU 
cores and the amount of main memory as resources to be optimized. 

The optimal allocation of tasks (e.g., application components, micro-services, etc.) on a given group of 
resources is a well-known NP-hard problem. From the viewpoint of the Cloud Infrastructure Provider (CIP) 
the allocation problem is also involving two aspects: i) the VMs or LCs run for an unknown period of time; 
ii) the actual profile of the running tasks is unknown. To cope with the first aspect, a snapshot-based 
approach is used, so that it is possible to remove the time constraint (i.e., a snapshot of the current 
allocation is periodically extracted and used to feed the optimization procedure) [28]. To our purposes, 
we designed our heuristic and optimization model to adhere to such approach (the proposed heuristic is 
intended to be launched periodically). To address the challenges brought by second aspect mentioned, 
the worst-case scenario is considered. Such scenario can be determined by profiling the applications.  

The problem formulation is based on the optimization model proposed by Mazumdar et al. [28], and it is 
intended to allow finding workload schedules with lower power(energy) consumption and with a reduced 
number of active servers (Server Consolidation Problem - SCP). Hereafter, the workload will be considered 
as the set of tasks (either VMs or Linux Containers – LCs) that are running on the turned-on servers (data 
center). 

3.1.1 Problem statement and assumptions      

In order to formulate the optimization problem in a mathematical sense, some assumptions have been 
done. First, keeping the infrastructure running requires that control and monitoring tools are executed on 
the nodes. Among the others, hypervisors are needed to manage all the phases of creation, migration and 
deletion of VMs. Similarly, Linux containers management requires that specific software components are 
installed (e.g., Docker Engine, libvirt, etc.). Such components require, albeit very limited, a certain amount 
of resources (CPU cores and memory) on the servers, which become not visible to the applications. 
Besides the resources consumed by management software (MGT), infrastructure manager may apply 
capping policies in order to server further resources on each server machine (CAP). MGT and CAP can be 
expressed as the fraction of resources needed to be reserved. 

Let ���and ��� be respectively the maximum amount of CPU cores and memory on the server �. Let 
���, ���	 ∈  0,1# be the fraction of resources reserved on the servers, then the saturation factor $� for 
the server � can be computed as follows:  

$� � %1 & ���' ∙ ��� 

Of course, it is possible to set a different value of the saturation factor for each resource to be allocated. 
This leads to define the available resources for allocating as follows: 

�� � 	��� ∙ 	$�()*	
�� �	��� ∙ 	 $��+� 
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Although the server saturation levels can be set independently for each server, it is a common practice to 
use the same level for groups of machines or even for the whole data center. Without losing generality of 
the results, in our experiments we set the  $�()* �	$��+� equals for all the servers (see deliverables D5.7). 
In order to formulate the optimization problem, we have to define a cost model for running a VM (or LC) 
, on a given server �. The cost model is used to the measure the effectiveness of the allocation of a given 
VM on a server, thus is related to the power(energy) ��consumption of the server �: 

�� �	��-./0 � %1� ∙ 	2�()*' 

Where ��-./0 is the power consumption of the server � in idle conditions, and 2�()* ∈  0,1# is the resource 
(CPU) utilization (as fraction of the all available resources). According to the model presented by 
Mazumdar et al. [28], CPU utilization is mostly influencing the dynamic power consumption (i.e., the 
fraction that dependents from the load), while memory contribution can be neglected. It is worth to note 

that static power consumption of memory, as well as of other components is captured in the ��-./0 factor. 
In [37] authors discovered that memory power consumption is dominated by background power 
consumption (i.e., fraction not caused by operations on the memory), even in case of large in-memory 
database and transactional systems. The power consumption model used is linear, since is provide the 
best trade-off in capturing the behaviour of the server machines while keeping simple the computations 
[29–32]. Slightly accurate models (e.g., piecewise model) have been also proposed [33], but their usage is 
not influencing the capabilities of the proposed heuristic to explore the search space. Finally, the 

parameter 1� � ��)0�3 & ��-./0 represents the fraction of power consumption that actually depends on 
the machine load. The cost of allocating a VM/LC to a certain server is thus given as the fraction of power 
consumed on the machine that can be ascribed to the (CPU) resources consumed by the VM/LC: 

��4� � 1� ∙ 	�4�
��5  

Where �4�is the number of CPU cores consumed by the allocated VM/LC.  

It is of worth to consider also the cost of migrating a VM/LC from a server to another node. Similar to 
formulation given in [28], we consider the cost of migration as the cost of running the VM/LC on the 
destination server augmented by a fraction of the cost of running it on the source server.  

Following the formulation given in [28], the optimization model tries to minimize the total assignment 
cost, which is in turn given by the summation of: 

• Power consumption of turned-on servers. 

• Power consumption of running the workload on the servers. 

• Power consumption overhead due to migrations. 

The model is as follows: 
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For helping reader to understand the proposed mathematical formulation, Table 2 provide a list of all the 
variable defined and used. 

Variable/Constant Description 

$�()*  CPU saturation factor for server s 

$��+�  Memory saturation factor for server s 

��� Maximum (hyperthreaded) cores available on server s 

��� Maximum amount of memory available on server s 

��� Fraction of resources reserved to the management tool 

��� Capping value for the resources 

�4� Number of cores used by a VM/LC 

�-4� Number of cores used by the i-th VM/LC 

�� Available cores on server s 

��  Available memory on server s 

�� Power consumption of server s 

��)0�3 Peak (maximum) power consumption of server s 

��-./0  Idle (static) power consumption of server s  

1� 
Dynamic power consumption of server s (expressed as difference between peak and idle power 
consumption) 

2�()*  Utilisation factor (number of CPU cores) for the server s  

��4�  Power consumption associated to the VM/LC. 

@ The set of all the VMs/LCs 

B The set of all the servers  

:-,�4� Cost of scheduling the execution of VM/LC i on the server s 

=-,� Number of VMs/LCs of type i assigned to server s 

:-,�,.4�  Cost of scheduling the migration of VM/LC i from server s to server d 

=-,�,. Number of VMs/LCs of type i migrated from server s to server d 

:�-./0  Cost of keeping the server s in an idle state  

>-  Total number of VMs/LCs of type i  

F-  Total number of VMs/LCs of type I migrated 

B� Decision variable: turn-on server s  

C Maximum allowed VM/LC migrations (in our experiments we set C � 	∞) 

Table 2 - List of used variables constants in the workload optimization problem formulation. 
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3.2 PROPOSED HEURISTIC 

The nature of the proposed mathematical formulation is that of a MILP form, as well as the proposed 
algorithm data structures requires to manipulate integer values. To this end, the algorithm has been 
tailored to efficiently deal with integer parameters rather than real-based ones.  

Evolutionary computation and specifically evolutionary algorithms (EAs) are part of the broader domain 
of artificial intelligence algorithms. At the basis of EAs there is the idea of mimicking the way biological 
beings evolve towards individuals with a better adaptation to the environmental conditions. The 
transition to one population instance (i.e., the group of candidate solutions of the problem at a given 
point in time) to the next is governed by applying evolutionary operators, i.e., functions that manipulate 
the structure of the individuals according to a given rule. EAs are stochastic-based, population-based 
heuristics, and over the time several approaches have been proposed to speed up the search space 
exploration. EAs can be roughly classified into two main classes: i) algorithms well suited for 
(minimizing)maximizing real values objective functions, ii) algorithms well suited for optimizing discrete 
(e.g., integer values) objective functions. Examples of the algorithms belonging to the first class are 
particle swarm optimization (PSO), differential evolution (DE), evolution strategies (ES), simulated 
annealing (SA). On the other hand, the most popular algorithm well suited for discrete objective functions 
is genetic algorithms (GA) and their variants. In addition, most of the algorithms belonging to the first 
group can be generalized to be discretized.  

One important aspect of such stochastic-based heuristics is that they do not ensure to find the global 
optimum (i.e., maximum or minima of the objective function) but are faster than other approaches in 
exploring the search space. Furthermore, since they stochastic-based are methods, different solutions can 
be discovered across multiple executions of the algorithm starting from the same initial condition. We will 
discuss about improving stability of the proposed heuristic in the following sections.  

In the deliverable D5.4 we described the general structure of the PSO algorithm. PSO have been proven 
to be effective in finding stable global optimal values for the objective functions in continuous problems 
(conversely, the bin-packing problem is discrete in nature). Here we shortly summarize general structure 
of the algorithm, and we discuss ideas behind its discretization. We also motivate the reasons behind the 
implementation of a different heuristic structure based on an evolutionary strategy approach.  

3.2.1 Initial proposed solution: PSO 

Particle swarm optimization algorithm starts generating a random set S of candidate solutions, each 
characterized by a position I-J  in the search space and a velocity K-J. PSO progresses over time (i.e., moving 
from state at time t to state at time t+1, where the state is given by position and velocity of each 
candidate) by applying the following update rule to: 

K-JL� � 1K-J � M�N�%O-J & I-J' � MPNP%OQ J & I-J' 

I-JL� � I-J � R	K-JL� 

The update rule allows to determine the new position of each candidate based on the current position 
(i.e., values of the objective function parameters) and the new velocity of the candidate. Velocity of the 
particles (i.e., candidate solutions) is updated considering a local knowledge of each particle (i.e., the 
cognitive factor) and the global knowledge gathered by the population (i.e., the social factor). The latter 
depends by the way candidate solutions exchange each other their states. The most used approach is 
known as the lattice model, whereas the best and best ever solutions are selected among all the particles 

in the population. To this end, O-J and OQ J are used to track respectively best position of the particle i, and 
the best ever position found over all the candidates and iterations. M� � MP are control parameters of 
the algorithm, as well as 1 and R. Finally, N� and NP are random variable with uniform distribution 2%0,1'. 
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Given the formulation of the optimization problem as described in section 3.1, each candidate solution is 
represented by a vector whose components represent the node selected for the specific VM/LC. Figure 4 
(a) shows a graphical representation of the basic candidate structure.  

 

Figure 4 - General structure of population and the effect of discretization. 

PSO discretization 

The basic structure of particles is not very effective in the exploration of the search space, since the update 
rule operates applying small increments/decrements of the vector components. Thus, new effective 
workload schedules would be tested after several iterations of the algorithm. To overcome this limitation, 
we initially studied how to discretize the problem, by forcing the algorithm to generate vectors whose 
components were integer values.  

A simple approach is to round vector components before evaluating each candidate and update them. 
Figure 4 (b) shows the effect of discretization of the search space. One of the issues of such approach is 
given by the reduced rate of convergence of the algorithm, which tends to be driven more by randomness 
(N� and NP) instead of by cognitive and social factor.  

Figure 5 shows the tracking of the objective function for a small instance of the problem, i.e., 25 nodes 
and 150 VMs to allocate. Showed fitness trend has been normalized to the fitness value calculated using 
the solution provided by the First-Fit heuristic, which gets the list of VMs/LCs to allocate, assigning each 
to the first node with enough resources. As the reader can see, the average energy reduction is less than 
3%. Average time elapsed to provide a solution is in the order of few minutes even in case of such small 
instances of the optimization problem stated in section 3.1. 

Moving to larger instances further resulted in poor quality solutions (i.e., very small energy consumption 
reduction) and high execution times (several minutes to converge). Such low quality results encouraged 
us to look at different implementations of the heuristic. 

As an alternative, we experimented with the following approach. Candidate vectors becomes matrices � 
whose components are treated as probabilities, i.e., each position �-,S  of the matrix represents the 

likelihood of allocating the VM/LC , on the server T. Values in the matrix are constrained to range between 
0 and 1, and a defined threshold U�// allows to generate the actual allocation: the VM/LC , is allocated to 
server T if and only if �-,S V U�//. Although such solution better adapts to intrinsic characteristic of the 

heuristic algorithm providing more stable solutions (i.e., in average across multiple runs the algorithm 
found solutions with a fitness value close to each other), the experimented speed of convergence 
remained low (i.e., to generate good workload schedule the algorithm required an average high execution 
time). Such limitations led us to look at a different heuristic implementation. 
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Figure 5 - Fitness trend (normalized to that of First-Fit heuristic) for the PSO-based heuristic solving a small instance of the 

optimisation problem (lower is better). 

3.2.2 Proposed solution: Evolution Strategy (ES) 

Evolution Strategies (ES) is a class of evolutionary algorithms that are similar to genetic algorithms (GAs). 
At the basis there is still a group of candidate solutions (individuals), each representing a possible 
workload schedule. The exploration of the search space is done by applying, at each iteration of the 
algorithm, one or more genetic operators. Whereas in GAs, such operators may require both single 
individuals (mutation, i.e., the single elements of a candidate are mutated) and multiple candidates 
(crossover, i.e., two or more candidates are combined to generate a new candidate in the next iteration), 
in ES, only mutations are used to evolve from one generation of the population to the next one. Using 
only mutations also simplifies the structure of the algorithm and allows us to easily parallelize it. 

To be effective, our ES [36] has been greatly tailored for the specific scheduling problem we are tackling. 
Specifically, we designed data structures and genetic operators that allow the heuristic to efficiently 
explore the search space. To this end, we introduced 5 different operators.  

The basic steps are as follows. Before, starting to explore the search space the population is initialized 
with the initial configuration, which correspond to the current allocation of the resources (initial workload 

schedule). Such schedule is evaluated to calculate the corresponding fitness (i.e., in our case it corresponds 
to the overall (energy)power consumption of the DC). 

It follows the main loop, where through several iterations the best candidate solution is extracted. To this 
end, in each iteration one of the 5 mutations (i.e., genetic operators, see section 3.2.4) is selected 
according to a certain probability distribution. The operator is applied to each candidate of the population 
to generate the next ones. Each new candidate is evaluated and if a new best ever solution is found, then 
current solution is updated accordingly. The algorithm stops if one of the stopping criteria is met. 

PSO
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Figure 6 - Flow chart representing the main steps of the proposed ES. 

Figure 6 details the main steps composing the algorithm. As stopping criteria, we set the maximum 
number of iterations of the evolving loop and a given maximum elapsed time. Since the application of 
mutation operators u1, …, u4 is governed by a random process, different runs will use such operators in 
a different way. Both the thresholds for the stopping criteria, as well as the operator probability 
distribution are input parameters of the algorithm. Whenever the algorithm exits the main loop, the best 
ever found solution (best candidate) is compared with the initial allocation (current schedule) to 
determine the list of VMs/LCs to migrate. To ensure high quality of the solution, the algorithm also applies 
a final consolidation step: it tries to saturate server resources, thus to increase the number of idle nodes 
that can be switched off. If the consolidation resulted in a worse schedule, the best ever candidate 
solution is preserved and used. 

One important feature of our heuristic is the absence of a selection operator for the individuals to mutate. 
Unlike traditional ES, where a subset of the population is mutated to generate the offspring (new 
population), in the proposed algorithm all the candidate solutions are mutated. To this end, each 
candidate randomly selects one of the available genetic operators and applies it. Avoiding the selection 
operator allows to improve heuristic performance: 

• Reducing overall execution time: the algorithm avoids wasting time in ranking the candidates 
based on their fitness and applying the selection mechanism such as the roulette wheel (randomly 
select one candidate with a probability distribution that is larger for better candidates) or the 
tournament selection (get k random –using uniform probability distribution– candidates and 
select the best one).  
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• Improving solution quality: slightly changing all the candidates increase the capability of the 
algorithm to explore the search space, which in turns increase the likelihood of discovering good 
workload schedules. 

We also introduced a second mechanism to speed up the process of search space exploration and 
avoid the algorithm to be stuck in local minima of the objective function. Basically, the algorithm tracks 
the number of generations that are elapsed since the last best ever candidate found. Whenever such 
number of generations exceeds a predefined threshold, a steady state condition is detected. In that 
case, the current population is discarded, and it is reinitialized (population restart) using the last best 
ever candidate solution. Such new population is then mutated as described above. 

3.2.3 ES data structure 

The proposed ES heuristic uses a dedicated data structure to effectively represents a workload schedule 
and to keep track of allocated resources in the data center. Knowledge base (see D5.3 and D5.8) provides, 
for each node, updated information regarding both the maximum available resources and the current one 
in use. Also, power consumption (peak power) for the node is provide. Similarly, for each VM/LC, the 
knowledge base provides the amount of resources required to run. 

 

Figure 7 - Data structure for the proposed ES heuristic. 

To represent and efficiently manipulate candidate solutions, each individual is composed by 3 vectors: 

• Workload W: is an array of length equals to the number of VMs/LCs to allocate. Each element  , of 
the array (	- � T) contains the identification number T of the host where it is allocated, where T ∈
 0, >� & 1# and >� is the number of available hosts. 

• Delta_CPU Dc: is an array of length equals to the number of available hosts. Each element , of the 
array (W:- � X) contains the number of CPU cores still available on the host X. 

• Delta_MEM Dm: is an array of length equals to the number of available hosts. Each element , of 
the array (WY- � X) contains the amount of memory still available on the host X. 

• Energy E: is an array of length equals to the number of available hosts. Each element , of the array 
(Z- � X) contains the energy actually consumed by the host X. 

Figure 7 shows the data structure employed by our ES. Such representation provides also a compact 
representation of the state of the data center and the allocation of the VMs/LCs. In fact, an alternative 
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representation would be based on a matrix whose set elements 	-,S � X, X ∈ D0,1E denote that task , is 

allocated on server T (i.e., X � 1). In such case the amount of memory used by each candidate would be 
larger. 

3.2.4 ES genetic operators 

Bin packing problem, such as the one concerning resource allocation, requires the implementation of 
dedicated mutation operators to allow the algorithm exploring the search space. Unlike basic mutation 
operation used in ES (in such case the ES is intended for continuous optimization problems), where each 
element of the solution array is changed by adding a small random quantity (i.e., generally, a random 
variable with Gaussian distribution is used), here the operators must preserve the correctness of the 
workload schedule.  

A workload schedule is valid (correct), if it satisfies all the constraints expressed by the problem model as 
formulated in section 3.1. Given the data structure described in section 3.2.3 we designed 5 different 
genetic operators that ensure to preserve correctness of the candidates. The likelihood of applying each 
of these operators is a control parameter of the heuristic. Through an initial set of experiments, we 
empirically selected the probability distribution for the genetic operator selection. 

Task swapping (TSWP) operator 

This operator aims at discovering better VMs/LCs fitting configurations. To this end, the operator 
randomly selects one task from the W list and search among the others one task that can be exchanged 
with. Let s and d be respectively the randomly selected task and the one targeted for the exchange. Let 
Dcs, Dms, Dcd and Dmd be respectively the available resources (both CPU and memory) on the nodes 
running s and d tasks. Finally, let Rcs, Rms, Rcd and Rmd be the resources used by task s and d. The swapping 
operation is valid if the following condition is met: 

[W�\ � ��\ & ��]^ _ 0 ∧ [Wa\ � �a\ & �a]^ _ 0 ∧ [W�] � ��] & ��\^ _ 0 ∧	[Wa] � �a] & �a\^ _ 0 

The above equation expresses the condition in which the task swapping can be performed, i.e., when 
there are enough resources in terms of CPU cores and memory on both nodes to accommodate the task 
moving from the other node (also considering the resources freed by the moving task). Through the initial 
empirical study, we set the likelihood associated to this operator to 0.524. 

 

Figure 8 - Graphical representation of the TSWP operator. 

Figure 8 graphically shows the result of the mutation (i.e., task swapping). For each of the two selected 
nodes (=� and =P) the available resources (CPU cores and memory – dashed squares) and those required 
by the tasks � and G are reported (grey squares).  

Task first-fit consolidation (TFFC) operator 

This operator aims at finding allocation configurations in which tasks are more consolidated on less 
running servers. To this end, the operator randomly selects one task that can be moved on another server. 
The server is selected by scanning the list of all server and selecting the first one that has enough resources 
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to accommodate the moving task. Let Dc, Dm be the available resources on the selected destination server 
(in terms of CPU cores and memory respectively), and let Rc, Rm be the resources consumed by the 
selected task (in terms of CPU cores and memory respectively). Such task movement is valid if the 
following condition is met: 

%W� & ��' _ 0 ∧ %Wa & �a' _ 0 

The above equation expresses the condition in which the selected task can be moved on the destination 
server if and only if there are enough resources to accommodate it (both in terms of CPU cores and 
memory).  

 

Figure 9 – Graphical representation of the TFFC operator. 

Figure 9 graphically shows the result of the mutation (i.e., task movement). For each of the two selected 
nodes (=�  and =P ) involved in the operation, available resources (CPU cores and memory – dashed 
squares) and those required by the task � are reported (grey squares). 

The probability of using this operator has been fixed to 0.095. 

Task best-fit consolidation (TBFC) operator 

The TBFC operator is very similar to TFFC operator, in which respect it uses the ‘best node’ among all the 
ones that have enough resources to accommodate the moving task. The best node is represented by the 
one with the largest unused amount of resources, both in terms of CPU cores and free memory. The 
probability of using this operator has been fixed to 0.095. 

Server consolidation (SC) operator 

This operator aims at saturating the available resources of a given selected server. The idea behind its use 
is to make room on other servers for moving in a subsequent iteration larger task. To this end, the 
operator randomly selects one server on the server list (looking at the Dc and Dm arrays), and iteratively 
use the following condition to move tasks on it: 

%W� & ��' _ 0 ∧ %Wa & �a' _ 0 

Again, Dc, Dm, Rc and Rm represent respectively the resources (in terms of CPU cores and free memory) 
still available on the selected server, and the resources required by a given task. The tasks to move on the 
selected server are selected iteratively by scanning the W list. 

The probability of using this operator has been fixed to 0.190. 

Server load reduction (SLR) operator 

This operator works in an opposite direction compared to SC operator. In fact, given a randomly selected 
server ,, the operator tries to redistribute the whole load on other servers. To this end, for each task 
assigned to the selected server, its required resources Rc and Rm (both CPU cores and free memory) are 
compared to those of other servers (i.e., Dc, Dm for a server X b ,). Thus, the server list is scanned to 
search for a server X that can accommodate partially or the whole load of server ,. The probability of using 
this operator has been fixed to 0.096. 
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3.2.5 Measuring energy efficiency  

The basic implementation of the heuristic uses the measurement of the power consumption of the servers 
running the applications. Power consumption, as also reported in deliverable D5.4, gives a first indication 
of the efficiency achieved by a certain configuration of servers and of a given workload schedule. Since 
many cloud applications are based on services that are intended to run indefinitely, in D5.4 we proposed 
to evaluate the capabilities of the proposed heuristic in terms of how well it would be in reducing the 
power consumption of the whole data center. Experimental results, as mainly reported in D5.7, shows the 
capability of our ES greatly reducing the whole power consumption of the data center.  

On the other hand, deliverable D4.1 defines specific metrics to be used in connection to OPERA use cases 
to measure efficiency. In such metrics, energy is used rather than power. In order to align the output 
provided by our heuristic with expected inputs from these metrics, we also introduced a way to actually 
measuring energy consumption. To this end, besides required resources, each task has an additional 
parameter that specifies the number of total instructions that must be processed to complete the task. 
To also deal with those tasks that are associated to permanently running services (e.g., a database), this 
number of instructions can be measured within a reference time period. Similarly, each server is 
characterized by the MIPS parameter, which specifies the number of instructions that can be executed 
each second. These two additional parameters are enough to be combined with power consumption 
computed by the objective function of the ES to result in a more general measurement of the energy 
consumption Z, as shown by the following equation: 

Z � � ∙ #d=�eNfgf
�d�B  

3.3 HEURISTIC PARALLELIZATION STRATEGIES 

The proposed heuristic is inherently parallel in nature. In fact, the absence of interactions between the 
single candidate solutions. Moving from one generation to the next is achieved by applying genetic 
operators to each candidate independently to the other candidates. Given this premise, it is clear the 
heuristic offers large space for parallelization and performance boost.  

3.3.1 Parallel candidate mutations 

The simplest parallelization strategy is to apply mutations to each candidate in parallel. Since modern 
processors exposes large core count also with support for multi-threading, we mapped each candidate to 
a separated thread. Candidate threads are created at the beginning of each iteration of the evolutionary 
loop. On the other hand, threads synchronize each other after the evaluation stage. 

To implement this strategy, we experimented using a standard parallelization framework such as 
OpenMP. During the experiments, the number of threads (i.e., candidates in the population) was kept 
equal to a multiple of the number of threads supported in hardware. For instance, we used a server 
equipped with an Intel Xeon E5-2630 v4 which support up to 20 parallel threads in hardware 
(hyperthreading enabled). Comparing the results of the parallelized algorithm with the sequential version, 
we did not observe any speed up. Furthermore, setting a low number of candidates, the execution time 
of the parallel version resulted slightly higher than that of the sequential algorithm. This is ascribed to the 
large overhead spent in creating and synchronizing threads, and to the high frequency of 
creation/synchronization activity. To limit this overhead, we implemented a parallel version, using a 
thread library that allowed us to create once a pool of threads, and synchronizing them still after every 
evaluation. The observed results, in terms of execution time, were in line with the previous 
implementation, leading to consider the high frequency of synchronizations the main bottleneck. 
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3.3.2 Parallelization through the island model 

A well-studied parallelization model [34] is provided by the so-called island model. The advantage of this 
model is twofold: i) the rate of thread creation/synchronization activities is lower than in the basic model 
(see section 3.3.1); ii) it provides a more stable solution since it reduces the need of launching multiple 
runs of the algorithm. 

 

Figure 10 - Heuristic parallelization using the island model. 

In the island model, instead of using a single population, multiple independent copies are created. Figure 
10 depicts a graphical representation of the island model. These copies, referred to as islands, evolve 
independently from the others for a certain amount of iterations, while only periodically synchronizing 
each other. Synchronization is achieved by merging the best-found candidate in each island into a new 
population, which will serve as new starting point for each island. To this end, islands’ evolution can be 
mapped onto parallel threads which will synchronize with a lower rate, thus introducing less overhead. 
Since the proposed heuristic use a stochastic approach for exploring the search space multiple runs are 
required to achieve better solutions and reduce effects of randomness. The island model allows to cope 
with these multiple runs in a more efficient way.    

Thus, island parallelization model offers a way of removing limitations found in the basic parallelization 
model.    
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3.4 WORK EXTENSIONS    

There is also space for improving the capabilities of the proposed heuristic to address more 
heterogeneous hardware, as well as for improving its performance.  

On one hand, the heuristic can be made aware of the availability of special nodes which are bind to 
hardware accelerators, such as GPUs or FPGAs. In order to deal with such nodes, the heuristic data 
structure can be extended with an additional array used to mark those tasks requiring the accelerator for 
their execution. Similarly, mutation operators can be modified to ensure that such tasks will be eventually 
moved on nodes bind with the required accelerators. Power (energy) efficiency can be calculated by 
recurring to a multiplicative factor (i.e., speedup factor, see section 2.2 and deliverable D5.7), in order to 
consider the execution speedup provided by the accelerator. 

Also, the availability of hardware accelerators in modern data centers provides the opportunity to boost 
the performance of the proposed heuristic, by offloading part of the computations to an accelerator card. 

3.5 COMPLEXITY ANALYSIS (MEMORY CONSUMPTION AND EXECUTION TIME) 

In this section, we provide the analysis of complexity of the proposed workload consolidation and 
optimisation heuristic, by taking in to account memory consumption and overall execution time. Similarly, 
to what done for the static allocation algorithm (see Section 2.3), we analyse the memory consumption 
of the algorithm through a monitoring tool. In our case we used a memory consumption monitor written 
in python (mprof – i.e., the memory profiler [39]). On the other hand, we monitored the execution time 
by catching the difference of two timestamps which capture the time spent in the ROI of the algorithm. 

The memory consumption for such kind of algorithms is influenced by the following two factors: 

• The size of the optimisation problem instance to solve (i.e., number of containers belonging to the 
workload, and the number of available nodes to host the containers); 

• The number of concurrent solution candidates used to explore the search space (i.e., the size of 
the population). 

 

Figure 11 - Memory consumption trace for the small problem instance. 

In order to have a good estimation of the amount of memory consumed by the algorithm, we analysed 
two distinct cases: i) a small instance of the problem, where a workload of 200 containers has been spread 
over 100 nodes; ii) a large instance of the problem, where ~2500 containers have been allocated on 1000 
nodes. Worth to noting, is the fact that the algorithm has an almost constant memory consumption. This 
is ascribed to the fact that, the memory allocation for internal data structures (see Section 3.2.3) is done 
whenever the algorithm is launched (starting phase), and they are released at the end of the optimization 
process. 

samples
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Figure 11 shows the track of the memory consumption over time for the resolution of the small problem 
instance. The amount of memory is very small, being less than 1MiB (i.e., precisely 0.8MiB). Moving on 
the larger instance of the problem, the amount of consumed memory grew a bit, showing the 
effectiveness of the algorithm to run even on very large problem instances without large demands of 
resources. 

 

Figure 12 - Memory consumption trace for the large problem instance. 

Figure 12 shows the track of memory consumption over time for solving the large problem instance. 
Worth to note, that the population size for all the measurement have been set to 8, since it showed to be 
a good trade-off between algorithm speed and host resource consumption.  

 

Figure 13 - Execution of the ES for the large instance problem. 

Looking at the performance in terms of execution time, the algorithm is bounded by the intrinsic limitation 
used as one of the stopping criteria that control the evolution loop. Specifically, the configuration file used 
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by the algorithm to set population size, mutation operator probabilities, etc., allows to specify the 
maximum time to be elapsed in the optimization phase. For small instances of the problem, it was 
experimentally observed that a time bound of 15s was enough to converge towards the best solution. For 
larger instances of the problem, the time required was higher. We set it to 300s, although we generally 
observed the algorithm to reach its optimal solution in <230s. Figure 13 show the output of the algorithm 
with tracking of the time elapsed (running the large instance of the problem). The figure shows the 
execution of single-threaded solver for the large instance problem. Red boxes show that the number of 
idle nodes (that can switched-off) grew since the starting of solver, and that a final power reduction of 9% 
is obtained (for large instance problem). Green box shows the final power reduction factor obtained and 
the execution time. 

Moving to a parallelized execution model (using the island model), for the size of the problem instances 
we analysed and the populations’ sizes, the performance speed-up follows quite closer a linear behaviour, 
scaling near linearly with the number of parallel threads (each thread runs the evolution cycle of an island 
population). To this end, we experimented with a configuration where each island population actually 
contains a single candidate solution (we used a population of 8 candidates) which is evolved over a certain 
number of generations (we set this value to 250) before being synchronized with other island populations. 
With this configuration we obtained, for the large instance problem, a x5.95 reduction factor in time 
(obtaining similar behaviours for the fitness function as for the case of single thread population with 8 
candidates – also see Section 4.2). Although, the parallelization provided interesting results, it is expected 
that the overhead of managing multiple threads grows with the degree of population parallelization (i.e., 
the number of threads), reducing the speed-up factor. 

3.6 CROSS-ISA CONTAINER MIGRATION 

In this section, we discuss the design and implementation of the underlying mechanisms required to 
perform the migration. The decisions as to when and where to migrate are the results of the application 
of a workload rebalance policy (in our case the output of the ES heuristic), as described in section 3. 

Advantages 

In D5.2 “Power-aware Cloud Model – intermediate report” in section 2.3, we describe the efficiency 
problem of computer hardware. Our theory is that different machines (regardless of ISA) have different 
ratios of hardware (CPU vs memory) and therefore different software will hit different bottlenecks 
depending on its resource utilization. In addition, software also exhibits ISA affinity, in which some 
software runs more efficiently on certain hardware based on micro-architectural differences (such as the 
mix of instructions, bandwidth of the memory bus, etc.). Thirdly, data centers today are inherently 
heterogeneous (and will be increasingly so) as various hardware vendors find their way into existing data 
centers when machines are replaced or augmented. It is therefore necessary to recognize these 
differences and have a mechanism to deal with all of the machines in the data center, regardless of their 
configurations (CPU speed, physical memory, etc) or architecture in order to start to use the hardware 
efficiently. 

3.6.1 CRIU support for cross-ISA container migration 

CRIU is a tool for process and container checkpoint, restore and migration in Linux. It provides the ability 
to create a snapshot of a running application along with additional properties, such as Linux namespaces, 
cgroups, seccomp settings and more. The snapshot can be used afterwards to restore the application 
either on the same or on another host. Container engines such as Docker and LXC rely on CRIU to provide 
live migration facilities. More details about the CRIU functionality can be found at [1], [2] and [3]. 

Modifications to support post-copy mechanism 
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The container state snapshot contains lots of components that describe process state, open file 
descriptors, sockets, Linux namespaces, state of virtual and pseudo devices. Yet, all these objects are small 
and can be easily migrated between different hosts with negligible latency. The part of the container state 
requiring most of the storage capacity for a snapshot or most of the network bandwidth for a migration 
is the memory dump of the processes that run in a container. 

We extended CRIU and Linux kernel to support post-copy memory migration for process and containers. 
The detailed description of our implementation can be found at [1]. 

The basic features required for the post-copy memory migration of containers are available in mainline 
Linux kernel starting from version 4.11. CRIU support is available starting from version 3.5. Since the initial 
release, the implementation has become more robust as several critical bugs as well as rare corner cases 
were identified and fixed. 

In the recent CRIU versions (starting from 3.9) we have reworked the background prefetching of the 
memory in the post-copy scenario. In the initial implementation, the lazy-pages daemon started the 
background fetch of the memory only after one second had elapsed from the last page fault notification. 
This caused unnecessary extension of the migration time. The new implementations start background 
memory fetching immediately after all the process in a container had been restored. The page fault 
processing has a higher priority than the background fetch to ensure low latency of the memory accesses 
by the restored process. 

Modifications to support cross-ISA migration 

CRIU natively supports several architectures: arm, aarch64, Power (64 bit), s390 and x86. The migration 
from one architecture to another required a number of modifications to the core CRIU as well as 
adaptation and integration of the stack transformation library from the Cross-ISA compiler toolchain. 
Since the compiler support is limited for aarch64 and x86, we concentrated our effort on these 
architectures. 

The following modifications were required to the core CRIU functionality to allow cross-ISA process and 
container migration: 

• Add ability to freeze the process at pre-defined set of breakpoints rather than at an arbitrary point. 

• Adjust process virtual memory layout on the destination to be compatible with the virtual memory 
layout on source. 

• Enable coexistence of the process meta-data for both architectures participating in the migration. 

• Adjust various kernel data structures saved on the source to match the kernel expectations on the 
destination. 

• Ensure proper mapping of the VDSO and VVAR areas. 

The stack transformation tool adaptation for CRIU included the following modifications: 

• Ensure strict type checking for variables representing stack and instruction pointers. 

• Separate of logical view of the stack frames from their actual location in the process memory. 

• Add ability to rewrite a relocated stack. 

The integration of stack transformation tool with CRIU included the following modifications: 

• Add ability to convert CRIU representation of the CPU registers to the representation suitable for 
stack transformation tool and vice versa. 

• Add ability to detect memory addresses of stack segments for all threads in a process. 

• Ensure that stack segments are populated in a pre-copy paradigm. 

Tests 

The following tests have been performed to verify the functioning of the proposed migration mechanism: 
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• Userfaultfd selftest: The non-cooperative extensions to userfaultfd are tested using userfaultfd 
selftest which is a part of the Linux kseftest suite [5]. The test verifies that operations that change 
the virtual memory layout of the process as well as fork() system call are properly handled by the 
non-cooperative userfaultfd. 

• CRIU ZDTM: CRIU project contains extensive test suite called ZDTM [6]. The suite consists of more 
than 300 atomic tests. Each test verifies that a process or a group of processes can be successfully 
checkpointed and restored. Every test in the ZDTM suite addresses different system resources 
usage, such as TCP, UDP and UNIX sockets, Linux namespaces, cgroups, memory mapped files, 
different types of anonymous memory mappings and so on. The lazy restore and post-copy 
memory migration are checked for all the ZDTM tests. 

• Redis migration test: as a part of validation of post-copy memory migration for real world 
applications we performed migration of Redis server from one physical host to another. In our test 
setup we created an instance of Redis server, filled its in-memory database with data and then 
migrated the Redis to a different physical machine using post-copy memory migration. After the 
migration it was possible to access the database on the new host with nearly no delay. 

• Round-the-world migration test: as a part of collaboration on development of post-copy 
migration within CRIU project, RedHat has created a demo illustrating “Container Migration 
Around The World” [7]. It demonstrates container migration between data centers in different 
geographic locations and one of the techniques presented there is the post-copy memory 
migration. 

• Cross architecture migration: We’ve been able to perform cross architecture checkpoint/restore 
from aarch64 to x86 for a simple application (see Appendix). The application binaries were created 
using Popcorn Linux toolchain to meet all the compatibility requirement for cross architecture 
migration. We’ve run the application on aarch64 platform and created a checkpoint of the 
application with CRIU. Afterwards we’ve transferred the checkpoint images to an x86 machine and 
performed the restore on that machine. The application continued to run and produce the 
expected output. 

3.6.2 Cross-ISA Compiler 

At first glance, migrating a process at runtime between computers of different architectures looks like 
magic. How is it possible to move a running executable from one computer to another when the machine 
instructions are completely different? The answer was given by the University of California in a paper 
titled “Harnessing ISA Diversity: Design of a Heterogeneous-ISA Chip Multiprocessor” [8]. The paper was 
focused on the hardware architecture of a theoretical chip which contains cores from different ISAs. In 
order to test their design in simulation, they modified the LLVM compiler to be able to produce 
executables that could be migrated at runtime. 
IBM brought Ashish Venkat to work as a summer student during his PhD studies to add support for the 
POWER8 instruction set to the University’s cross-ISA compiler on the understanding that this compiler 
would be open source, and that we would be able to use it for the OPERA project. The POWER8 changes 
were completed in October 2016, but the University of California did not follow through to release the 
compiler as open source. In addition, there were some features (such as the stack transformation 
function) which were designed around the assumption that the architecture has a shared memory bus, 
and only allowed for transforming the stack in-place. This was not compatible with the OPERA goals since 
we are focused on migration between multiple physical machines. As such, we were forced to look for an 
alternative solution. 
Fortunately, in November 2016, a second compiler of the sort emerged as open source. The Popcorn Linux 
team at Virginia Tech had independently discovered the same technique used by the University of 
California and had built their own version of the compiler [9] (also a modified version of LLVM). This 
version unfortunately did not support the POWER8 instruction set and was targeted at x86_64 and 
ARMv8. Moreover, due to the different implementation details, Ashish Venkat’s work of implementing 
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the POWER8 instruction set could not be reused on this new code base. However, this compiler was made 
freely available from the beginning, which garnered a larger community that contributed much more 
active support including bug fixes and new features. In addition, it was designed to support migration 
between multiple machines, which fit our use case more closely. 

Overview of Compiler Design 

A description of the internal compiler design is detailed in [10]. It is implemented as a set of patches on 
top of LLVM – an open source compiler that is compatible with GCC, but has a more modern, modular 
design. At a high level, the purpose of the compiler is to produce an executable which can run natively on 
multiple architectures. It does so by aligning all data objects (so that the virtual addresses of all variables 
are identical) and aligning all code objects (so all functions start at the same address on both systems). 
Furthermore, the points at which migration is possible are annotated with the mapping of variables to 
addresses so the stack can be transformed during migration. Successful runtime migration of programs is 
heavily dependent on the knowledge of which variables are mapped to which registers. This knowledge 
is a standard part of the compilation process but is generally thrown away. However, the cross-ISA 
compiler saves this information to be used later by the stack transformer. 

The cross-ISA compiler is different from a commonly used cross-compiler, but shares some characteristics. 
In a cross-compiler, the build machine architecture is different from the target architecture. For example, 
one may compile a program on an x86 machine that will execute on an ARM machine. In this case, the 
target used by the cross compiler not only describes the ISA of the emitted instructions, but also data 
structure alignment, rules regarding parameter passing, width of basic types, etc. In a cross-ISA compiler, 
the cross compiler is used as a building block. A new target is created that is a superset of all target ISAs. 
That means everything except the instruction set is defined so that it can run on all architectures. As a 
simple example for illustration, if we were to cross compile code that is targeted for an ARM32 platform, 
the data structure padding would be 4 bytes to keep alignment for a 32-bit processor. However, if we 
were to use a cross-ISA compiler that was also able to target a 64-bit processor, the data structure padding 
would be set to 8 which is necessary for proper alignment on the 64-bit processor. While this wastes space 
on the 32-bit processor, it will still be accessed correctly by 32-bit code. It is necessary that the data layout 
on all architectures be identical, and therefore follow the most restrictive features of each target 
architecture. There is no one target in a cross-ISA compiler, because the code must be compiled separately 
for each target architecture. The data however, need be laid out only once since it is necessarily identical 
on all target architectures.  However, with the current implementation of the cross-ISA compiler, the data 
is laid out multiple times but is the same each time. 

The stack transformer is also a key component to cross-ISA migration. While it is technically not a part of 
the compiler proper, it is an integral part of the system. It is responsible for the translation of objects that 
appear on the runtime stack between the source and destination architecture. The Popcorn Linux system 
was designed with a specialized kernel to support the stack transformer, and the Popcorn team makes 
several assumptions about the runtime environment in which translations take place. 

Compiler modifications 

At the beginning of the project, we aimed to fully support the 3 target server architectures: x86, ARM and 
POWER. We decided that the additional effort to add support for the POWER8 architecture to the Virginia 
Tech compiler was too large (after expending our effort on the UCSD compiler), and that we would have 
to be satisfied with the support for the existing architectures (x86_64 & ARMv8).  Since these 
architectures are supported by the HPE Moonshot system, we decided this would be sufficient. We 
attempted to get Virginia Tech to add support for POWER8, and although they initially showed interest, 
eventually this was deemed to not be a priority since there was not a large demand for this architecture, 
and their research team did not have the resources to be dedicated to this task. 

Stack Transformer modifications 
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The stack transformer uses metadata injected by the modified LLVM toolchain into the ELF images. This 
metadata contains the information about objects on the stack inside a function.  As part of the integration 
with CRIU, the stack transformation function had to be modified to remove function stubs related to the 
Popcorn Linux operating system. Since we are using standard Linux, our migration decisions and process 
are different from that used in Popcorn Linux (for which the compiler toolchain was designed). 

The stack transformer provided with Virginia Tech LLVM toolchain is designed for the Popcorn Linux 
environment where threads are migrated between different architectures with cooperation of the 
modified Linux kernel. The stack transformer thus presumes that the stack modification should be done 
in-place and the register saving and restoring is aided by the kernel. In order to support integration 
between CRIU and the stack transformer we have added an ability to perform the stack modifications 
when the stack is not located in its final place. This required introduction of an additional layer of 
indirection because in the original model every pointer could be dereferenced directly to obtain the 
proper location in memory. When the stack resides at a different address, the pointers must be translated 
to ensure they address the correct objects. 

Limitations and future work 

There are still some limitations of the compiler that will be addressed in the future, which concern mostly 
the support for variable length arrays and floating-point variables. We have discussed these points with 
the Popcorn Linux team, and they are aware of these limitations. There is no clear path for supporting 
these two features, since all of the options we have investigated so far would cause a major performance 
degradation. 

Another possible improvement is to implement fat binaries. In our case, we currently generate an 
executable file for each target architecture which are used as a set by deploying the correct binary to its 
target architecture.  In the future, it is possible to generate only a single binary which contains a single 
data segment and multiple code segments. Each code segment would relate to a different target 
architecture. This would require changes to the loader program on each system, which would have to 
know how to read the fat binary to extract and load only the code that matches its architecture. Currently, 
the Linux loader program only expects to see a single code segment with the name “.text”. 
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4 EXPERIMENTATION 

Experimental sessions have been performed to assess the capability of the ECRAE orchestrator to 
generate better configurations of the workload allocation. Experimental results are discussed in more 
detail in deliverable D5.7. Here, we briefly summarize the achieved results. 

4.1 APPLICATION DEPLOYMENT – ENERGY EFFICIENCY COMPARISON 

When compared with well-known and broadly adopted allocation strategies (first-fit – FF, best-fit – BF), 
the proposed approach results in a tangible energy-saving (up to 30% compared to FF allocation policy, 
and up to 45.2% compared to the BF), thus demonstrating energy efficiency superiority. 

To assess the effectiveness of the algorithmic solution devised, we performed a set of experiment using a 
State-of-the-Art simulation infrastructure namely the CloudSimPlus platform. For the experiments, we set 
up a variable number of VMs/LCs to instantiate (ranging from 1000 to 1700) and using a medium sized DC 
with up to 500 hosts. The features of the host machines are set such as they can reflect those of real 
systems, as well as we added capability to host also acceleration cards (FPGAs). 

Results (they are presented and discussed in [13]) showed a large benefit in using our power-aware policy 
in allocating VMs/LCs, also in case of a number of VMs/LCs that tends to saturate the available resources. 
The algorithm for static deployment has been integrated into the ECRAE orchestration solution, and also 
tested in launching real applications. 

4.2 DYNAMIC WORKLOAD OPTIMIZATION 

Dynamic workload optimization is a NP-hard optimization problem, whose solution requires a smart 
heuristic to provide a good solution in a reasonable amount of time. In [28] authors presented results 
regarding the optimization of an accurate model which takes into account also migrations as well as tries 
to maximize the server consolidation in order to keep turned off the highest as possible number of 
machines. By keeping turned on a set of machines that minimizes the overall power(energy) consumption, 
the overall data center power consumption can be reduced. In this work the authors used a standard 
commercial solver to extract the optimal solution. The best results, especially in case of large problem 
instances have been found in 1 hour, making the use of such tools not feasible for finding online solutions 
(i.e., to determine the solution in a very short time). For instance, in Cloud environments applications may 
have very short lifetimes that in some case are 1 hour long or less.   
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Figure 14 - Overall power reduction of the DC (1000 hosts). 

With respect to this work, we focused in creating a heuristic that was able to reduce DC power 
consumption in a short time (few minutes), although it does not guarantee the optimality of the found 
solution. In addition, the heuristic has been designed to be parallelized, and to eventually consider the 
presence of accelerated nodes.  

Experiments have been performed to assess all these capabilities, and results reflects positively our 
expectations. We run a set of experiments varying the size of the data center (i.e., number of nodes 
ranging from 50 to 1000 hosts) and the number of VMs/LCs (from few hundreds to more than 3000) to 
redistribute according to a specified probability distribution (i.e., VMs/LCs requiring less resources were 
more frequent). The features exposed by the modelled server were such to reflect those of real systems. 

In order to assess the capability of the proposed heuristic we developed a mechanism to generate an 
initial placement of the VMs/LCs, as described in deliverable D5.7.    
Deliverable D5.7 describes in detail all the experiment that were performed. Here we provide a summary, 
showing results for the largest case (1000 nodes running up to 3252 VMs/LC). To this end, we run a set of 
experiments by simulating the optimization of large workload instances. Figure 14 shows the power 
consumption reduction trend over time (on the Y-axis is represented the overall power consumption 
which decreases over time). In average, the power(energy) saving is in the order of 30% across all the 
experiments. Regarding the number of nodes that can switched off (to further save energy), the heuristic 
is able to turn off a relatively small number of nodes (15 in average). However, the small number of nodes 
can be ascribed to the high number of VMs/LCs that cannot be further grouped (consolidated). The time 
elapsed by the proposed heuristic is in the order of few minutes also in the case of largest problem 
instances, and it can be reduced by parallel execution. Such results demonstrate the effectiveness of the 
heuristic also in managing complex workloads spread on a large number of servers.  
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We also tried to compare the best solution found by our heuristic with the allocation provided by the FF 
and BF algorithms. However, both the algorithm failed in finding a valid workload schedule for all the 
generated VMs/LCs. We thus consider the best-fit solution as the initial allocation provided by our 
workload generation mechanism. Also, comparing with this solution our heuristic was able to perform 
better. 
The proposed heuristic has been also successfully integrated in the ECRAE solution. 

4.3 WORKLOAD MIGRATION 

A set of tests have been run to verify the working of the proposed migration technique. Page fault 
latencies have been measured by running micro benchmarks, as reported in deliverables D4.4 and D6.5. 
These measurements provided us the time spent in copying one memory page from one (source) machine 
to another one (destination), since such kind of copies are performed during the migration process. 
Another set of tests have been performed to verify the effectiveness of the ‘post-copy’ migration 
mechanism. Such tests are described briefly in Section 3.6.1. Finally, also the cross-ISA compiler has been 
validated in order to verify its capability of producing correct executables that can be run both in X86 and 
ARM systems. Integration of the same-ISA migration technology has been done within the ECRAE solution. 
Details are reported in deliverable D5.8.  
For cross-ISA validation, we compiled a “hello world” test application as a first step during the 
development of the system. This trivial test application is a necessary first step in proving the changes to 
the compiler, since migration between architectures is not a trivial task, and many things can (and do) go 
wrong. We succeeded in compiling the test application, and live migrating it from x86_64 to ARM64. 

The second application is a representative workload from the VDI use case. We selected the REDIS in-
memory database as a representative workload of a cloud application, because it contains the most non-
persistent state. The in-memory database is a key-value store that holds its data in RAM. The data can be 
optionally backed up to disk from time to time, by a snapshot mechanism. This is an ideal candidate for 
post-copy live migration because there is a much lower impact on the responsiveness of the database as 
compared to snapshotting and migrating the database offline. REDIS uses some features that are not 
supported by the Popcorn compiler – specifically, floating point and variable length arrays. By carefully 
analysing the code, we removed these features and created a limited version of REDIS that could be 
compiled by the Popcorn compiler. When we attempted to migrate the process, the checkpoint stage 
completed successfully, but the restore stage failed. During our analysis of the failure, we saw that the 
metadata was not complete, and there was some required register state that was not saved. We believe 
that this state is somehow handled by the modifications in the Popcorn Linux kernel, which works in 
conjunction with the compiler.  Since we are using an unmodified Linux kernel, we cannot rely on the 
same interactions as in the Popcorn system. We currently don’t have a plan on how to overcome this 
barrier.  
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5 CONCLUSIONS 

This document presents a summary of the work carried out in work package 5 (WP5) - task T5.4. The main 
objective of such research activity is to define a software system (referred to ECRAE–Efficient Cloud 
Resources Allocation Engine–in the document) that is responsible to efficiently allocate Cloud applications 
on the most suitable DC resources, thus aiming to reduce overall power(energy) consumption. Here, 
resources are considered as ‘computing resources’, i.e., the set of server machines available to run such 
software applications.  

The ECRAE solution is made of two main elements: i) a greedy algorithm to initially allocate resources, 
depending on the current status of the host servers in the data center; ii) an evolutionary strategy (ES)-
based algorithm for periodic workload optimization. In particular, the greedy algorithm tries to allocate 
the application components (cloud applications, generally, are composed of a set of virtual machines –
VMs or Linux Containers – LCs) to the available servers, selecting the ones with the best score in terms of 
power consumption. To this purpose, the servers are ranked depending on their current load and power 
consumption and the one that provides the lower power consumption is selected. Since, servers in a 
(near-)idle state can consume up to 65% it is required to have the minimum number of active machines 
to achieve good levels of energy efficiency. To this end, the ECRAE periodically reschedules the application 
components on the server machines, with the aim of reducing the number of active machines and, at the 
same time, reducing the overall power consumption (energy consumption depends on the duration of the 
activity and it is proportional to the power consumption). Finding an optimal schedule for the entire 
workload is a complex problem (NP-hard), which requires to use a smart and effective heuristic to be 
solved in a short timeframe. To this end, we implemented a heuristic based on ad-hoc evolution strategy, 
which evolve a group of candidate schedules over time. The evolution is driven by measuring the 
effectiveness of the candidate and by performing transformations on the candidate schedules. In the 
context of saving energy, migration of traditional virtual machines, as well as of more efficient Linux 
containers is also discussed. A CRIU-based mechanism to allow moving containers also between nodes 
exposing different architectural features (e.g., the ISA is different, the amount of memory, processor 
family, etc.) has been described.  

Experimental results, in this document only summarized, showed the great potentiality in reducing energy 
consumption of the proposed ECRAE solution. Moreover, its capability of managing heterogeneous 
infrastructure both in terms of different CPU architectures and presence of accelerator cards has been 
shown. Integration of the proposed ECRAE algorithmic solutions into the OpenStack environment, as well 
as the CRIU system, enables more efficient use of Cloud resources (data center side). Approaches for 
further boosting the performance of such algorithms, e.g., taking advantage from the availability of 
acceleration cards, will be also address.  
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APPENDIX 

In the following the code for the application used to test the cross-architecture migration capability of the 
proposed Linux Container migration technology. 

#include <stdio.h> 

#include <unistd.h> 

#include <stdlib.h> 

#include <time.h> 

 

 

void f4(int a, int b) 

{ 

   printf("%s: a: %d, b: %d\n", __func__, a, b); 

   fflush(stdout); 

   usleep((rand() % 10000) * 50); 

} 

 

 

void f3(int a, int b) 

{ 

   printf("%s: a: %d, b: %d\n", __func__, a, b); 

   fflush(stdout); 

   usleep((rand() % 10000) * 50); 

   f4(a * 2, b * 2); 

} 

 

 

void f2(int a, int b) 

{ 

   printf("%s: a: %d, b: %d\n", __func__, a, b); 

   fflush(stdout); 

   usleep((rand() % 10000) * 50); 

   f3(a * 2, b * 2); 

} 

 

 

void f1(int a, int b) 

{ 

   printf("%s: a: %d, b: %d\n", __func__, a, b); 

   fflush(stdout); 

   usleep((rand() % 10000) * 50); 

   f2(a * 2, b * 2); 
} 

 

 

int main(int argc, char *argv[]) 

{ 

   int a = 10, b = 20; 

 

   printf("Hello, world\n"); 

   fflush(stdout); 

 

   srand(time(NULL)); 

 

   for (;;) { 

    f1(a, b); 

    usleep((rand() % 10000) * 50); 

   } 

   return 0; 

} 
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