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EXECUTIVE SUMMARY 

Work Package 5 (WP5) aims at providing a mechanism to efficiently deploy applications on the data centre 
resources. The ‘efficiency’ expected from the proposed mechanism strictly concerns the power(energy) 
consumed by the data center hardware resources and the relative performance of the various tasks 
composing applications (i.e., virtual machines and Linux containers) running on the data center.  

The aim of task T5.3 is to design a software component capable of deploying application tasks on the most 
power(energy)-efficient hosts using a power(energy)-aware policy, as well as to provide a way to interact 
with other components of a Cloud orchestrator. In addition, interactions with other tasks carried out in 
this WP is necessary to ensure the effectiveness of the whole resource allocation mechanism. 

Position of the deliverable in the whole project context 

The activities carried out within task T5.3, whose results are summarized in this document, are framed in 
the WP5 – Optimized Workload Management on Heterogeneous Architecture. Specifically, this 
deliverable provides the results of the implementation activity done by OPERA partners, aiming at 
developing and testing a software system (ECRAE) integrated in the OpenStack orchestration toolchain. 
ECRAE is responsible for the mapping of cloud application components on heterogeneous data center 
resources. The deliverable is in connection with the work done in the WP5, specifically with activities 
reported in D5.7, D5.9, D5.3, D5.6 and D5.4. The activities belonging to the task T5.3 provides important 
and useful results that are at the basis of the activities carried out in WP7, specifically related to the VDI 
use case. Similarly, activities carried out in WP4 are of interest for this task, since the way energy efficiency 
is evaluated provides the correct input to drive the design choices for the developed ECRAE system. 

Description of the deliverable 

This document reports the results of the final design phase of the orchestration process and the results 
of the implementation phase. For what concerns the design phase, this document reports the choices that 
have been made regarding the power(energy)-aware allocation algorithm and the ECRAE orchestrator 
interfaces. On the other hand, regarding the implementation phase, this document describes in depth 
how ECRAE orchestrator has been implemented, specifying the API, data structures, data processing, 
communications, inputs and outputs. This report provides also a detailed description of TOSCA, a 
standardized application descriptor used in this project to describe and characterize applications. ECRAE 
orchestrator relies on this standard to receive application deployment requests. Finally, is described the 
testbed infrastructure on which the tests were carried out and the integration of the orchestrator and the 
technologies developed to realize the workload migration. This document reports also the issues 
encountered during the integration activities between ECRAE approach and OpenStack, and the proposed 
solutions. 

  



 

7 D5.8 | Cloud Software Interface - Final Report 

 

 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure 
and Platform in Industrial and Societal Applications 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

TABLE OF CONTENTS 

1 OPERA ORCHESTRATION - ARCHITECTURAL VIEW ................................................................................ 9 

1.1 ECRAE ORCHESTRATOR ................................................................................................................. 9 

1.2 HEAT, THE INTERNAL ORCHESTRATOR OF OPENSTACK ................................................................ 9 

2 TOSCA DESCRIPTOR INTEGRATION ...................................................................................................... 11 

2.1 TOSCA TEMPLATE STRUCTURE .................................................................................................... 11 

2.1.1 TOSCA node types .................................................................................................................. 11 

2.1.2 TOSCA relationship types ....................................................................................................... 12 

2.1.3 TOSCA topology template ...................................................................................................... 12 

2.2 TOSCA PARSING ........................................................................................................................... 12 

2.2.1 Issues and solutions ............................................................................................................... 13 

2.3 TOSCA TRANSLATION .................................................................................................................. 15 

2.3.1 Issues and solutions ............................................................................................................... 15 

3 TESTBED INFRASTRUCTURE ................................................................................................................. 16 

3.1 OPENSTACK - DEPLOYMENT ........................................................................................................ 16 

3.1.1 Monitoring support ................................................................................................................ 17 

3.2 OPENSTACK - CONTAINERIZATION SUPPORT .............................................................................. 17 

3.2.1 Issues and solutions ............................................................................................................... 17 

4 ECRAE - OPERA ORCHESTRATOR ......................................................................................................... 20 

4.1 INTEGRATION .............................................................................................................................. 20 

4.2 APPLICATION PROGRAMMING INTERFACE (API) ......................................................................... 21 

4.3 YAML PARSER .............................................................................................................................. 22 

4.4 ECRAE ALLOCATION ALGORITHM ................................................................................................ 22 

4.5 KNOWLEDGE BASE ....................................................................................................................... 23 

5 WORKLOAD MIGRATION ..................................................................................................................... 25 

5.1 ADOPTED TECHNOLOGIES ........................................................................................................... 25 

5.2 OPERA APPROACH FOR CONTAINER MIGRATION ....................................................................... 25 

5.2.1 Setup ...................................................................................................................................... 25 



 

8 D5.8 | Cloud Software Interface - Final Report 

 

 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure 
and Platform in Industrial and Societal Applications 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

5.2.2 Checkpointing ......................................................................................................................... 25 

5.2.3 Restoring ................................................................................................................................ 26 

5.2.4 Migrating ................................................................................................................................ 26 

6 CONCLUSIONS ..................................................................................................................................... 27 

APPENDIX ................................................................................................................................................... 28 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

9 D5.8 | Cloud Software Interface - Final Report 

 

 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure 
and Platform in Industrial and Societal Applications 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

1 OPERA ORCHESTRATION - ARCHITECTURAL VIEW 
This chapter describes the orchestration process developed in OPERA project. Orchestration refers to the 
automation of the actions required to deploy an application on the Cloud infrastructure. It concerns the 
allocation of resources, the installation of application components on such acquired resources, and the 
needed configuration of application components and infrastructural elements. In OPERA, the main target 
of orchestration process is to schedule the execution of application components on a heterogeneous 
infrastructure, considering the data center energy consumption, aiming at implementing an energy-aware 
system able to orchestrate services and applications, saving energy and maintaining the performances 
unaltered.  

Orchestration process consists of two main modules (see Figure 1):  

• ECRAE orchestrator. 
• Heat (the internal orchestrator of OpenStack). 

 
Figure 1 - Architectural view of orchestration process. 

1.1 ECRAE ORCHESTRATOR 

ECRAE orchestrator deals with managing service deployment requests, finding proper physical resources 
to deploy services and interacting with the OpenStack system.  

A user (or a client) can interact with the orchestrator through its API, sending a set of services to deploy 
which are formatted as a TOSCA template file. The orchestrator is able to manage an extended version of 
TOSCA descriptor, as defined in this project. The extended TOSCA supports fields which describe the 
hardware requirements of a service. Indeed, in this extended version nodes, which are derived from the 
default TOSCA node (referred to as Compute), have a tag field describing the type of hardware required 
to run that instance. Extended TOSCA and the Knowledge Base (KB) are the key elements of the allocation 
algorithm (see deliverable D5.4 and D5.9 for details) that, through this information, understands what is 
the best hardware platform in which deploy the service. The orchestrator, through the processes of 
information enrichment and translation, generates a Heat template (HOT) and sends it to Heat module.  

1.2 HEAT, THE INTERNAL ORCHESTRATOR OF OPENSTACK 

Heat is the main project in the OpenStack orchestration program. It implements an orchestration engine 
to launch multiple composite cloud applications based on templates presented in the form of text files 
treated as source code. Heat provides both an OpenStack-native REST API and a CloudFormation-
compatible query API. The Heat goal is to create a human and machine-accessible service for managing 
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the entire lifecycle of infrastructure and applications within OpenStack Clouds. For this reason, Heat 
provides a CLI interface and the Heat API, i.e., a module that provides an OpenStack-native REST API that 
processes API requests by sending them to the Heat engine over RPC. 

The Heat engine is the main module within the OpenStack Heat project. It performs all the operations 
needed to orchestrate template execution and sends events back to the API consumer.  

Heat orchestrates multiple composite Cloud applications by using the native HOT format. The deployment 
process of a template generates a stack, i.e., the set of Cloud applications. A stack represents a deployed 
template within the OpenStack environment. 

 



 

11 D5.8 | Cloud Software Interface - Final Report 

 

 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure 
and Platform in Industrial and Societal Applications 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

2 TOSCA DESCRIPTOR INTEGRATION 
This chapter provides a description of the TOSCA template structure. Also, it describes the modifications 
done on the TOSCA template to enable the integration of LXD-based containerized applications with the 
OpenStack environment. Information regarding the LXD application deployment can be found in 
deliverable D5.6.  

TOSCA is a standard created by the OASIS committee to describe applications and Cloud infrastructural 
elements in a portable form. The standard provides a way for creating a template that describes all the 
required elements needed to correctly deploy the application.  

To this end, TOSCA provides a set of standard objects such as node types and relationship types, but it 
foresees a mechanism allowing object customization. The possibility to create customized nodes is a key 
element for the orchestration process. In OPERA, orchestration depends on several fields added to the 
standard version of TOSCA. With this fields it is possible to better characterize the requirements and the 
behaviour of the applications/services that will be deployed; specifically, it is possible to choose the most 
suitable platform according with the defined allocation policies (see D5.4 and D5.9 for details). These 
customized fields also represent a key feature to enable the integration of containerized applications 
(using an LXD-based setup) into OpenStack environment. The remainder sections describe the two main 
operations (parsing and translation) that the ECRAE orchestrator does with TOSCA extended templates 
and which are the issues that have been addressed.    

2.1 TOSCA TEMPLATE STRUCTURE 

TOSCA templates are divided into two main parts (see Figure 2): 

• Types definition section: here, nodes type, relationship type and plans can be defined; 
• Topology template section: here, nodes, network and relationships templates can be defined. 
 
 

 
Figure 2 - TOSCA template structure 

2.1.1 TOSCA node types  

In this section of the TOSCA template it is possible to define properties and interfaces of the node 
templates. A Node Type defines the properties of a node template and the operations (via interfaces) 
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available to manipulate the component. Node Type section is useful to customize a predefined node type 
adding some new property. For instance, the following snippet report define a volume_lxc node type: 

  tosca.nodes.opera.volume_lxc: 

    derived_from: tosca.nodes.BlockStorage 

    properties: 

      image:  

        type: string 

Specifically, it defines a new node type, starting from the default TOSCA node BlockStorage and adding 
the image property to it.  

2.1.2 TOSCA relationship types  

This section of the TOSCA template defines the semantics and any property of the relationship among 
node templates, such as the dependence among application components (e.g., a server web that depends 
on its database or a container that depends on its attached storage partition). 

In the TOSCA template, relationships types are expressed as follow: 
relationship_types: 

  Attaches: 

    derived_from: tosca.relationships.DependsOn 

    properties: 

      location: 

        type: string 

        default: /default_location 

Such snippet defines a new relationship type, starting from the default TOSCA relationship (named 
DependsOn) and adding the location and the default properties to it.  

2.1.3  TOSCA topology template  

A Topology Template consists of a set of Node Templates and Relationship Templates that, all together, 
define the topology model of a service as a directed graph. Node Template specifies the occurrence of a 
Node Type as a component of a service; on the other hand, Relationship Templates specifies the 
occurrence of a relationship among nodes in a Topology Template. 

2.2 TOSCA PARSING 

The ECRAE orchestrator imports two different modules to parse the TOSCA template. The first module is 
a generic YAML parser, to parse the incoming tagged TOSCA and make a first manipulation on it. At this 
point, the orchestrator replaces the tag field with the flavor field obtained by running the ECRAE allocation 
algorithm. This replacement operation involves changes both in the node type properties and in the node 
template. In the Node Type, the tag property is replaced by the flavor property as follows: 
tosca.nodes.opera.compute_lxc: 
  

  derived_from: tosca.nodes.Compute 

  properties: 

    tag: 

      type: string 

tosca.nodes.opera.compute_lxc: 
  

  derived_from: tosca.nodes.Compute 

  properties: 

    flavor: 

      type: string    
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In the Node Template changes are similar: 
heat-lxc-OC-mysql: 

  type: tosca.nodes.opera.compute_lxc 

    properties: 

      tag: container 

heat-lxc-OC-mysql: 

  type: tosca.nodes.opera.compute_lxc 

    properties: 

      flavor: m4.small.lxc 

The flavor field is populated according with the static allocation result found by ECRAE (static allocation 
algorithm). 

2.2.1 Issues and solutions 

In OpenStack the integration of the applications developed with LXD technology, as described in 
deliverable D5.6, is not trivial. Indeed, not all the OpenStack releases provide support for containerized 
applications, and specifically for those based on LXD technology. In the OPERA VDI use case, the 
OpenStack environment that was set up by CSI does not directly support LXD, i.e., the operating system-
level virtualization technology, which was used to port selected applications (OwnCloud, OpenXchange 
and LibreOffice) to the containerized model. However, supporting these applications, a specific version of 
OpenStack Nova component being able to drive LXC (LXD provides an abstraction layer on top of LXC 
virtualization technology) has been installed in the OpenStack environment. The remaining limitation is 
that this module still supports only a subset of the common OpenStack features. More details about the 
OpenStack configuration are given in section 3.2.  

The correctly deployment of containers in OpenStack requires a set of defined properties and actions. A 
container must be attached to an existent volume that starts with the image of an operating system. Once 
the volume is up, the container instance can be created attached to the volume using the 
block_device_mapping property. Therefore, there is a dependence, a container must wait the volume 
creation before it starts, and this dependence must be expressed in the TOSCA template as well as the 
block_device mapping that is not a default property. The following TOSCA template snippets are an 
example of the creation of a volume, a container and a relationship.  
node_types: 

  tosca.nodes.opera.volume_lxc: 

    derived_from: tosca.nodes.BlockStorage 

    properties: 

      image:  

        type: string 

  tosca.nodes.opera.compute_lxc: 

    derived_from: tosca.nodes.Compute 

    properties: 

      key_name: 

        type: string 

      tag: 

        type: string 

      name: 

        type: string 

      block_device_mapping: 

        type: string 
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      user_data_format: 

        type: string 

      user_data: 

        type: string 

relationship_types: 

  MyAttachesTo: 

    derived_from: tosca.relationships.DependsOn 

    properties: 

      location: 

        type: string 

        default: /default_location 

node_templates: 

    heat-volume: 

      type: tosca.nodes.opera.volume_lxc 

      properties: 

        size: 20 GB 

        image: ubuntu16-lxc-heat 

    heat-lxc-container: 

      type: tosca.nodes.opera.compute_lxc 

      properties: 

        name: heat-lxc-container 

        tag: container 

        key_name: ismb 

        block_device_mapping: "[device_name: vda, volume_id: {get_resource: heat-
volume}]" 

        user_data_format: RAW 

        user_data: | 

          str_replace:  

            template: | 

              #!/bin/bash -v 

              # Configuration script 

      requirements: 

        - local_storage: 

            node: heat-volume 

            relationship: storage_attachesto 

      capabilities: 

        host: 

          properties: 

              disk_size: 10 GB 

              num_cpus: {get_input: cpus} 

              mem_size: 4096 kB 
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2.3 TOSCA TRANSLATION 

The translation process is a fundamental step in the ECRAE architecture. The incoming TOSCA, after the 
parsing and replacement actions, must be translated to a different standard template. To this end, the 
ECRAE orchestrator manages the communication with the OpenStack environment by interacting with 
the Heat module. Heat can receive only templates in HOT format, therefore a translation from TOSCA to 
HOT is needed. For this purpose, ECRAE orchestrator import the heat-translator module. Heat-translator 
is an OpenStack project with the aim to translate OASIS Topology and Orchestration Specification for 
Cloud Applications (TOSCA) templates to HOT. Heat-translator tool takes an in-memory graph from TOSCA 
parser as an input, maps it to Heat resources and then produces a HOT. The TOSCA template and its HOT 
version, obtained with Heat-translator, can be found in appendix A1 and A2. 

2.3.1 Issues and solutions 

The translation process made by Heat-translation module requires some adjustments in order to correctly 
handle customized fields added to support containerized applications. In TOSCA template 
block_device_mapping and user_data fields are wrongly reported by the Heat-translator, since the 
parsing and translation procedure manipulates them introducing formatting errors. These two fields must 
be left as they are in the TOSCA template, so the ECRAE orchestrator saves and restores them once the 
translation phase ends in the Heat template. Indeed, ECRAE orchestrator stores on a dedicated data 
structure the user_data of each node template. In this way the formatting of the script is preserved and 
restored after the translation process. The user_data feature is the only way to configure at boot time a 
container, since OS::Heat::SoftwareConfig and OS::Heat::SoftwareDeployment features are not supported 
by the Nova LXC driver.  
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3 TESTBED INFRASTRUCTURE 
This chapter briefly describes the testbed environment used to test the proposed solution. The testbed, 
also described in deliverables D7.7 and D7.8 comes with an installed release of OpenStack, which has been 
used for the deployment of containerized applications. Here, we start from a brief description of the 
physical infrastructure. Such testbed has been set up in the facilities of CSI PIEMONTE.  

 
Figure 3 - Physical architecture. 

As showed in Figure 3, the ECRAE orchestrator manages directly the OpenStack system, which in turn 
controls the physical infrastructure. The physical infrastructure is composed by compute nodes, which 
aggregate different cartridge types. The first compute node is managed with nova service and hosts virtual 
machines (VMs). The second and third compute node is managed with the nova-compute-lxc service and 
hosts LXC containers. 

3.1 OPENSTACK - DEPLOYMENT 

In OPERA project, to validate the proposed architecture and the various software implementations, three 
applications have been selected to be containerized and deployed on OpenStack (OwnCloud, 
OpenXchange and LibreOffice). These applications are split into containers, which are descripted in YAML 
files, according to the TOSCA format.  

As shown in section 2.1, containers are described as a set of properties, relationships and requirements. 
In particular, the relationship properties are of primary importance for those applications split into 
multiple containers, because there are dependencies that must be followed in order to get a correct 
deployment; for instance, a web service which depends on its database. If the web service and the 
database are in different container instances, as in the proposed scenario, the container with the database 
must be deployed before the other (in fact, the web server expects to find a running database to correctly 
complete its starting phase).   

Another aspect of primary importance is the communication of features or properties between containers 
instance that are known only after the deployment. For example, a web server must exchange data with 
its database. As the previews example, if the database and the web server are in different container 
instances, the web server must know the IP address of the database to be able to contact it. The Heat 
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module provides a set of functionalities like get_attr and get_resource that can be used in the Heat 
template in order to find all the information regarding an instance after its deployment. 

3.1.1 Monitoring support 

OpenStack provides a set of APIs to monitor the status of the underlying infrastructure. For simplicity, the 
ECRAE orchestrator does not rely on these APIs, although it is designed to support in future such 
interfaces. Indeed, ECRAE orchestrator stores internally the actual status of the infrastructure, the free or 
used resources, the nodes properties and flavors available. ECRAE orchestrator requires an initial setup 
phase. In this phase the user (administrator of the data center) teaches the orchestrator about the data 
center structures, inserting, through the dedicated REST API interfaces exposed by ECRAE, data regarding 
hosts, flavors and the TAG flavor pairs (i.e., the knowledge base is populated). Given the data center 
structure and the modalities with which ECRAE manages the resources, we decouple the OpenStack from 
the interface exposed to the user, allowing ECRAE to only interact with OpenStack (e.g., Openstack and 
its interfaces cannot be used to directly deploy a VM or Linux container). After this phase ECRAE 
orchestrator can update the resources status according to the deployment or undeployment of stacks. All 
these data are stored in the internal database (knowledge base – KB) of the orchestrator and can be 
manually updated through its APIs. 

3.2 OPENSTACK - CONTAINERIZATION SUPPORT  

LXC (also known as LinuX Containers) is a virtualization technology that works at the operating system 
level. This is different from hardware virtualization, i.e., the approach used by other hypervisors such as 
KVM, Xen, and VMware. LXC is currently implemented using libvirt in the Compute service of OpenStack. 

OpenStack can natively support LXC containers with a proper configuration. The configuration consists 
into two steps: 

• Configuring the nova service configuration file selecting LXC as virt_type. 
• Installing nova-compute-lxc package to enable LXC support. 

With this procedure OpenStack will be able to create and control container instances driving the libvirt 
LXC library. 

3.2.1 Issues and solutions 

Openstack provides modules to support LXC and LXD technology. Both LXC and LXD modules are specific 
versions of the Nova module. However, the LXD version of the Nova module is a project with low support 
from the OpenStack community. Furthermore, it showed to have still several bugs and a really limited 
documentation. The OpenStack release installed in CSI facility for the purpose of setting up the testbed 
does not support the LXD technology but only the LXC one. For all these reasons, the LXC module has been 
installed and the containerization of applications has been implemented with LXC technology when 
referring to the OpenStack environment. 

OpenStack exposes only a subset of its features to instances deployed through the LXC technology. In the 
Table 2 the list of most common features is reported, along with the indication for their support with LXC 
technology. 

Features Supported Not supported 

Attach block volume to instance  x 

Detach block volume from 
instance  x 

Rebuild instance x  
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Live migrate instance across 
hosts  x 

Launch instance x  

Stop instance CPUs (pause) x  

Reboot instance x  

Resize instance  x 

Restore instance  x 

Set instance admin password  x 

Save snapshot of instance disk  x 

Suspend instance  x 

Swap block volumes  x 

Shutdown instance  x 

Resume instance CPUs 
(unpause) x  

Config drive support x  

Remote desktop over RDP  x 

Remote desktop over SPICE  x 

Remote desktop over VNC  x 

Block storage support x  

Block storage over fibre channel x  

Block storage over iSCSI x  

Network firewall rules x  

Network routing x  

Network security groups x  

VLAN networking x  

Flat networking x  

UEFI boot  x 

Attach block volume to multiple 
instances  x 

Table 2 - LXC supported and unsupported features in OpenStack 

The features supported to deploy and control containers in the OpenStack system are really limited. 
Indeed, OpenStack supports only the basic features for container instances. Features such as launch, 
pause, resume and reboot provide support to the primary needs for deploying and managing a container. 
In addition, containers can be connected to internal OpenStack VLANs, in order to allow communications 
between the container instance and the outside. OpenStack provides also the block storage support. This 
allows to create bootable block storage with a defined image and start a container from that storage 
instance. However, lot of features are not directly supported for the LXC version of the Nova module. For 
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instance, snapshot and migration features are not supported directly, in fact it is not possible to take a 
snapshot of the running instance and use it as an image for other instances.  
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4 ECRAE - OPERA ORCHESTRATOR 
This chapter describes the ECRAE orchestrator, i.e., the module in charge of managing the entire 
orchestration process. ECRAE orchestrator is a python3 software designed to orchestrate resources 
according to the allocation strategy introduced by the ECRAE allocation algorithm, described in section 
4.4 (more details are reported in deliverable D5.9). 

ECRAE orchestrator is placed on top of the orchestration process architecture. It receives incoming 
allocation requests in the form of TOSCA templates, find the best set of hosts on which deploy required 
services and generate proper Heat templates that are propagated to the Heat orchestrator. 

Every request follows the allocation flow described below:  

 A client sends a TOSCA template through the REST API. This template is a custom version of TOSCA 
template with a tag field describing the type of required hardware for every instance. 

 ECRAE orchestrator parses the incoming TOSCA template, extracts the tag fields and call the allocation 
algorithm. 

 For every tag, the ECRAE allocation algorithm searches on the KB (Knowledge Base) a proper list of 
flavors that fit with the instance requirements. The algorithm finds the best flavor, according with the 
energy-aware algorithm designed in D5.4 and implemented in D5.9. 

 The tag field is substitute with the flavor field, containing the value found by the allocation algorithm. 
At this point the template respects the standard TOSCA template version. 

 ECRAE orchestrator call the translation function passing to the translation component the template 
with the flavor field. 

 Translation function is divided in two modules: the TOSCA parser that parses and validates the 
template, and the Heat translator that translate the TOSCA template into the HOT format. 

 ECRAE orchestrator sends (via API) the HOT template to the Heat orchestrator, so that it can deploy 
all the instances. 

4.1 INTEGRATION 

ECRAE orchestrator is fully integrated with the OpenStack environment. To this end, ECRAE imports the 
python-heatclient package, a python client for Heat that manages the authentication and the 
communications between ECRAE orchestrator and Heat. With this module ECRAE can send templates (in 
HOT format) to Heat as stacks, i.e., a set of instances that will be deployed in OpenStack. Thanks to the 
interaction with Heat, ECRAE can list all the stacks present in OpenStack, can create a new stack and finally 
can eventually destroy it. Therefore, ECRAE orchestrator does not orchestrate directly OpenStack 
resources but it takes advantage of the Heat APIs. This allowed us to manage the resources at a higher 
level and not to be dependent on the underlying infrastructure.  

To communicate with Heat, ECRAE orchestrator needs to be configured accordingly. It has a configuration 
file in ‘.ini’ extension which host the following parameters: 

• keystone_server: the IP address of the OpenStack authentication service. 
• user_domain: the user domain in OpenStack. 
• user: the OpenStack username.  
• password: the OpenStack password. 
• project_id: the OpenStack project ID. 
• debug_mode: a Boolean parameter.  

To allow debugging, ECRAE also provides a mode called ‘DEBUG_MODE’. If this parameter is configured 
as true, ECRAE will act as always but will not propagate requests to Heat. 
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4.2 APPLICATION PROGRAMMING INTERFACE (API) 

A client can send requests to the ECRAE orchestrator through REST API it exposes. The orchestrator 
exposes APIs to add tags and flavors, register new hosts in the virtual internal representation of the 
infrastructure, and deploy or undeploy stacks.  

In details, ECRAE orchestrator exposes the following APIs: 

• POST /flavor allows to insert a new flavor into the database. This API requires a JSON body with the 
name of flavor, the minimum hardware requirements to run the flavor instance and the host to which 
it refers. In the OPERA orchestration process a flavor can refer to only one physical host (in this way 
we create a 1:1 relationship between the ECRAE infrastructure resources representation –flavors, and 
the physical infrastructure –physical hosts). 

• POST /tag allows to insert a new tag into the database. This API requires a JSON body with the flavor 
tag pair. A tag can refer to multiple flavors. 

• POST /host allows to insert a new host into the database. A host in ECRAE orchestrator is the virtual 
version of the physical host controlled by OpenStack. ECRAE uses the host class to store the actual 
status of the host in terms of available resources and energy consumption. 

• POST /orchestrator allows to deploy a new stack. This API receives a TOSCA extended template and 
triggers the orchestration process explained in section 4. If the process ends successfully, the API 
returns the stack ID provided by Heat. 

• DELETE /orchestrator allows to delete an existent stack. This API receives via query-string the ID of the 
stack to delete. 

• GET /snapshot, prints in the ECRAE console the actual status of the controlled hosts and the ID of 
deployed stacks. 

• GET /reset, reset the ECRAE internal data deleting all stored stacks and setting to 0 the allocated 
resources for every host. 

• POST /checkpointing , /restoring, /migrating, provide CRIU functions. 

For the sake of clarity, Table 3 summarized the Orchestrator APIs. 

API Resource 
Request 
body 
type 

Request body 
Possible 
response 
code 

Response 

POST /flavor JSON 

{ 
  "flavor":"m4.small.lxc", 
  "CPU": 2, 
  "RAM": 4, 
  "storage": 20, 
  "host": "M710x-c42n1" 
} 

200 
400 
500 

- 

POST /tag JSON 

{ 
  "tag":"container", 
  "flavor": "m4.small.lxc" 
} 

200 
400 
500 

- 

POST /host JSON 

{ 
  "host": "M710x-c42n1", 
  "CPU": 8, 
  "RAM": 62, 
  "storage": 405,  
  "used_CPU": 0, 

200 
400 
500 

- 
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  "used_RAM": 0, 
  "used_storage": 0, 
  "power_array": "90, 92,\ 
94, 96, 98, 100, 102, 105,\ 
108, 109, 115" 
} 

POST /orchestrator YAML TOSCA extended template 

200 
400 
403 
500 

stack_id 

DELETE /orchestrator/<stack_id> - - 
200 
400 
500 

- 

GET /snapshot - - 200 
500 - 

GET /reset - - 200 
500 - 

POST /checkpointing JSON  
200 
400 
500 

- 

POST /restoring JSON  
200 
400 
500 

- 

POST /migrating JSON  
200 
400 
500 

- 

Table 3 - ECRAE orchestration APIs. 

4.3 YAML PARSER  

The extended TOSCA is a custom version of the TOSCA descriptor; this means that it cannot be parsed by 
the official TOSCA parser. For this reason, ECRAE implements a generic YAML parser, that parses the 
incoming ASCII string containing the TOSCA template. This parsing action is essential to perform validation 
of the extended TOSCA and to start the allocation procedure. 

4.4 ECRAE ALLOCATION ALGORITHM  

ECRAE allocation algorithm is the core component of the orchestration process. It has been described  as 
its initial design in the deliverable D5.4, section 3, while in deliverable D5.9 the final design and 
implementation is given. In this section, after a brief recap, it is explained how the algorithm has been 
implemented into the ECRAE orchestrator and how it acts.  

The main objective and contribution of the OPERA project is the reduction of the (energy)power 
consumption in the data center, and consequently its energy-efficiency improvement. The (energy)power 
consumed by a server machine is (mainly) influenced by the (energy)power consumption of the main 
components such as CPU, memory, storage and network activity. Another important aspect is the power 
consumption in the idle state, since in such state power consumption can be a large fraction of the peak 
power consumption [16][17][18]. Thus, idle power consumption must be considered in designing the 
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static allocation algorithm. ECRAE allocation algorithm considers this aspect and implement an allocation 
strategy that tries to allocate resources in the best host from the energy consumption point of view.   

The allocation algorithm has been implemented as an internal part of the ECRAE orchestrator, so it is fully 
integrated in the core of the orchestrator.  

When an extended TOSCA template is received by the orchestrator, a proper function parses the template 
and extracts the tag field. With the content of tag field, the allocation algorithm queries the Tag table of 
the knowledge base to get the list of flavors that fit the tag requirements. The function proceeds to iterate 
the flavor list. For each flavor, the algorithm first check if the corresponding host has enough free 
resources to host the instance and then it calculates a score. The score is calculated with the following 
equation: 

𝑅 = (𝛼 ∙ 𝐶' + (1 − 	𝛼) ∙ 𝑀') 	 ∙ 𝑃 

Details and explanation about the ranking formula can be found at D5.4 section 3.1.2. Based on the score 
provided by such equation, the algorithm uses a greedy strategy to select the final hosting node. 
Specifically, at the end of the iteration cycle, every suitable host has a score. The host with the minimum 
score is selected to be the one that will host the current instance. The allocation function returns the 
flavor corresponding to the selected host and the ECRAE orchestrator fills the flavor field according to the 
returned information. 

4.5 KNOWLEDGE BASE 

Knowledge Base (KB) is one of the two main elements of the ECRAE orchestrator, with the ECRAE 
allocation algorithm. It is an internal SQLite relational database and it has two main function: 

• Storing the actual status of the data center controlled by ECRAE orchestrator; at boot time the 
orchestrator loads the status of the data center to synchronize internal structures with the data stored 
in KB.  

• Storing in a table the matches between tags and flavors. This table is of primary importance for the 
allocation algorithm. 

KB stores the controlled data center resources and status into three tables:  

1. Host table is dedicated to the host instances, i.e., the representation of the total amount of 
resources of an OpenStack node. It stores also the power array field, a text string representing the 
power consumption of the node at different resource utilization levels. This field is used by the 
allocation algorithm to calculate the current (energy)power consumption and the projection of 
(energy)power consumption if a stack is deployed in that node. 

2. Flavor table stores typical flavor properties and the host where it can be deployed. In OPERA, we 
assume that a flavor corresponds to only one host, in order to force the deployment of an instance 
to the specific host found with the allocation algorithm. 

3. Stack table stores the stack_id of a deployed stack and a string that represents a list of flavors 
belonging to that stack. In this way is possible to correctly free the allocated resources if the stack 
is deleted.  

In KB there is a fourth table, referred to as Tag: 

4. Tag table contains all the associations between tags and flavors and is used by the ECRAE 
allocation algorithm to find the list of suitable flavors matching a tag. 

In Figure 4 is summarized the schema of KB tables.  

  



 

24 D5.8 | Cloud Software Interface - Final Report 

 

 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure 
and Platform in Industrial and Societal Applications 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 
Figure 4 - Knowledge base structure 

In Figure 4 are highlighted the dependencies between tables. Flavor table references the host name in 
table Host. Indeed, a flavor can suit only to one host. Instead, Tag table has the tag-flavor associations. In 
this table tag and flavor are both primary keys. This means that a flavor can correspond to one or more 
tags and vice versa. Stack table is detached from others because of the stack object nature. In OpenStack, 
a stack is an entity that encloses one or more instances and each instance has a flavor. The Stack table 
stores the stack_id and a list of flavor names, in order to know which and how many resources are used 
by that stack. 
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5 WORKLOAD MIGRATION 
In this chapter are presented CRIU, the technology adopted in OPERA project for container migration, and 
how it is used with ECRAE orchestrator. 

In OpenStack live migration provides a way to move an instance off one compute host, to another 
compute host. This feature is not natively supported for container-based virtualization. The ECRAE 
orchestrator, to perform container migration, calls CRIU commands, described in following sections. 

5.1 ADOPTED TECHNOLOGIES 

The technologies used in OPERA for migration have been described in D5.3 Section 6. They are described 
here briefly as a refresher. 

OPERA has selected Ubuntu Linux as the operating system for containers. New features have been added 
to the Linux kernel that we rely on for post-copy migration support, specifically userfaultfd. Other features 
such as namespaces and cgroups have been developed over the past few years to support generic 
container support. 

LXC is used as the underlying container technology. It is an open source container solution that gives a 
good trade-off between ease of use and performance. LXC is responsible for the setup of the container 
environment which includes cgroups and namespaces for resource isolation, and virtual network devices 
and file systems for I/O isolation. LXD provides the background support to LXC including an image 
repository and tools to manage clusters of containers on a single host. 

CRIU is used for providing the checkpoint, restore and page fault operations during migration. The 
following section (5.2) provides more details as to how CRIU is used by the LXC wrapper to provide 
migration capabilities. 

5.2 OPERA APPROACH FOR CONTAINER MIGRATION 

When the ECRAE module determines that the environment is not running at its optimum, it needs to 
decide about how to correct the placement of the microservices. It does so by relying on container 
migration functionality provided by the tools described in section 5.1. 

The CRIU tool must be installed on all systems that are participating in the migration. It is used for both 
checkpointing and restoring the container to be migrated. Even though the CRIU program is doing all of 
the work for migration, it is rarely invoked directly. Instead, LXC has a wrapper function which hides most 
of the implementation details from the user. Most of the details (such as the pid and directory in which 
to place the temporary files) are things that can be automated, so it makes more sense to have the LXC 
applications doing it for us. 

5.2.1 Setup 

Before migration can start, the environment must be set up to support it. That means having the 
executables on both systems in the same directories and having the same versions of the software (CRIU, 
Linux kernel, etc). One easy way to ensure the versions and locations of the files is to use a shared file 
system such as NFS. The temporary files created by CRIU can be shared this way (avoids having to copy 
the files as a separate step during the migration) as well as the CRIU executable itself. During 
development, this was invaluable since we made modifications and recompiled on one system, but the 
new versions were immediately available over NFS by all of the machines in the cluster. 

5.2.2 Checkpointing 

Checkpointing can be done directly using CRIU like this (in the following commands ‘#’ is used to identify 
the terminal prompt): 
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# criu dump --tree $pid --images-dir $shared_dir --lazy-pages --tcp-
established --address $source_ip --port $source_port -j 

This will create a set of temporary files that must be shared with the target machine (by shared file system 
or by copying as explained in the previous paragraph). 

5.2.3 Restoring 

Once the temporary files containing the state of the container have been copied, the container can be 
restored on the target machine. The restoration is composed of two parts: first setting up the “lazy pages” 
server, and then the actual rebuilding of the container from the temporary files. 

The lazy pages server is set up like this: 
# criu lazy-pages --page-server --address $source_ip --port $source_port 
--images-dir $shared_dir 

The restoration of the container is done by:  

# criu restore --address $source_ip --port $source_port --restore-
detached --tcp-established --lazy-pages --images-dir $shared_dir --work-
dir $shared_dir 

5.2.4 Migrating 

As mentioned earlier, LXC provided a wrapper command which handles most of the details automatically. 
It can be invoked like this: 

# lxc move $source_ip:$container_name $dest_ip: 

This is the command used by ECRAE to perform migrations. 
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6 CONCLUSIONS 
 

This document presents a summary of the work carried out in work package 5 (WP5) - task T5.3. The main 
objective of such research activity is to implement the orchestration process modules defined in D5.3 and 
D5.4. The ECRAE orchestrator, implemented as a software module that runs on top of the orchestration 
process, deploys services and cloud applications allocating the computing resources managed by 
OpenStack. The orchestration process starts when ECRAE orchestrator receives on its API an extended 
TOSCA template. TOSCA is a standard created by the OASIS committee to describe application and cloud 
infrastructural elements in a portable form. ECRAE orchestrator parses the extended TOSCA template. In 
this extended version nodes template derived from TOSCA nodes called Compute have a tag field 
describing the type of required hardware needed to run that instance. Starting from the tag field, the 
ECRAE allocation algorithm searches on the KB (Knowledge Base) a proper list of flavors that fits the 
instance requirements. For each flavor, the algorithm first check if the corresponding host has enough 
free resources to host the instance and then it calculates a score. The host selected will be the one with 
the lowest score. With the flavor information the ECRAE can proceeds to translate TOSCA template into 
HOT and to forward it to Heat orchestrator. Implementation activities concerning task T5.3 have seen 
several problems to be addressed. These issues derive from the limited support of OpenStack to the 
container hypervisor. Indeed, instances deployed as containers have limited features and requires a 
specific configuration. For these reasons, TOSCA templates have been enriched with properties that 
allows a correct deployment of containers in the OpenStack environment, keeping them as close as 
possible compliant with the standard. Finally, is presented the method designed and implemented to 
realize the migration of containerized applications and its integration with the ECRAE orchestrator. 

Future works related to T5.3 will focus on a better integration between the ECRAE orchestrator and the 
OpenStack environment, in order to achieve a closer interaction between these modules. Furthermore, 
CRIU software will be more integrated in ECRAE to reach better performances. 
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APPENDIX 
Appendix A1: TOSCA template of OwnCloud containerized application 

tosca_definitions_version: tosca_simple_yaml_1_0 

node_types: 

  tosca.nodes.opera.volume_lxc: 

    derived_from: tosca.nodes.BlockStorage 

    properties: 

      image:  

        type: string 

  tosca.nodes.opera.compute_lxc: 

    derived_from: tosca.nodes.Compute 

    properties: 

      key_name: 

        type: string 

      tag: 

        type: string 

      name: 

        type: string 

      block_device_mapping: 

        type: string 

      user_data_format: 

        type: string 

      user_data: 

        type: string 

relationship_types: 

  MyAttachesTo: 

    derived_from: tosca.relationships.DependsOn 

    properties: 

      location: 

        type: string 

        default: /default_location 

topology_template: 

  inputs: 

    proxy_server:  

      type: string 

      description: Proxy server url 

      default: http://172.25.7.10:3128 

    db_name: 

      default: owncloud 

      description: Owncloud database name 

      type: string 

    db_password: 
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      default: pass1 

      description: The Owncloud database admin account password 

      type: string 

    db_root_password: 

      default: pass1 

      description: Root password for MySQL 

      type: string 

    db_username: 

      default: owncloud 

      description: The Owncloud database admin account username 

      type: string 

    cpus: 

      type: integer 

      description: Number of CPUs for the server. 

      default: 1 

      constraints: 

        - valid_values: [ 1, 2, 4, 8 ] 

  node_templates: 

    heat-volume-OC-mysql: 

      type: tosca.nodes.opera.volume_lxc 

      properties: 

        size: 20 GB 

        image: ubuntu16-lxc-heat 

    heat-volume-OC-apache: 

      type: tosca.nodes.opera.volume_lxc 

      properties: 

        size: 20 GB 

        image: ubuntu16-lxc-heat 

    heat-lxc-OC-mysql: 

      type: tosca.nodes.opera.compute_lxc 

      properties: 

        name: heat-lxc-OC-mysql 

        tag: container 

        key_name: ismb 

        block_device_mapping: "[device_name: vda, volume_id: {get_resource: heat-
volume-OC-mysql}, delete_on_termination : 'true']" 

        user_data_format: RAW 

        user_data: | 

          str_replace:  

            template: | 

              #!/bin/bash -v 

              # Setup Proxy 

              export http_proxy="$proxy_server" 
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              export https_proxy="$proxy_server" 

              echo "127.0.1.1" $HOSTNAME | sudo tee --append /etc/hosts 

              # Sudo commands to install mariadb server 

              sudo rm /var/lib/apt/lists/* -vf  

              sudo -E apt-get update -y  

              #sudo -E DEBIAN_FRONTEND=noninteractive apt-get --force-yes -o 
Dpkg::Options::=\"--force-confdef\" -o Dpkg::Options::=\"--force-confold\" dist-
upgrade  

              sudo -E DEBIAN_FRONTEND=noninteractive apt-get -y install mariadb-
server  

              sudo mysql --user=root mysql << EOF 

              CREATE DATABASE IF NOT EXISTS $db_name; 

              GRANT ALL PRIVILEGES ON $db_name.* TO '$db_username'@'localhost' 
IDENTIFIED BY '$db_password'; 

              GRANT ALL PRIVILEGES ON $db_name.* TO '$db_username'@'172.25.7.%' 
IDENTIFIED BY '$db_password'; 

              EXIT 

              EOF 

              # Listen on every network interface 

              sudo sed -i 's/127.0.0.1/0.0.0.0/' /etc/mysql/mariadb.conf.d/50-
server.cnf 

              sudo systemctl restart mysql 

              exit 0 

            params: 

              $proxy_server: {get_param: proxy_server} 

              $db_name: {get_param: db_name} 

              $db_username: {get_param: db_username} 

              $db_password: {get_param: db_password} 

      requirements: 

        - local_storage: 

            node: heat-volume-OC-mysql 

            relationship: storage_attachesto_mysql 

      capabilities: 

        host: 

          properties: 

              disk_size: 10 GB 

              num_cpus: { get_input: cpus } 

              mem_size: 4096 kB 

    heat-lxc-OC-apache: 

      type: tosca.nodes.opera.compute_lxc 

      properties: 

        name: heat-lxc-OC-apache 

        tag: container 

        key_name: ismb 
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        block_device_mapping: "[device_name: vda, volume_id: {get_resource: heat-
volume-OC-apache}, delete_on_termination : 'true']" 

        user_data_format: RAW 

        user_data: | 

          str_replace:  

            template: | 

              #!/bin/bash -v 

              # Setup Proxy 

              export http_proxy="$proxy_server" 

              export https_proxy="$proxy_server" 

              echo "127.0.1.1" $HOSTNAME | sudo tee --append /etc/hosts 

              # Sudo commands to install mariadb server 

              sudo rm /var/lib/apt/lists/* -vf  

              sudo -E apt-get update -y  

              #sudo -E DEBIAN_FRONTEND=noninteractive apt-get --force-yes -y -o 
Dpkg::Options::=\"--force-confdef\" -o Dpkg::Options::=\"--force-confold\" dist-
upgrade  

              until sudo -E DEBIAN_FRONTEND=noninteractive apt-get -y -f install  
apache2 libapache2-mod-php7.0 php7.0-gd php7.0-json php7.0-mysql php7.0-curl php7.0-
intl php7.0-mcrypt php-imagick php7.0-zip php7.0-xml php7.0-mbstring php-apcu php-
redis redis-server php7.0-ldap php-smbclient ; do 

                echo Error installing required packages, try again after 1 seconds... 

                sleep 1 

              done 

              cd /tmp 

              wget https://download.owncloud.org/community/owncloud-10.0.6.tar.bz2 
-q 

              sudo tar xf /tmp/owncloud-10.0.6.tar.bz2 -C /var/www/  

              sudo chown -R www-data:www-data /var/www/owncloud  

              sudo  cat > owncloud.conf  <<EOL 

              Alias /owncloud "/var/www/owncloud/" 

              <Directory /var/www/owncloud/> 

              Options +FollowSymlinks 

              AllowOverride All 

              <IfModule mod_dav.c> 

              Dav off 

              </IfModule> 

              SetEnv HOME /var/www/owncloud 

              SetEnv HTTP_HOME /var/www/owncloud 

              </Directory> 

              EOL 

              sudo chown root:root owncloud.conf 

              sudo mv owncloud.conf /etc/apache2/sites-available 

              sudo ln -s /etc/apache2/sites-available/owncloud.conf 
/etc/apache2/sites-enabled/owncloud.conf 
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              sudo -E a2enmod rewrite 

              sudo -E a2enmod headers 

              # Configure Owncloud 

              cd /var/www/owncloud/ 

              sudo -u www-data php occ  maintenance:install --database mysql --
database-name "$db_name"  --database-host "$db_server_ip" --database-user 
"$db_username" --database-pass "$db_password" --admin-user root --admin-pass 
db_root_password 

              instance_ip="$(ifconfig | grep -A 1 'eth0' | tail -1 | cut -d ':' -f 
2 | cut -d ' ' -f 1)" 

              sudo -u www-data php occ config:system:set trusted_domains 1 --
value="$instance_ip" 

              sudo systemctl restart apache2 

              exit 0 

            params: 

              $proxy_server: {get_param: proxy_server} 

              $db_name: {get_param: db_name} 

              $db_username: {get_param: db_username} 

              $db_password: {get_param: db_password} 

              $db_root_password: {get_param: db_root_password} 

              $db_server_ip: { get_attr: [heat-lxc-OC-mysql, first_address] } 

      requirements: 

        - local_storage: 

            node: heat-volume-OC-apache 

            relationship: storage_attachesto_apache 

      capabilities: 

        host: 

          properties: 

              disk_size: 10 GB 

              num_cpus: { get_input: cpus } 

              mem_size: 4096 kB 

    my_port_1: 

      type: tosca.nodes.network.Port 

      requirements: 

        - link: 

            node: my_network_1 

        - binding: 

            node: heat-lxc-OC-mysql 

    my_port_2: 

      type: tosca.nodes.network.Port 

      requirements: 

        - link: 

            node: my_network_1 

        - binding: 
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            node: heat-lxc-OC-apache 

    my_network_1: 

      type: tosca.nodes.network.Network 

      properties: 

        network_name: Provider_318 

  relationship_templates: 

    storage_attachesto_mysql: 

      type: MyAttachesTo 

      properties: 

        location: /my_data_location 

    storage_attachesto_apache: 

      type: MyAttachesTo 

      properties: 

        location: /my_data_location 

  outputs: 

    private_ip: 

      description: The private IP address of the newly created compute instance. 

      value: { get_attribute: [heat-lxc-OC-mysql, private_address] } 

 

Appendix A2: Heat template of OwnCloud containerized application 
heat_template_version: 2013-05-23 

parameters: 

  db_name: 

    constraints: 

    - description: db_name must be between 1 and 64 characters 

      length: {max: 64, min: 1} 

    - {allowed_pattern: '[a-zA-Z][a-zA-Z0-9]*', description: 'db_name must begin 
with a letter and contain only alphanumeric characters'} 

    default: owncloud 

    description: Owncloud database name 

    type: string 

  db_password: 

    constraints: 

    - description: db_password must be between 1 and 41 characters 

      length: {max: 41, min: 1} 

    - {allowed_pattern: '[a-zA-Z0-9]*', description: db_password must contain only 
alphanumeric characters} 

    default: pass1 

    description: The Owncloud database admin account password 

    hidden: true 

    type: string 

  db_root_password: 
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    constraints: 

    - description: db_root_password must be between 1 and 41 characters 

      length: {max: 41, min: 1} 

    - {allowed_pattern: '[a-zA-Z0-9]*', description: db_root_password must contain 
only alphanumeric characters} 

    default: pass1 

    description: Root password for MySQL 

    hidden: true 

    type: string 

  db_username: 

    constraints: 

    - description: db_username must be between 1 and 16 characters 

      length: {max: 16, min: 1} 

    - {allowed_pattern: '[a-zA-Z][a-zA-Z0-9]*', description: 'db_username must begin 
with a letter and contain only alphanumeric characters'} 

    default: owncloud 

    description: The Owncloud database admin account username 

    hidden: true 

    type: string 

  proxy_server: {default: 'http://172.25.7.10:3128', description: Proxy Server, 
type: string} 

 

resources: 

  heat-volume-OC-mysql: 

     type: OS::Cinder::Volume 

     properties: 

       size: 20 

       image: ubuntu16-lxc-heat 

  heat-lxc-OC-mysql: 

    type: OS::Nova::Server 

    depends_on: heat-volume-OC-mysql 

    properties: 

      name: heat-lxc-OC-mysql 

      key_name: ismb 

      networks: 

        - network: Provider_318 

      block_device_mapping: [{ device_name: "vda", volume_id : { get_resource:  heat-
volume-OC-mysql }, delete_on_termination : "true" }] 

      flavor: "m4.small.lxc" 

      user_data: 

        str_replace:  

          template: | 

            #!/bin/bash -v 

            # Setup Proxy 
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            export http_proxy="$proxy_server" 

            export https_proxy="$proxy_server" 

            echo "127.0.1.1" $HOSTNAME | sudo tee --append /etc/hosts 

            # Sudo commands to install mariadb server 

            sudo rm /var/lib/apt/lists/* -vf  

            sudo -E apt-get update -y  

            #sudo -E DEBIAN_FRONTEND=noninteractive apt-get --force-yes -o 
Dpkg::Options::=\"--force-confdef\" -o Dpkg::Options::=\"--force-confold\" dist-
upgrade  

            sudo -E DEBIAN_FRONTEND=noninteractive apt-get -y install mariadb-server  

            sudo mysql --user=root mysql << EOF 

            CREATE DATABASE IF NOT EXISTS $db_name; 

            GRANT ALL PRIVILEGES ON $db_name.* TO '$db_username'@'localhost' 
IDENTIFIED BY '$db_password'; 

            GRANT ALL PRIVILEGES ON $db_name.* TO '$db_username'@'172.25.7.%' 
IDENTIFIED BY '$db_password'; 

            EXIT 

            EOF 

            # Listen on every network interface 

            sudo sed -i 's/127.0.0.1/0.0.0.0/' /etc/mysql/mariadb.conf.d/50-
server.cnf 

            sudo systemctl restart mysql 

            exit 0 

          params: 

            $proxy_server: {get_param: proxy_server} 

            $db_name: {get_param: db_name} 

            $db_username: {get_param: db_username} 

            $db_password: {get_param: db_password} 

      user_data_format: RAW 

  heat-volume-OC-apache: 

     type: OS::Cinder::Volume 

     properties: 

       size: 20 

       image: ubuntu16-lxc-heat 

  heat-lxc-OC-apache: 

    type: OS::Nova::Server 

    depends_on: [heat-volume-OC-apache, heat-lxc-OC-mysql] 

    properties: 

      name: "heat-lxc-OC-apache" 

      key_name: ismb 

      networks: 

        - network: Provider_318 

      block_device_mapping: [{ device_name: "vda", volume_id : { get_resource:  heat-
volume-OC-apache }, delete_on_termination : "true" }] 



 

36 D5.8 | Cloud Software Interface - Final Report 

 

 

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure 
and Platform in Industrial and Societal Applications 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

 

LIFETIME: Leading-edge Instruments for FET Impact Measurement and 
Evaluation 

 

      flavor: "m4.small.lxc" 

      user_data: 

        str_replace:  

          template: | 

            #!/bin/bash -v 

            # Setup Proxy 

            export http_proxy="$proxy_server" 

            export https_proxy="$proxy_server" 

            echo "127.0.1.1" $HOSTNAME | sudo tee --append /etc/hosts 

            # Sudo commands to install mariadb server 

            sudo rm /var/lib/apt/lists/* -vf  

            sudo -E apt-get update -y  

            #sudo -E DEBIAN_FRONTEND=noninteractive apt-get --force-yes -y -o 
Dpkg::Options::=\"--force-confdef\" -o Dpkg::Options::=\"--force-confold\" dist-
upgrade  

            until sudo -E DEBIAN_FRONTEND=noninteractive apt-get -y -f install  
apache2 libapache2-mod-php7.0 php7.0-gd php7.0-json php7.0-mysql php7.0-curl php7.0-
intl php7.0-mcrypt php-imagick php7.0-zip php7.0-xml php7.0-mbstring php-apcu php-
redis redis-server php7.0-ldap php-smbclient ; do 

              echo Error installing required packages, try again after 1 seconds... 

              sleep 1 

            done 

            cd /tmp 

            wget https://download.owncloud.org/community/owncloud-10.0.6.tar.bz2 -q 

            sudo tar xf /tmp/owncloud-10.0.6.tar.bz2 -C /var/www/  

            sudo chown -R www-data:www-data /var/www/owncloud  

            sudo  cat > owncloud.conf  <<EOL 

            Alias /owncloud "/var/www/owncloud/" 

            <Directory /var/www/owncloud/> 

            Options +FollowSymlinks 

            AllowOverride All 

            <IfModule mod_dav.c> 

            Dav off 

            </IfModule> 

            SetEnv HOME /var/www/owncloud 

            SetEnv HTTP_HOME /var/www/owncloud 

            </Directory> 

            EOL 

            sudo chown root:root owncloud.conf 

            sudo mv owncloud.conf /etc/apache2/sites-available 

            sudo ln -s /etc/apache2/sites-available/owncloud.conf 
/etc/apache2/sites-enabled/owncloud.conf 

            sudo -E a2enmod rewrite 

            sudo -E a2enmod headers 
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            # Configure Owncloud 

            cd /var/www/owncloud/ 

            sudo -u www-data php occ  maintenance:install --database mysql --
database-name "$db_name"  --database-host "$db_server_ip" --database-user 
"$db_username" --database-pass "$db_password" --admin-user root --admin-pass 
db_root_password 

            instance_ip="$(ifconfig | grep -A 1 'eth0' | tail -1 | cut -d ':' -f 2 
| cut -d ' ' -f 1)" 

            sudo -u www-data php occ config:system:set trusted_domains 1 --
value="$instance_ip" 

            sudo systemctl restart apache2 

            exit 0 

          params: 

            $proxy_server: {get_param: proxy_server} 

            $db_name: {get_param: db_name} 

            $db_username: {get_param: db_username} 

            $db_password: {get_param: db_password} 

            $db_root_password: {get_param: db_root_password} 

            $db_server_ip: { get_attr: [heat-lxc-OC-mysql, first_address] } 

      user_data_format: RAW 
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