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EXECUTIVE SUMMARY 

The ECRAE orchestrator is a power-aware scheduler module used by cloud management software 

(OpenStack). This document reports on the simulations used to demonstrate the effectiveness of the 

proposed evolution strategy (ES) heuristic in being able to schedule workloads in an energy efficient 

manner. We tested the static allocation algorithm and dynamic allocation algorithm with two separate 

environments. Energy cost can be directly derived by the proposed power model. 

The remote page fault latency is the major barrier to improving post-copy container migration 

performance, which is necessary for reducing the cost of container migrations. We measured page fault 

latencies by using micro benchmarks. We tested the subset of VDI applications that were selected in part 

I of the project. The results show that for a constant CPU load (55%) the average consumption per user 

goes down when deploying the application on containers rather than VMs. In addition, energy 

consumption can be reduced further by using a power-aware scheduler such as ECRAE. 

We also made an attempt to further reduce the overhead of a VM to bring the performance closer to that 

of a container. We identified that one source of overhead when running VMs comes from network traffic 

processing by the KVM hypervisor. We aimed to reduce this processing time overhead by foregoing the 

copy step. As a result, we achieved throughput with zero-copy almost on par with legacy (~9 Gbps). 

 

Position of the deliverable in the whole project context 

The report on simulation relates to the validation work on the ECRAE module as reported in D5.6, D5.7 

and D5.8. The work on RDMA and remote page faults is related to the work done in D4.4, D5.6 and D6.5. 

 

Description of the deliverable 

The deliverable reports on the effectiveness of the scheduling decisions taken by the ECRAE module. The 

algorithms & heuristics of the module are tested in a simulation across a number of variables and 

configurations. The optimizations related to reducing latency of remote page faults are reported. Finally, 

some work related to reducing the I/O of the hypervisor to support unikernels is reported. 

IBM lead the writing of the deliverable. They implemented the tests and took measurements related to 

the remote page faults, based on the results of other tasks (T6.5 and T4.4). 

ISMB designed and implemented the ECRAE module. They designed and implemented the model for the 

simulator. They performed the measurements related to the power-aware algorithms and simulations. 

ISMB made fundamental contributions to the deliverable. 
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1 INTRODUCTION 

This is the final version of deliverable D5.2. Our goal is to determine if there is an advantage to a 

heterogeneous data center architecture over a homogeneous architecture. Through the experiments 

performed at the CSI testbed (reported in D7.8 Virtual Desktop Use Case 2), we can conclude that there 

are significant savings when using a heterogeneous data center architecture, which are enabled by the 

SaaS deployment model. To realize the savings in energy consumption, we need to be able to balance the 

workload dynamically by migrating service components as the load changes. This is made possible by 

deploying using a SaaS model (containers) for application deployment rather than an IaaS model. By 

exposing the service rather than the underlying virtualization technologies (VMs, containers), it gives the 

cloud operator a greater degree of control over the placement of the software components at runtime in 

respect to the available hardware. By employing a power-aware scheduler, we can utilize the available 

compute power with a higher level of efficiency. In a heterogeneous data center, each compute node can 

have a different power envelope (consisting of peak, minimum and average power consumption), which 

the management software must be aware of. When scaling down (moving to a time with fewer users and 

lower CPU demand), we can take advantage of the varying power consumptions by migrating workloads 

to nodes with a lower power consumption, but that are still able to provide the necessary services. 

The experiments performed by simulation show that, in both cases - static allocation (initial application 

deployment through greedy strategy) and dynamic allocation (workload optimization with consolidation), 

the choices performed by the implemented algorithms are effective in reducing power consumption 

(energy). Such benefits are linked to the availability of different hardware resources that can be exploited 

by the ECRAE system (see D5.8 and D5.9 for more details on the algorithms and integration within the 

OpenStack environment). Generally, we demonstrate in our simulations that the greedy strategy used in 

the static allocation process allows to achieve an energy saving up to 42.5% when compared with Best-Fit 

and First-Fit heuristics. Similarly, the evolutionary algorithm used to rebalance the workload in the data 

center showed capability to reduce power(energy) consumption up to 30% on average (i.e., running 

multiple times using the same initial workload, and also over different workload initial conditions). 
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2 DATA CENTER SIMULATION 

Aimed at verifying the correctness of the proposed algorithmic solutions integrated in the ECRAE 

orchestrator and to test their efficacy, we simulated the allocation, within a data center, of a given 

workload. In this section we describe the parameters used to model the data center, the method used to 

generate the workload and some representative experimental results. 

Simulators have been largely used by academic and industrial community to quickly develop solutions, 

both in terms of hardware device or software modules. Concerning data center workload management, 

simulators have been largely used to assess the relative benefits of allocation and scheduling algorithms. 

Simulators capture and abstract the main features of a given system (in our case a data center), allowing 

a quick evaluation of the behavior of the system under different input conditions. Since the main 

resources available in a data center are the compute nodes that host virtual machines (VMs) and Linux 

containers (LCs), dedicated simulators allow modelling such elements with a reduced degree of detail, 

without losing accuracy. Such modelling includes, for example, the number and type of available compute 

resources, and their corresponding power consumption. In the following sections, we describe how we 

model a heterogeneous data center, and how we performed the experiments. 

2.1 SIMULATION ENVIRONMENT 

We tested the static allocation algorithm and dynamic allocation algorithm with two separate 

environments as described in the following sections. 

2.1.1 Static Allocation 

Aiming at validating the effectiveness of the greedy strategy described in deliverable D5.8 for the initial 

static application deployment, we performed a set of experiments, as also reported in (1) by extending 

and using a State-of-the-Art simulation framework, namely CloudSimPlus (2) (3) (4). CloudSimPlus allows 

to model a data center in terms of the number of available hosting nodes, and it allows to select a type 

for each. Node types provide information on the available resources in terms of number of compute cores, 

amount of main memory, and power consumption of the node. In addition, for each compute node, there 

is also specification of the number of instructions executed per second (this is actually expressed as MIPS 

- Millions of Instructions Per Second). Power consumption ranges between a minimum value 

(corresponding to the idle state) and a maximum value (corresponding to the node running under full 

load) -- peak power. 

Similarly, also the VMs/LCs can be described both in terms of consumed resources (mainly CPU cores and 

main memory), and total number of instructions to be executed (TIE). The latter value can be determined 

by profiling the application and measuring the average number of instructions executed. Using a more 

conservative approach, where no specific profiling information are available, the TIE can be set equal to 

the maximum number of instructions to execute in a given time period. 

One main difference with respect to the basic configuration of the simulation environment is given by the 

introduction of accelerated nodes, specifically looking at nodes equipped with an FPGA card. FPGAs, as 

well as in general other types of accelerators (e.g., GPUs) are more difficult to characterize in terms of 

MIPS capability. Specifically, once programmed, FPGAs behave like special purpose devices and generally 

do not execute ‘instructions’. To provide a homogeneous way of dealing with accelerators, with particular 

attention to FPGAs, we introduced the notion of speedup factor ���	�1�. The idea is to provide a value to 

multiply the MIPS of the host node, depending on the specific application. Such factor can be measured 

by comparing the execution time of the application running on the accelerated node and that of the 

application running without acceleration: 

��� �	
	
��

	���
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Correctly modelling the performance effect of using an accelerator is needed to correctly account for the 

energy consumed by the applications running on the heterogeneous infrastructure. The basic assumption 

in using the Fspfor adjusting the MIPS value, is that reducing the execution time of a given factor is 

equivalent to process a more instructions per unit of time as provided by the same factor. The MIPS 

consumed on a specific node combined with its power consumption provide the energy consumed. 

It is important to note that characterizing VMs/LCs in terms of TIE means to profile the VMs/LCs when 

running on a reference platform. The goal of the allocation policy is to select the best hardware 

configuration that ensures the best energy consumption level and performance (i.e., executing as fast as 

possible). In case of heterogeneous server architectures, since containers and VMs support execution on 

different hardware, this requires the introduction of the speedup factor (Fsp) to correctly reflect the 

relative number of MIPS consumed on different machines. 

Power consumption in CloudSimPlus is calculated by using a linear model; i.e., the power consumption 

varies linearly as a function of the load on the node, ranging from the idle state to full load. Linear models 

are well accepted and used [5] since they can predict values, in almost all the cases, with an error that is 

less than 5% [7]. However, more accurate models [8] are available, although they do not offer any tangible 

benefit in the workload allocation. 

A similar assumption can be used for modelling power consumption of accelerator, i.e., their contribution 

to the overall power consumption is a linear function of the load. However, in the case of FPGAs such a 

linear function becomes function of the area and frequency of the synthesised circuit (more details are 

given in the deliverable D5.9). Here, experimental evaluation demonstrated that such models provide a 

good estimation with a very small error (2%-3%). We integrated such models into the simulator in order 

to support also accelerated nodes. 

2.1.2 Dynamic Workload Optimization 

To demonstrate the effectiveness of the proposed evolution strategy (ES) heuristic (see deliverable D5.9 

for details), we implemented the algorithm in a high-level language (specifically, in C for fast execution) 

and added the capability to generate an initial workload. Then, the algorithm has been tested using 

different data center configurations, which are aimed at showing scaling capability of the proposed 

solution. 

Initial workload generation requires to randomly place virtual machines and/or Linux containers within 

the simulated infrastructure. During the workload generation process, different types of VMs/LCs are 

randomly picked up according to a given probability distribution and assigned to the nodes. The nodes 

are selected, among the ones that has enough resources to host the new VMs/LCs. According to 

Mazumdar et al. (5), the generation process iteratively selects nodes one at a time and tries to saturate 

its resources by assigning VMs/LCs. It is worth noting that such workload generation process is necessary 

to simulate the data center conditions at certain point in time, i.e., the current placement of the VMs/LCs 

on the nodes, which will be optimized. 

Various aspects influence the generation process: 

• The distribution of VMs/LCs. Since there are several types of VMs/LCs, each requiring a different 

amount of resources, the number of instances may affect the complexity of the allocation process. 

For instance, a high number of largest VMs/LCs will quickly consume resources on the hosts, 

leaving less space for the next VMs/LCs to allocate. Conversely, smallest VMs/LCs consume less 

resources, thus leaving more space for next VMs/LCs to allocate, even in case of larger ones. Since 

small VMs/LCs are more frequent than larger ones, we set up the probability distribution in such 

a way instantiation of smaller VMs/LCs is more probable. 

• The resource saturation level. New VMs/LCs can be allocated to the host whenever there are 

enough resources to host them. However, in a real data center, hosting nodes are not completely 
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saturated, since it is necessary to reserve some space for management software (e.g., OpenStack 

compute nodes requires hypervisor and networking agent agent to be installed). To this end, we 

define a resource saturation parameter which defines the fraction of overall resources that can be 

used to run VMs/LCs. For instance, setting saturation equal to 0.75 means that only 75% of cores 

and 75% of the memory on the servers are dedicated to support running VMs/LCs. While it is 

possible to define a separated parameter for different resources (i.e., CPU cores, memory), in our 

experiment we set them equal to each other. 

• Type of VMs/LCs and type of servers. Different servers, as well as different type of VMs/LCs to run, 

greatly influence the way they will be spread over the data center. We defined a set of node types 

and VMs/LCs types that is representative of real workloads. 

• Optimization model constraints. The set of constraints expressed in the mathematical formulation 

of the optimization problem influences the allocation process (see deliverable D5.9 for more 

details). The more resources on the nodes must be constrained (e.g., besides CPU cores and 

memory, also network bandwidth can be used), the more time is spent in finding a valid node to 

host a new VM/LC. Therefore we have restricted the actual model to the CPU cores and memory 

consumption which have been demonstrated (5) (6) to be the most significant factors influencing 

power (energy) consumption on a node. 

Workload generation, as well as efficiency of the solutions tested by the proposed heuristics are 

strictly dependent on the power (energy) model implemented. Mazumdar et al. (5) used a linear 

model for evaluating the power consumption on a node given its current load. Since such kind of 

models have been demonstrated to be accurate enough (5) (7) we follow this approach and provide 

the following model: 

�,� � 	�� ∗ 	��,� �	�,����	 

�� �	�,�
�	 �	�,���� 

Where ��	 is the fraction of power consumption that depends on the load (i.e., dynamic power 

consumption), ��,�	is the fraction of resources used on server s at time t and �,����	is the power 

consumption of the server s in idle conditions. As shown by authors in (5), although simple, a linear 

model which considers ��,� 	depending on CPU resources only (i.e., it is expressed as the ratio between 

used CPU cores and available ones on the server) is still able to accurately capture the behavior of a 

real server (7). On the other hand, it presents advantages in terms of computational cost. It is 

important to note, that is still possible to define more complex power (energy) models (6), although 

the benefit in their adoption is very limited in terms of accuracy increase. 

2.1.3 Energy cost model 

Energy cost can be directly derived by the proposed power model, by evaluating the number of MIPS 

consumed by a given CPU core and the amount of TIE associated to a VM/LC (their ratio provides the 

amount of time required to complete the processing of the VM/LC). In case of VMs/LCs that are part 

of what we can define as ‘always running services’ (e.g., a database service that is expected to run 

indefinitely), it is still possible to define TIE considering a reference time window on a reference server 

platform. 

In section 2.3, results are presented in terms of overall data center power consumption, since our 

heuristic behavior is not influenced by the adopted cost model (i.e., using energy model or directly 

the power model) for the optimization function, although energy model provides a better view of the 

data center behavior. 



 

13 D5.7 | Power-aware Cloud Model – Final Report 

OPERA: LOw Power Heterogeneous Architecture  for Next Generation of SmaRt Infrastructure

and Platform in Industrial and Societal Applications

2.2 IMPLEMENTATION 

Both the algorithms used by our ECRAE orchestrator (i.e., static allocation and dynamic workload 

optimization) have been successfully implemented using a high-level language. For the purpose of testing 

the proposed algorithm for static workload allocation, we plugged it within the CloudSimPlus platform 

(using Java language). However, the ECRAE orchestrator was finally implemented using Python. Solving 

the dynamic optimization problem, especially for large instances, requires a fast software solution. 

Therefore, we opted for implementing and testing heuristic capability using C language. C language has 

also the advantage that can be leveraged for exploring algorithm acceleration on different platforms 

(GPUs, FPGAs, manycores, as part of future work). Integration of this heuristic in the ECRAE has been done 

as follows. The core of the heuristic algorithm has been kept as compiled binary (written in C), while 

interfacing with the remainder of the orchestrator has been done using Python code. For instance, Python 

code has been used to interact with the ECRAE knowledge base in order to determine the set of available 

hosts and the current workload allocation. 

As mentioned above, we performed experiments using CloudSimPlus on a host machine equipped with 

an Intel Core i7 processor running at 2.50GHz and 8GiB of main memory. The host runs MS-Windows 7 

(64-bit) operating system. Dynamic workload optimization experiments have been run on a server 

machine equipped with an Intel Xeon E5-2630 v4 running at 2.20GHz and 128GiB of main memory. The 

server runs Linux CentOS 7 (64-bit). The whole code has been written in C (std11) and it counts roughly 

3500 lines of code. We used gcc compiler version 4.8.5. To measure the influence of the platform (i.e., 

hardware architecture  and compiler) on the heuristic performance we also made some additional tests 

using an Apple MacBook Pro (2015) equipped with an Intel Core i5-5257U running at 2.70GHz and 8GiB 

of main memory. For those tests, the code was compiled using LLVM version 9.0.0. 

It is worth to note that performed experiments used two different sets of server types and VM/LC types, 

as described in the following sections, without any impact on the meaningfulness of the reported results. 

2.2.1 Static Configurations 

Experiments with CloudSimPlus have been performed considering 2 different type of server 

configurations plus two different accelerator cards (both FPGA-based). Table 1 shows the main features 

of such systems. Similarly, we defined 5 different types of VMs/LCs whose main features are reported in 

table 2. Selected server types allow us to simulate a heterogeneous data center by instantiating multiple 

servers. Similarly, VM/LC types allow us to generate a workload composed of a mix of large and small 

VMs/LCs eventually requiring acceleration capabilities. 

Host Type MIPS Cores RAM ��� �� ! "�#$ 

HP (Xeon 3075) 2660 2 4 GiB x1 93.7W 135W 

HP (Xeon 3075) 2660 2 4 GiB x10 (acceleration) 93.7W + 
�� 135W + 
��  

IBM (Xeon X5670) 2933 12 12 GiB x1 66W 247W 

IBM (Xeon X5670) 2933 12 12 GiB x10 (acceleration) 66W + 
��  247W + 
��  

Intel Arria10 - - 8 GiB - 27.5W 57.9W 

Intel Stratix10 - - 32 GiB - 110W 225W 

Table 1 – Experiments 

 

 

Component Total Instructions Cores RAM Accelerator 



 

14 D5.7 | Power-aware Cloud Model – Final Report 

OPERA: LOw Power Heterogeneous Architecture  for Next Generation of SmaRt Infrastructure

and Platform in Industrial and Societal Applications

1 12500 2 4096 MiB Y 

2 2000 1 1740 MiB N 

3 10000 1 2100 MiB Y 

4 500 1 613 MiB N 

5 1500 1 2000 MiB N 

Table 2 - Component Specification 

By combining the 2 server types with the two possible acceleration cards, we introduced heterogeneity 

and variety in the performed simulations. The hosts are differentiated by means of the number of cores 

(and MIPS) exposed to the applications (ranging from 2 to 12 cores -- see Table 1), and the amount of 

main memory (ranging from 4 GiB to 12 GiB -- see Table 1). 

To evaluate the behavior of our algorithm on different scenarios, we generated two distinct workloads 

(i.e., set of VMs/LCs to allocate), each characterized by a different number of VMs/LCs to allocate (both 

number and composition of the workloads were different for the two types of workloads). Conversely, we 

kept constant the size of the data center (500 nodes). In the following we briefly summarize the 

characteristics of the two workloads: 

• Workload type A: in this workload we generated a number of VMs/LCs that is twice the number 

of available nodes in the data center (i.e., up to 1000 VMs/LCs). Here, there is low-medium 

resource contention, since DC resources are not saturated (we are assuming that VMs/LCs may 

require multiple cores as indicated in Table 2). 

• Workload type B: this workload aimed at saturating the resources available in the data center, 

trying to allocate a number of VMs/LCs that is up to 4 times the number of hosting nodes (i.e., 

2000 VMs/LCs). This type of workload generates high resource contention. 

In both cases we kept the required resources in terms of network bandwidth and persistent storage fixed. 

An important aspect to be noted in Table 2 is the presence of VM/LC types that may require acceleration. 

For such types (i.e., type 1 and type 3), we allowed the algorithms to choose between nodes with or 

without acceleration support. Here, we are leveraging on the fact that most applications requiring 

acceleration are written in high-level languages (e.g., C/C++), and their code can be compiled twice: one 

time for running only on the host CPU, and one time to run on both host CPU and accelerated card (i.e., 

in general only a portion of the application code is marked for being accelerated). In case of availability of 

accelerated nodes, the speedup factor and power consumption of the accelerator are used to determine 

the effective power (energy) consumed. 

2.2.2 Dynamic Configurations 

We assess the capability of the proposed optimization heuristic by simulating the reallocation (rebalance) 

of VMs/LCs in a range from 150 to 3250, also varying the size of the data center (ranging from 50 to 1000 

nodes). Through this set of experiments, we verified the capability of the heuristic to discover more 

efficient workload schedules (see deliverable D5.9) when scaling the size of the data center and the size 

of the workload instance accordingly. 

Since the heuristic is driven by a stochastic process, for each run we launched the heuristic multiple times 

(trials) and we collected all the solutions. At the end of all the trials, we extracted the best overall solution. 

Each run consists of 10 trials. During the first trial, we also generated the workload and saved it on disk. 

The subsequent trials reused the recorded initial workload schedule, since it was used as the initial starting 

condition. 
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In our experiments, we measured the overall execution time elapsed by the heuristic to complete the 

exploration of the search space. When the problem instances were large (up to 3250 VMs/LCs) we also 

set a maximum time to elapse (300s). We compared and analysed the effectiveness of allowing the 

heuristic to explore the search space for a longer time. Such analysis also helped us in tuning the number 

of evolutionary generations to perform (i.e., which in turns become the time spent in the optimization 

process). 

To generate the workloads (i.e., the initial workload schedule) we defined 15 types of hosting nodes and 

13 types of VMs/LCs. Table 3 shows such node types, while Table 4 shows the VMs/LCs types. 

Server Type CPU Cores Memory Peak Power 

server_1 18 64GiB 410 W 

server_2 18 64 GiB 380 W 

server_3 16 64 GiB 350 W 

server_4 16 32 GiB 300 W 

server_5 14 32 GiB 300 W 

server_6 14 32 GiB 280 W 

server_7 12 32 GiB 250 W 

server_8 10 16 GiB 250 W 

server_9 8 16 GiB 200 W 

server_10 4 8 GiB 180 W 

server_11 8 128 GiB 450 W 

server_12 10 64 GiB 450 W 

server_13 20 128 GiB 500 W 

server_14 2 8 GiB 30 W 

server_15 4 8 GiB 225 W 

Table 3 - Server specification 

 

VM/LC Type Flag CPU Cores Memory 

task_1 hpc_small 8 16 GiB 

task_2 hpc_medium_1 8 32 GiB 

task_3 hpc_medium_2 12 32 GiB 

task_4 hpc_large 10 48 GiB 

task_5 embedded_small 1 1 GiB 

task_6 embedded_large 2 1 GiB 

task_7 memory_intensive_large 8 32 GiB 
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task_8 memory_intensive_small 8 24 GiB 

task_9 cpu_large_1 10 16 GiB 

task_10 cpu_large_2 8 12 GiB 

task_11 cpu_medium 4 8 GiB 

task_12 cpu_small_1 2 4 GiB 

task_13 cpu_small_2 1 1 GiB 

Table 4 - VM/LC type 

2.3 RESULTS 

The performance of the presented algorithms have been analysed in terms of data center energy/power 

saving when running different workloads. In the case of the static allocation, we have also compared the 

performance of the proposed algorithm with those provided by two largely adopted static allocation 

heuristics, i.e., First Fit (FF) and Best Fit (BF) (8). 

2.3.1 Static Allocation Heuristic 

Initial (static) VMs/LCs deployment requires fast decisions to be taken. Two largely adopted heuristics are 

represented by First Fit (FF) and Best Fit (BF) allocation strategies. Such algorithms are also available within 

the CloudSimPlus simulator, although they remain unaware of the accelerators (in our case they remain 

unaware of FPGA devices). 

 

 

Figure 1 - Experimental results for the allocation of Workload type A and Workload type B, comparing FF, BF and ECRAE 

heuristics 

The FF heuristic aims at providing the fastest decision, quickly allocating an incoming VM/LC to the first 

available node with enough capacity. On the other hand, the BF heuristic tries to better optimize the 

allocation, by selecting the node having the highest capacity among those available (turned on). However, 

none of these heuristics take into account the (power)energy consumption of the running nodes, thus 

leading to higher overall (power)energy usage when compared with our allocation algorithm. 

Figure 1 shows the simulation results achieved by the three heuristics (FF, BF and ECRAE), for the two 

simulated workloads. In order to allow FF and BF to deal with VMs/LCs requiring acceleration, the 

algorithm can even select nodes without acceleration and assuming the execution of such VMs/LCs with 

a slowdown given by the speedup factor, as introduce in section Static Allocation 2.1.1. 

From the results (see Figure 1), it is clear that ECRAE is always able to take better decisions that minimize 

the overall (power)energy consumption. Considering a medium load level (i.e., Workload type A), ECRAE 
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allocations resulted in 30% of energy saving when compared to solutions provided by FF, and 45.2% over 

the BF solutions. To achieve such results ECRAE heuristic, first, searches a candidate node among those 

already running VMs/LCs, thus avoiding machine in idle state that can be switched off. Conversely, BF 

searches for the less loaded node, thus being induced (often) to select idle nodes first. Since idle machines 

may draw a large amount of power (up to 65% of peak power consumption), the contribution to the 

overall (energy)power consumption of the selected (idle) machines was in most cases higher than in case 

of FF and ECRAE. When looking at FF behavior, its performance is better; however, the heuristic is not 

driven by any consolidation-aware mechanism, thus leading such heuristic to globally select a worse mix 

of nodes when compared to ECRAE solution. 

Considering the behavior of the three heuristics on Workload type B, the load caused the data center 

reaching the saturation point (i.e., actually not more than 1700 VMs/LCs were allocated, although we 

tried to allocate up to 2000 VMs/LCs). In such scenario, BF, FF and ECRAE heuristics showed a similar 

behavior, although ECRAE algorithm still resulted in a better final allocation (albeit less pronounced with 

regards to the performance gap showed with Workload type A). Here, the energy saving compared to the 

FF and BF solutions was respectively 1% and 2%. Such result is mostly ascribed to the capability of ECRAE 

algorithm of exploiting heterogeneity (i.e., also acceleration provided by special cards). In fact, ECRAE 

heuristic has been able to access accelerated nodes, thus in most cases providing better performance and 

consuming less energy. 

2.3.2 Dynamic workload optimisation 

We performed a set of experiments aimed at demonstrating the scalability of the proposed ES heuristic, 

by increasing the size of the data center and the size of the optimization instances (i.e., the number of 

VMs/LCs to place on the nodes). Also, we measured the execution time required to generate a good 

solution (workload schedule). 
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Figure 2 - Flowgraph for the evolutionary strategy (ES) heuristic used to solve dynamic workload allocation 

Since the workload optimization procedure will take place periodically when already running VMs/LCs 

have been allocated, then we need to simulate such starting condition. To this end, we allowed to 

generate the workload before starting the optimization process. We followed the same procedure 

described in (5). Figure 2 graphically depicts all the operations performed by the optimization process, 

also comprising the initial workload generation (initial population generation). 

Maximum execution time has been kept constant in all the experiments to 300s. Through a preliminary 

set of experiments, we observed that a population (i.e., the set of solutions that are evaluated each 

algorithm iteration) with a size of 8 candidate solutions provided the best trade-off between search space 

exploration speed and the overall execution time. In fact, the larger the population is, the more time is 

required to perform an iteration (i.e., passing from one generation to the next one). Such population size 

also demonstrated to be effective tackling large problems’ instances. For all the experiments we kept the 

saturation level of the servers (used during the workload generation) equals to 0.720 (here we set the 

saturation level for CPU cores and memory equals to each other). Such value also represented a further 

constraint for the ES, which during the solution discovery kept the available resources limited to 72% of 

the maximum one. 

The maximum number of generations (representing one of the stopping criteria) has been set up to 

100000. Such value was large enough to explore the search space even in the case of large problem 

instances (i.e., 2000+ VMs/LCs and 500+ nodes), even though it did not contribute large improvements in 

the final solution efficiency for small instances. In fact, in small instances, the algorithm converged 

towards a good solution very quickly. Moving from one generation to the next is accomplished by applying 

a set of transformations on the candidate solutions, generally referred as ‘genetic operator’. Each 

operator (kind of transformation) is independent from the others and is applied to a candidate solution 



 

19 D5.7 | Power-aware Cloud Model – Final Report 

OPERA: LOw Power Heterogeneous Architecture  for Next Generation of SmaRt Infrastructure

and Platform in Industrial and Societal Applications

following a given probability distribution (for a detailed explanation see deliverable D5.9). Genetic 

operators received a fixed likelihood of being used: after an initial tuning such likelihoods have been fixed 

in a range between 0.12 for the less effective operator and 0.25 for the most effective operator (see 

deliverable D5.9 for the description of 5 such genetic operators actually implemented in our solver). 

As discussed in deliverable D5.9, future improvements of the heuristic will integrate a mechanism to auto-

tune most of the controlling input parameters, such as population size, genetic operator likelihoods, as 

well as an improved restarting mechanism with early detection of premature convergence (i.e., when the 

population diversity falls below a given threshold causing the algorithm to not optimally explore the 

search space). Finally, worth of noting is the fact that in all the experiments the algorithm was run in a 

single threaded mode (in deliverable D5.9 we also discussed possible parallelization strategies). 

Figure 3 shows the trend of the fitness function (i.e., the objective function as described in the 

mathematical formulation of the optimization problem -- see deliverable D5.9, Section 3.1) measuring the 

power consumption of the whole data center for a small instance of the problem. 

 

Figure 3 – Fitness function solving the workload optimization problem with 50 nodes and 150 VMs/LCs. The graph reports 

only the first 10000 iterations since no further improvements were measured  

Similarly, in the case with 200 nodes and 637 VMs/LCs allocated (see Figure 5), the fitness function quickly 

dropped, leaving the algorithm spending large number of iterations to search for incrementally smaller 

improvements. 



 

20 D5.7 | Power-aware Cloud Model – Final Report 

OPERA: LOw Power Heterogeneous Architecture  for Next Generation of SmaRt Infrastructure

and Platform in Industrial and Societal Applications

 

Figure 4 - The fitness trend limiting the iterations to 100 

 

Figure 5 - Fitness trend solving the workload optimization problem with 200 nodes and 637 VMs/LCs. The graph reports 

only the first 50000 iterations since no further improvements were discovered. 

This phase, generally known as exploitation phase (i.e., the process of visiting those regions of a search 

space within the neighborhood of previously visited points) (9), is more complex since the algorithm has 

to carefully apply mutations preserving the goodness of the best solution found. Since, in our case, the 

likelihood of genetic operators is fixed, the exploitation phase on average turned out to be less effective 

than indicated during initial exploration.  

To evaluate the capability of the proposed algorithm to target also larger instances we performed 

experiments with 500 nodes and 1000 nodes; respectively allocating 2394 VMs/LCs and 3252 VMs/LCs.  

Figure 6 and Figure 7 shows the fitness trend for these two cases, respectively. 
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Figure 6 - Fitness trend solving the workload optimization problem with 500 nodes and 2394 VMs/LCs 

 

Figure 7 - Fitness trend solving the problem instance with 1000 nodes and 3252 VMs/LCs 

Besides scalability tests we also tried to compare the behavior of our algorithm with alternatives, such as 

the Best Fit (BF) heuristic. However, a comparison with such alternative approach was not possible since 

it failed to allocate correctly all the VMs/LCs. In fact, what we note is the general inability of the heuristic 

to correctly reallocate all the VMs/LCs being present in the initial workload schedule, due to the absence 

of a migration mechanism (i.e., a mechanism to reschedule previously allocated VMs/LCs on different 

nodes). Thus, we consider the initial workload schedule as the reference value against with to compare 

our (energy)power saving. Table 5 shows the results for all the tests performed. 
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Servers VMs/LCs 
Execution 

Time (avg) 

Initial Power 

Consumption 

Best Final 

Power 

Consumption 

Best Power 

Reduction 

50 150 0.81s 13.809KW 3.638KW 74% 

200 637 13.70s 55.951KW 49.062KW 12% 

500 2394 228.54s 139.223KW 70.638KW 49% 

1000 3252 299.98s 278.684KW 180.271KW 35% 

1000 3252 1633.82s 281.849KW 179.065KW 36.50% 

Table 5 - Performance and scalability test for the proposed ES heuristic 

An alternative approach to solve the workload optimization problem has been presented by Mazumdar 

et al. (5). Using a commercial optimization solver (Gurobi) the authors have been able to discover optimal 

solutions for large instances of the problem (up to 1000 nodes and 1220 VMs). Solutions showed great 

power (energy) savings and reduction of the number of active servers. However, one important point to 

highlight is given by the execution times. Authors tested their approach setting an execution time limits 

to 180s, 300s, 600s and 3600s. The results provided by our ES heuristic are in line with those provided by 

the Gurobi solver (in terms of percentage reduction). For instance, the whole execution of all the 100000 

iterations with the largest problem instance required 1633s (see last row of Table 5, where the algorithm 

has been left to complete all the iterations) and resulted in a reduction of 35% of the overall power 

consumption. However, is still important to note that the nature of ES does not guarantee to find the 

optimum of the objective function. In addition, its stochastic nature also requires multiple runs to be 

executed in order to discover a good solution. Therefore, parallel instances of the algorithms can be run 

on a multicore system to speed up the overall exploration process, as well as it may be of benefit in 

accelerating the algorithm execution using hardware accelerators (GPUs, FPGAs, manycores, etc.). 

Figure 8 shows an example of output of the execution of the single run of the ES heuristic. 

Evolutionary Strategy For Server Workload Optimizat ion  
 
[DBG] debugging mode = enabled  
[DBG] population_size = 8  
[DBG] no_tasks (to read/generate)= 3252  
[DBG] no_servers = 1000  
[DBG] no_task_t = 13  
[DBG] no_server_t = 15  
[DBG] cap_value = 0.720  
[DBG] max generations = 100000  
[DBG] max elapsed time = 300.0  
[DBG] mutation rate (operator 1) = 0.120  
[DBG] mutation rate (operator 2) = 0.160  
[DBG] mutation rate (operator 3) = 0.160  
[DBG] mutation rate (operator 4) = 0.270  
[DBG] mutation rate (operator 5) = 0.250  
[DBG] gen_workload = False  
[INF] reading workload list  
[INF] reading server max load  
[INF] reading task list  
[INF] compute the cap load vector  
[INF] getting current delta vector  
[INF] transferring data on fresh_load data structur e 
[ESS] statistics (task types distribution):  
 … 
[INF] collecting initial efficiency  
[DBG] no. of server types = 15  
[DBG] no. of servers = 1000  
[INF] RUNNING OPTIMIZATION PROCESS  
[INF] up to 0 nodes switched off  
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[INF] restarting population  
[INF] check best agent (without consolidation)  
[INF] current schedule passed the check  
[INF] check best agent (with consolidation)  
[INF] current schedule passed the check  
[INF] up to 2 nodes switched off  
[INF] initial efficiency = 278.684 KW  
[INF] final efficiency = 180.271 KW  
[INF] reduction factor = 0.35  
[INF] elapsed (wall-clock) time = 300.0 sec.  
[TMR] elapsed (real) time = 299.980735 sec.  
[INF] no. of tasks allocate (effective) = 3252  
[INF] no. of iterations elapsed = 18826  
[INF] freeing resources  
[OUT] generating fitness (efficiency) plot script  
[END]  

Figure 8 - Example of the output provided by the execution of the proposed ES heuristic 

Finally, we studied how the processor architecture running the ES influenced the execution time of the 

heuristic. We ran the ES algorithm on both the server machine and on an Apple MacBook Pro (2015) 

laptop (see 2.2). Furthermore, we used the same input parameters (population and maximum number of 

generations) as well as the same initial workload schedule. It is worth noting that we executed the 

algorithms on both the platforms using a single execution thread. Experiments resulted in a larger 

speedup running the ES algorithm on the server machine. Since the server processor runs at slower speed 

when compared to the laptop processor, such result can be ascribed to the larger cache memory available 

on the Intel Xeon class processor. Specifically, the Intel Xeon E5-2630 v4 is equipped with 3 levels of cache 

(L1D$ is large 32 KiB/core, L2$ is large 256 KiB/core, and L3$ is large 25 MiB); on the contrary, Intel Core 

i5-5257U is equipped with 3 levels of cache memory, but with the last one smaller than in the case of the 

Xeon processor (i.e., only 3 MiB). Since the ES algorithm data structures can grow quickly as the number 

of candidate solutions and the problem instance size increase, the larger cache memory in the server 

allowed to keep more data closer to the processing core and resulted in an average speed up of 4x when 

compared to the execution time of the ES algorithm on the laptop. 
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3 VALIDATION OF RESULTS 

3.1 MICRO BENCHMARKS 

The full details of the underlying technologies for cross-architecture container migration are described in 

D5.9. Below is a short summary of the tests we performed to validate each component. 

As described in D5.8, we are interested in the page fault time because this is the largest source of latency 

when performing post-copy container migration. We measured page fault latencies by using micro 

benchmarks. These are reported on briefly in D4.4 and will be expanded upon in D6.5. The page fault 

latency measures the time taken to copy a page of memory from one machine to another. Generally, we 

are interested in the native page size for the target architecture. In the case of heterogeneous 

architectures, we use the lowest common denominator (usually 4KB). 

We validated post-copy migration. Our implementation of post-copy migration is described in D5.9. By 

using TCP/IP, we are able to live migrate a fully functional Redis database using post-copy on both POWER 

and X86 architectures. Using RDMA, we are able to migrate the same Redis database (currently only 

validated on the POWER platform). While technically it is possible to migrate a container across 

heterogeneous architectures, (i.e. from x86 to POWER) we didn’t complete the prototype enough to 

complete that test. Some issues still stand in the way which prevent us from validating our results. One 

such issue is being able to compile the Linux kernel on POWER to support a 4KB page size. Since all 

operating systems must use the same page size to perform a container migration, and the x86 architecture 

doesn’t support the 64KB page size, we must compile the Linux kernel on POWER to use a 4KB page size. 

Unfortunately, this is not a well-tested option, and not all versions of the kernel run correctly with a 4KB 

page size. Another challenge we faced is finding an ARM server that can support RDMA. Our first 

preference would be to plug the Mellanox ConnectX-5 NIC into the PCIe slot of our APM board. The PCIe 

slot is x8 (8 lanes wide) whereas our NIC requires x16 (16 lanes). The next best option would be to use the 

built-in NIC on our APM board that supports RDMA. We were not able to determine if it would work for 

a couple of reasons. First, the software (drivers) seem like they are not fully developed, and they are no 

longer being supported by APM. Therefore, compiling the OFED suite (which contains the APIs required 

to execute RDMA verbs) would be quite a challenge, and may require considerable development to bring 

it to a point that it works reliably. The next issue is the cabling. Since we are trying to connect a 10Gbps 

board using RJ45 (copper) to the Mellanox card using a SPF+ connector (fibre optics) we would have to 

use a switch that is able to support both kinds of connections (which is expensive, and not available). 

We validated the cross-ISA compiler. The compiler itself can only run on an x86 system, and it can produce 

executables that can be migrated between x86 and ARM platforms. There are several limitations of the 

compiler as it is currently implemented, but with some workarounds, we are able to build Redis as a 

migratable executable. The live migration of Redis has been shown to be successful from an x86 platform 

to an ARM platform. 

3.2 VDI USE CASE 

We tested the subset of VDI applications that were selected in part I of the project (see deliverables D2.1, 

D5.1 and D7.7 for the final selection). These applications were first containerized using LXC (as described 

in D5.6). The efficiency of the containerized applications was measured against the baseline which was 

using traditional VMs. The results were quite positive and were reported in deliverable D7.8 Virtual 

Desktop Use Case 2. 

The results show that for a constant CPU load (55%) the average consumption per user goes down when 

deploying the application on containers rather than VMs. As a result, the same data center can serve more 

clients with the same power budget or serve the same number of clients with a reduced power budget. 
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3.3 VM ZERO-COPY 

One other avenue that we explored was to see if we could further reduce the overhead of a VM to bring 

the performance closer to that of a container. There has been a resurgence of interest in this topic recently 

due to the perception that containers are less secure than VMs (10) (11) (12) (13) (14) (15) (16). According 

to this perception, some people have been researching ways to combine the convenience of containers 

with the security of VMs in what are called “unikernels”. These unikernels may replace traditional VMs 

for many use cases, since they are more lightweight and faster to deploy. The fact that they require fewer 

resources contributes to reducing the energy consumption, since the density (i.e. number of unikernels 

that can be deployed on a single host) can be increased considerably. Moreover, we discovered some 

cloud management tools (such as OpenStack) have limited support for containers, but fully support VMs. 

In such a case, it would be advantageous to be able to implement the microservices paradigm by using 

VMs (as unikernels). 

We identified that one source of overhead when running VMs comes from network traffic processing by 

the KVM hypervisor. In that scenario, network traffic is received by the hypervisor on behalf of a VM, and 

is copied to memory buffers that are owned and allocated by the host kernel. As shown in Figure 9, a 

software switch in the host network stack then decides which VM the data belongs to and copies the data 

to a set of buffers owned by the guest. During our initial experiments, we determined that the copy time 

can be up to 50% of the total processing time of the packet, for large packet sizes. 

We aimed to reduce this processing time overhead by foregoing the copy step. Instead, we set up a 

mechanism by which the data would be received at the physical NIC directly into buffers owned by the 

guest VM. To do so, we had to modify the way the NIC driver allocates the buffers for the receive channel, 

and instead be able to accept buffers posted by the VM, by way of the Virtio protocol. In our particular 

implementation, we modified the vhost in-kernel implementation of Virtio. Our modifications are shown 

in Figure 10. 

 

Figure 9 - Mechanism for steering network traffic among running VMs 
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Figure 10 - Modification to virtio to support VM owned buffers for network traffic 

In our first iteration of the zero-copy implementation, we observed low throughput (~4 Gbps) relative to 

legacy mergeable buffers (~9 Gbps). By tracing (using the ftrace tool), we observed that buffers filled by 

the Ethernet driver were not handled quickly enough by the vhost thread. This prevented the vhost thread 

from requesting more buffers from the guest, and eventually the Ethernet driver ran out of buffers. At 

the same time, the vhost receive queue was very full (and even overflowed at times) which lead us to 

realize the vhost thread was not handling the buffers as quickly as it should. We discovered that the vhost 

thread was running on the same CPU as the soft interrupt thread of the Ethernet driver, which was a 

higher priority. Therefore, the vhost thread did not get to run as long as data kept arriving on the Ethernet 

channel. To solve this problem, we turned off irq balancing so that the Ethernet software interrupts would 

likely run on the same CPU. We then assigned the vhost thread to a different CPU, in order to avoid 

contention. As a result, we achieved throughput with zero-copy almost on par with legacy (~9 Gbps). This 

points to an issue with the priorities or scheduling of the vhost thread that should have been allocated its 

own CPU. 

On reflecting why we might be using more CPU than the baseline, we note that we have up to 8x more 

vhost descriptors being used (one descriptor per 4K page instead of per 32K). We note also that we only 

utilize 1500 bytes out of every 4K buffer provided by the guest. The virtio_net driver in the guest (included 

in the QEMU measurement) must process all these buffers that are only 1/3 filled, whereas in legacy, due 

to the copy, buffers are fuller when processed by QEMU, and many fewer vhost descriptors are used. 

Despite this being less space efficient, we do not see a noticeable effect on the guest processing. However, 

this does not explain the higher CPU usage in the hypervisor by the vhost thread. 

In order to measure the overall CPU usage (consumed by the guest thread, the vhost thread, and the 

software interrupt thread), we invert the measurement by looking at the CPU idle value of the host 

system. The method with the greatest CPU idle value uses the least amount of overall CPU. Here, our zero-

copy implementation (87.5% idle) is quite comparable but does not show improvement over the legacy 

implementation (88% idle). 

We conclude that the potential savings in CPU usage from our current implementation of zero-copy is 

cancelled out by the extra overhead needed for QEMU/virtio to process the extra vhost descriptors (4K 

vs 32K buffers) and the under-utilization of the space in the 4K buffers. We believe that by addressing 

these inefficiencies, zero-copy can still show an advantage over the existing mergeable buffers. 
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4 CONCLUSION 

The ECRAE orchestrator is a power-aware scheduler module used by cloud management software. We 

have implemented the orchestrator by using some online algorithms as well as heuristics to solve a 

complex scheduling problem in real-time. While the results are not optimal, they are substantially better 

than the state-of-the-art. The ECRAE allocations resulted in 30% of energy saving when compared to 

solutions provided by first fit, and 45.2% over the best fit solutions. 

These results were validated by modelling a heterogeneous data center using a CloudSimPlus simulator. 

Several variables were modified in the model to evaluate the power-aware scheduling algorithm across a 

range of configurations. We have shown that the results are positive in most cases, in both static and 

dynamic configurations. 

The scheduling algorithm still depends on the container migration mechanism to implement its decisions. 

Therefore, we have measured our optimizations to remote page faults which is the main barrier to post-

copy container migration. We show that we can reduce page fault latency (thereby reducing service 

downtime during migration), at least for 4KB memory pages by using RDMA. This is evidence that we can 

move containers within the data center with a relatively low cost in order to implement power 

management policies. 

Finally, we attempt to reduce I/O overhead in the KVM hypervisor by removing the copy from host buffers 

to guest buffers. This is in order to support unikernels, which are starting to be used in place of containers 

for certain workloads. Unfortunately, our implementation added nearly as much overhead as it removed, 

rendering our solution as break-even in terms of performance. 
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