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EXECUTIVE SUMMARY
Position of the Deliverable within OPERA Project

The OPERA Project is funded by the European Union through the Horizon 2020 Research and Innovation
Programme under the grant agreement No. 688386.
The aim of OPERA is to create a cooperative, secure, reliable, customized, and low power computing
platform that can address the challenges imposed by the future convergence of data centre computing,
high performance domain, and embedded devices and sensors.
OPERA project aims at supporting these ambitious challenges with technological innovation on three main
aspects:
1. Design next generation Low Power (LP) and Ultra-Low Power (ULP) systems;
2. Improve energy efficiency in computing by means of heterogeneous architectures;
3. Provide smart and energy efficient solutions for the interaction between embedded smart systems
and remote small form-factor data centres.
This specific Deliverable (D4.3 – Analyses of energy efficiency) is created under leadership of Nallatech
with contributions from most partners.
Description of the deliverable
The Energy Efficiency Models chosen for use in the OPERA project use cases are detailed in deliverable
D4.1 [10]. These different models were formed based on choices in the demarcation of the project and
its use cases.
This deliverable describes how these models were applied for the different project use cases and the
corresponding results given the status of the project uses cases at the time of the completion of this
deliverable.
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1 INTRODUCTION
For each use case the application of the energy efficiency metrics is described providing data on the
effectiveness of the various OPERA innovations. This work is divided amongst the following OPERA use
cases.
1.1

USE CASE 1; TRAFFIC MANAGEMENT CAMERA

The first use case in the OPERA project involves the development of an Ultra-Low Power autonomous
camera that can detect and act upon certain traffic events. Currently Le Département de l’Isère in France
manages 5100km interurban roads, which include roads where energy and data grids are not available.
Le Département de l’Isère already operates a technological platform to manage the road traffic: its traffic
management centre (TMC) is equipped with a traffic management making decision tool, and monitors
around 110 traffic sensors, 50 video cameras and 50 variable message signs. The cameras currently in use
are all connected to the energy grid and a data network. The camera’s continuously stream video to the
TMC. None of these cameras have any autonomous decision capability.
1.2

USE CASE 2; TRUCK USE CASE

This use case involves an emergency response truck operated by the Italian agency called “Protezione
Civile”. In case of a national emergency of any type (earthquake, floods, forest fires and so on), whenever
it is necessary to help an affected population, the truck is driven to the immediate area and acts as a
communication and command centre.
While the emergency response truck operates as a mobile data centre, containing 3 full sized equipment
racks with communication related electronics, the OPERA project is concerned only with the elements
involved with management of the radio communication and the conversion of aerial photographs into
“orthophotos 1 ” which are then joined in an orthographic map format. These aerial photographs are
obtained by a drone that is part of the trucks equipment and the orthographic map, detailing for example
damage to infrastructure is among the first tangible products produced by the deployment of the truck
to a disaster area.
1.3

USE CASE 3; VDI

The third use case for the OPERA project is the deployment of the heterogeneous OPERA solution in the
core of a virtual desktop infrastructure solution.
CSI Piemonte, one of the OPERA partners, manages about 14.000 workplaces that customers use to access
not only to remote services but also to local ones, for instance web applications, e-mail, printers, network
disk, USB devices and so on. Many of these workplaces are traditional “fat clients”, these are workstations
that have a fully functional Operating system and many applications installed locally.
To simplify management and reduce cost, over the past years, CSI Piemonte has transitioned a substantial
number of users onto a VDI environment.

1

An orthophoto, orthophotograph or orthoimage is an aerial photograph or image geometrically corrected ("orthorectified")
such that the scale is uniform: the photo has the same lack of distortion as a map. Unlike an uncorrected aerial photograph, an
orthophotograph can be used to measure true distances, because it is an accurate representation of the Earth's surface, having
been adjusted for topographic relief,[1] lens distortion, and camera tilt (Wikipedia, 2017).
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2 USE CASE 1 - TRAFFIC MANAGEMENT CAMERA METHODOLOGY
2.1

OVERVIEW

This section describes the how the baseline measurements were derived for the traffic monitoring use
case based on the systems deployed at the Département de L’Isere traffic management centre. Much of
this systems component energy usage is unknown and is also deemed unobtainable, for these elements
estimations have been made The uncertainty in these estimations is indicated with an error margin. The
OPERA camera system is not a replacement for the current functionality of the Traffic Management Centre
(TMC) but will instead open entirely new ways of looking at the traffic situations in and around Grenoble.
2.2

CURRENT SYSTEM VERSUS OPERA SOLUTION

When describing the baseline for OPERA it is important to carefully consider the current system as this
differs significantly from the solution proposed by OPERA and makes the baseline difficult to define. The
current system requires a large infrastructure to support the “human factor” in the detection system in
an air-conditioned office, whereas the OPERA system is automated and distributed. To define the baseline
we must take into consideration this infrastructure to fairly compare performance, but defining this
baseline is non-trivial.
2.3

TRAFFIC MONITORING CENTRE BASELINE

It is important to note that the “départment de L’Isere” TMC center is housed in a large office building
together with various other TMC’s from different departments.

Figure 1 : Traffic Monitoring Centre (Grenoble)

This includes:
•
•
•
•

Public transportation inside the city (managed by the public transport company) (TMC 1)
Highways (managed by central government) (TMC 2)
School bus system surrounding Grenoble (by Dep. L’Isere) (TMC 2)
Secondary road system (by Dep. L’Isere) (TMC 3)

The various users of building shares many functions that play a role in the total energy use of the building,
Elevators, lighting, reception, climate control etc. Most noteworthy in the current discussion is that
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a) building cooling system is based on a cold water generator (aka Chiller), this water is used by the
various Air Handling Units (AHU) that cool the separate datacenters (DC) for TMC’s 1,2, and the
combined DC for TMC’s 3+4.
b) Emergency power is supplied by a diesel generator that services the entire building. This
generator suffers from a lack of capacity and led to the decision that the afore mentioned chiller
system which uses a very large amount of energy is NOT connected to the emergency power.
The lack of capacity in the emergency generator has a severe impact on the survival time of the
datacenter. Due to lack of cooling, the datacenters need to shut down quickly (within several minutes) in
case of a power outage.

Measuring the power requirements of the TMC to create the baseline is not directly possible. There is no
submetering of electrical energy present at the site, hence the following is based on estimations.

Figure 2 : Current System (Baseline)

The TMC uses 60 cameras that capture video and send this data to the TMC 24 hours a day. Different
cameras are in use, but the most commonly used is the 24 Watt Bosch Autodome 7000. The camera’s use
more power when heating is turned on, but this part will be neglected since the OPERA solution does not
include heating.
2.3.1.1 Transport Network Baseline
It is important to consider the power required to transport data from the remote cameras to the TMC.
This is not possible to measure directly, so an estimate is made based on existing research.
The camera’s generate 300 Kb/s data streams over third party networks. To estimate the energy
associated with the data transport we refer to “Fatemeh Jalai and Rodnet S. Tucker” “Fog Computing May
Help To Save Energy in Cloud Computing”[1]. This article was published in 2016 and may not represent
state of art systems in 2018.
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Figure 3 : Table showing typical energy per bit.

The same article states that there on average 3-5 routers between devices and datacenters. We will
assume 2 edge and 1 core router, giving 67 nJ per bit. At 300 Kb/s this results in 300 X 103 X 67 X 10-9 =
0.02 (Watt). These numbers are however based on a maximum throughput of the network. Since the
current video streams are less then 3 Mb per second, these don’t get near the maximum throughput that
the links are capable of.
A more realistic approach is therefore to use a much more averaged number based on realistic usage.
Such a study has been compiled by Louise Krug, Mark Shackleton and Fabrice Saffre, titled Understanding
the environmental costs of fixed line networking. This article was published through the ACM digital
library. In this article, UK statistics on both network usage and power usage were combined to give us the
following table (Louise Krug, 2014)[15].

Figure 4 : Energy requirements per bit for difference access types

The ADSL routers in this case include the wireless access that is common in residential. Access and
backhaul networks for PSTN and DSL are based on legacy telephone networks. The differences in energy
per bit are in this case a result from the average network traffic generated by the specific access type.
Since the cameras are not fiber based, the best-case scenario is to use the ADSL total, 93 micro Joules per
bit
3 ∗ 10 ∗ 93 ∗ 10

27.9

As is apparent from the two sources, the energy use associated to the transport network is very hard to
estimate. Given the elements that are present in the network flow, namely at minimum an edge router
for each individual camera connected to a shared access layer with routing to the TMC datacenter, the
0.02W is certainly incorrect. We will make the assumption that 30 Watt averaged power draw is the more
realistic estimation but will include a 50% error margin to indicate the uncertainty in this number.

These video streams are stored, making it possible to view a limited time period into the past, but mostly,
human operators look at up to 15 camera feeds in real time on a large video screen. Which of the camera
feeds that are actually monitored is up to the experience of the human operator, the traffic manager
(TrM). 15 simultaneous video streams is currently the technical limit of the video display logic.
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It is obvious that the current way of working does not scale to 100’s of cameras located on a much wider
network of roads then currently managed. Even today, only a subset of the camera locations is used at
any given time.

The TMC is only manned during office hours. On indication of emergency services, TrM’s have the ability
to access cameras from workstations located at home, however this is only done when there are others
indicating problems on a managed road section.

Given this situation it is determined that the most honest approach at comparing the OPERA solution with
the current situation is to determine the baseline using 1/15 of the daytime energy use, i.e. one camera,
of the TMC, adding the estimation for the transport network and the information about the currently used
cameras.
2.3.2 TMC redundancy
TMC 3 and TMC 4 are managed from the same data center, this is a complicating factor because it’s not
possible to separate the energy used by these TMC’s. As stated earlier, the Chiller is an attribute that is
shared between all the users of the building, complicating the calculations further.

Figure 5 : TMC 3 and 4 redundancy

Redundancy for the TMC operations is created through the use of a backup datacenter. These datacenters
are each capable of running the entire IT load. The servers are currently used in an Active-Active mode,
meaning workload is shared across the two datacenters. The Camera feeds are passed to the primary
location through the third party network. All data is then copied to the backup site through the private
links between the two datacenters. There is only one TMC, the backup location does provide the IT
services but does not have a video screen.
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Figure 6 : TMC backup configuration

In case of downtime at the primary locations, IT functions are maintained and TMC personal can log into
the secondary location from their home workstations. The third-party network provider will route all
network traffic directly to the secondary datacenter.
In order to level the playing field, we have to consider that the OPERA solution does not have the need
for the video screen, and data analysis done by the offloading (moonshot) facility is not time critical. As
long as alarms are forwarded to TMC personal and pictures forwarded to the TMC by the opera solution
are stored the OPERA solution will be fully functional. Currently however, the OPERA solution is not
designed with even this limited redundancy, we will therefor again limit the baseline to the primary
datacenter only.
2.3.3 Measuring TMC equipment energy consumption
When visiting the datacenter on October 5th 2017, issues with the datacenter provided an opportunity to
switch certain equipment on and off while reading the output power of the UPS system.
The following data was obtained:

Equipment

Power

Video Screens (TMC3)

1.5 kW

Video Screens (TMC4)

2.6 kW

Total UPS power

9.8 kW
Table 1 : TMC Power Consumption

From this we conclude that IT power usage (5th October 2017 at 14:54) equals 5.7 kW for TMC 3 and 4
together. These measurements are without power to the cooling and the conversion losses in the UPS.
The current load is very low, the UPS is a 40 KVA unit. A reasonable assumption at these load levels is a
conversion loss of 10%. (Kutsmeda, 2015) [2]

As stated, estimating the energy associated with the cooling of the datacenter is hard, however, Certios
has extensive experience surveying datacenters in the Netherlands, including datacenters with a
comparable design. Based on this experience, several factors were identified resulting in the conclusion
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that the cooling in the datacenter is running at low efficiency. Low efficiency is represented by the total
PUE of the primary datacenter.
It is estimated that this PUE is greater than 2, this is a reasonable assumption since the datacenter does
not incorporate any of the best practices as published in the European code of conduct for datacenters.
(EU-JRC, 2016) [3]
A recent study published by the joint research center of the European commission (JRC) showed the
distribution of PUE in datacenters that are members of the CoC. (Maria Avgerinou, 2017,10)[4] The result
is shown in the figure below
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Figure 7 : Distribution of PUE in datacentres

It is reasonable to assume that the Isere datacenter would compare with the datacentres in the higher
PUE ranges, to limit the lower bound error in this assumption we will use PUE = 2.
This working method creates a higher certainty on the minimum energy use of the TMC and thus prevents
overstating the efficiency effect that the OPERA solution will bring. Total heat dissipation in the datacenter
and therefore power for cooling can be calculated as follows…
5.6

0.56

!

10%

6.16

Total datacenter use for two systems is simply double this figure, i.e. 12.32 kW.
By lack of a better method for allocating energy to the different TMC’s we assume that half of the
datacenter usage is associated with TMC 3 and the other half associated with TMC 4. In order to allocate
this to an individual camera we will divide this power by the total number of cameras connected to the
datacenter: 60. Again, as with the transport network, this number contains large uncertainties, the PUE,
division of power to the datacenter between the two functional units (TMC 3 and 4), allocation of all the
power to the camera function are important factors. Since the errors in each of these factors are unknown
a worse case overall error in the reported value of 25% is assumed.
When we total all of this using the system based boundaries as discussed in D4.1 [10] (figure 1).
We get the following baseline figures:
Element

Average power

Error margin

Camera

22 W

+- 2 W

Transport network

30 W

+- 15 W

Datacenter IT (1/60th of total)

110 W

+- 27 W

Video wall (1/15th of total)

180 W

+- 3 W

Total Per Camera

342 W

+- 47 W

Table 2 : TMC baseline figures

D4.3 | Analyses of the energy efficiency

21

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

In accordance with D4.1 [10] the efficiency will be reported in kWh/day. Since the original camera has a
non-fluctuating power draw, a 10 hour working day results in…
3.4

$%

&

'( )%

*

2.3.4 Antenna baseline
OPERA features a novel solution to reduce the power of Wi-Fi transmission using reconfigurable
directional antennas.
Standard built-in antennas are designed to radiate energy in almost any direction (omnidirectional like).
This effect is undesirable, since the overall energy is not directed towards the desired direction, hence
energy is wasted limiting channel capacity.
A wireless sensor system equipped with a reconfigurable directive antenna has two complementary
advantages over one with a standard (omnidirectional) antenna.
•

•

For a given link distance, a directive antenna-based system requires a lower transmit power. As a
result, a directive antenna based system can maintain the same data rate as a standard system
(i.e. both transmit and receive). The power consumption of the overall antenna system is
proportional to the transmitted power.
If transmit power is limited due to environmental reasons, a directive antenna-based system can
focus the available energy in a particular direction, allowing higher data rates than if
omnidirectional. This implies that a given quantity of information can be transferred in a shorter
time, saving energy.

These two advantages can be combined to either increase range or save power.
As a baseline we selected the commercial radio ST 802.11b/g with built-in antenna described in D3.1,
paragraph 3.3.
The consumption of the baseline module was measured in laboratory by means of an oscilloscope and
the measurement results are reported in Figure 8.
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Figure 8 : Consumption of the baseline radio module.

Figure 8 shows the power consumption of the baseline radio module when configured in idle state, i.e.
waiting to receive data (85.7 mA) and when transmitting information. In the latter case, the transmit
power can be configured from 0 to 18dBm (this is an intrinsic characteristic of the radio module) and the
current absorption directly depends upon it.
2.3.5 Energy savings due to transmit power reduction (fixed data rate).
Lowering the transmit power is one way to save energy. This option relies on antenna directivity.
First, we consider a point-to-point communication which is composed of a transmitter and a receiver with
built-in antennas (standard system). Then, we consider the same link with a transmitter and a receiver
equipped with directive reconfigurable antennas. Figure 9 illustrates the Receive Signal Strength
Indication (RSSI) at parity of transmit power (which was set to the maximum value 18dBm) and in function
of the distance for two different links (i.e., with standard antennas and reconfigurable directive antennas).
The computation was calculated using the link-budget eq. 1-2 demonstrated in Sec. 8 of deliverable D.3.4.

Figure 9 : Link-Budget estimation at 2.44GHz for two different configurations of antennas and parity of transmit power
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A significant point of the link budget comparison analysis is that the reconfigurable antenna link can lower
the transmit power and/or increase the data rate with respect to a standard link. The related saving in
transmit power is obtained by equating the RSSI, which yields…
+
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Where RSSI is the receive power, 5 6 and 5 6 are the directivities of the transmitter and receiver
respectively. The wording Std and Rec are used to distinguish between standard and reconfigurable link
parameters. This power saving is directly related to the gain difference between the antennas of the
reconfigurable and the standard links and gives an indication to the extent at which the transmit power
(i.e. RF input to the antenna) can be lowered. However, Eq. 1 is only valid when both ,-- ./0 and
,-- 234 are above the safety margin (i.e. RSSI level that guarantee link operation).
As the ,-- ./0 goes under the safety margin line (i.e. the standard link does not guarantee operation) the
power saving is subjected to a falloff in distance. Such a situation can be described by…
+

(

where ( is the distance, while the - 8 )9

- 8 )9
'

'

1 ,--

234

2

is obtained by adding 20dB to the receiver sensitivity.

In conclusion to this section, we illustrated that, communication links equipped with directive antennas
can generate advantages in term of power consumption (i.e., reducing the transmit power). Figure 9
shows at 1 km distance the standard link does not guarantee operation even at maximum transmit power
(maximum consumption of the radio module). The link configured with reconfigurable directive antenna
was able to maintain a connection with less power, saving energy.

2.3.6 Energy Saving for equal transmit power and variable data rate
A second way to save energy is through increasing the data rate. Indeed, as long as the power absorbed
by the radio module does not depend on data rate, the energy required to transmit a certain amount of
data is reduced since the transmit time is lowered. This happens by increasing the data rate. The rate is
automatically negotiated during the communication handshake and is a function of the received RSSI.
Figure 10 illustrates data rate gaps as the required RSSI level to achieve a specific rate. The threshold
values are obtained by summing 20dB to each rate sensitivity (to guarantee a real margin).
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Figure 10 : Link-Budget estimation at 2.44GHz for two different configurations of antennas and parity of transmit power
(data rate gaps)

Figure 10 shows at a distance of 600m the standard link will automatically setup the rate at 1Mbps, instead
the reconfigurable link will employ the maximum rate 54Mbps. Such a difference in the data rate greatly
reduces the transmission time.
2.3.7 ULP platforms power measurements
The development of the ULP devices is based on two different platforms developed by ST. The first, named
SecSoC, is used for video processing systems based on classic image processing. The second platform,
named Orlando, supports the execution of image processing features based on convolutional neural
networks.
In terms of power consumption, the two platforms present different characteristics that require a
different approach for power measurement. Both devices have elements that are not required by the use
case and this is most significant for the Orlando board.
The two different platforms have been employed in two different test sites, with different objectives. The
following description will take care also of the different location of the platforms.
2.3.8 SecSoc device power measurements
This section describes the methods used to measure and analysis the energy efficiency savings achieved
by the OPERA systems. The ULP node installed at test site is depicted in Figure 11.
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Figure 11 : ULP node structure on test site 1 (SecSoC)

Usually the system is powered by two USB cables, connected to a mini-PC used for debugging (a detailed
description of the platform can be found in deliverables D3.2, D3.6 and D3.7). In this configuration the
mini-PC can flash new code onto the SecSoC board and read debug messages from both the SecSoC and
the Nucleo.
The power meter system described in D3.6, paragraph 2.3, has been completed with measurements on
site and with further measurements in the lab.
There are different configurations that can be adopted for the components of the system that affect
power. The default configuration is to power the full system from a single battery, recharged by a power
harvesting system (solar panel). The consumption of this configuration can be easily measured, but it does
not allow the evaluation of the single components, that is required to isolation the consumption of debug
subsystems, not needed in the final product. It also required for the elaboration of power saving
strategies, i.e. switching off parts of the system when not needed.
Given these assumptions, the power measurement strategies adopted were…
•
•

•

Measure the power drained by the USB power source connected to the SecSoC, configuring the
system for a single source of power. Measuring the power at the ULP node and at the basement
of the pole produced different results. The points of measure are depicted in Figure 12.
Measure the power drained by the USB power source connected to the SecSoC, configuring the
system for multiple sources of power (two USB ports). In this case the two measures provide the
split between the power consumed by the SecSoC and the power consumed by the communication
subsystem. This analysis is particularly useful because the communication system can be switched
off when no detection is available to be sent.
Connect the SecSoC to an alternative power supply and measure from the alternative power
supply the consumption. In this case the Nucleo can be powered by the SecSoC or by its USB port.
The difference with the previous strategies is that in this case the SecSoC debug subsystem
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consumption is not measured, as it is provided only by USB, and it can be excluded by the overall
power consumption estimation.

Figure 12 : Installation and test points on Test Site 1

The tools used to the measure the power drained by the USB cable are depicted in the following pictures.
In Figure 13 the USB power is measured at the base of the installation. The power of the ULP devices was
directly measured in the same way. In this case the test didn’t reveal any detection, because to access the
box on top of the pole it had to lowered with the camera pointing away from the road. In any case the
power used for computation is the same and the power used to transmit the alert for the related image
is negligible due to its very short duration.
The comparison between the two measures revealed a loss of ≈89 mA on the 12 metre USB cable.
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Figure 13 : Power Measurement tool at Basement

In Figure 13 the power measuring tool is applied to the USB cable connected to the SecSoC on the top of
the pole. The USB provided is also powering the Nucleo and Wi-Fi elements (1). The other USB cable (3)
is connected to the Nucleo only for debugging purposes. In this case the USB cable under measurement
is powering everything, except the debug subsystem of the Nucleo. The modified USB cable (2) was used
to extract the ampere used to power the ULP node and transmit the information to the measuring tool.
The tool selected for the in field testing was a National Instruments device capable of retrieving the amps
consumed at a frequency of 1Hz. The reference to the device can be found here
http://www.ni.com/pdf/manuals/373061f.pdf [6]
The second and third measuring strategies have been implemented in LAB, with the configuration showed
in the following Figure 14.

Figure 14 : LAB power measurements equipment

In Figure 14 the point (1) represents the alternative power supplier. In this case the device used (2)
provides directly the power, with a voltage of 5v0, equal to the voltage provided by a USB port. The same
tool measures the ampere consumed by the device.
The tool used for this measurement strategy (2) is the Agilent Technologies U3606A multimeter/power
supplier. The details can be found here https://www.farnell.com/datasheets/1818524.pdf [7]
2.3.9 Orlando CNN application power measurements
The power measurements strategies for the SecSoc and Orlando platform are quite similar, with an
important difference. The Board developed for the Orlando SoC is not designed for power saving, so the
measurements taken from the USB cable are not significant of the consumption of a real device. Regarding
the configuration of the Nucleo and the transmission elements, it is representative the first installation
site (SecSoc).
In order to provide an evaluation of the Orlando SoC consumption, a specific Tool for Ampere
measurement is employed, considering the power drained only by the Orlando SoC.
The tool used is an accurate Current Probe Rohde & Schwatz model RT-ZC30 [5] (https://cdn.rohdeschwarz.com/pws/dl_downloads/dl_common_library/dl_manuals/gb_1/r/rt_zcxx/RTZC30_UserManual_en_02.pdf). The amperemeter is connected to an oscilloscope Rohde & Schwartz
HM03004. The full lab equipment is depicted in Figure 15.
D4.3 | Analyses of the energy efficiency

28

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

Figure 15 : Orlando measurement system

2.3.10 Radio prototype power measurement technique
The setup for power consumption measurements is summarized in Figure 16. A small sense resistance
(2.8Ω) is placed in series to the positive 5V cables which supply the radio prototype. The prototype
includes the micro-controller (NUCLEO), the radio module (IEEE802.11) and the antenna (built-in standard
or developed one). A high impedance oscilloscope (1MΩ), has been exploited as a probe in parallel to the
sense resistance to measure the voltage drop. Since the voltage drop is proportional to the absorbed
current, the latter is estimated by simply dividing the voltage drop with the sense resistance.

D4.3 | Analyses of the energy efficiency

29

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

Figure 16 : Setup to measure the power consumption of the radio prototypes

2.3.11 CNN offload on Moonshot
To improve the capability of the OPERA system and further demonstrate heterogeneity, the Moonshot
server together with FPGA accelerator was used to offload more complicated image recognition
techniques that the Orlando device was not able to implement due to limitations in its compute
performance.

Element

Power

M510 cartridge at load (CPU)

62 W

M510 cartridge at load (RAM)

44 W

FPGA

23 – 45 Watts

Chassis components (Switches, fans, etc)

40 W

Total

191 W
Table 3 : Typical Power consumption of Moonshot server components

2.3.12 FPGA CNN offload energy monitoring techniques
The power monitoring IP described in OPERA deliverable D6.6 was used to closely monitor the effect on
power of different FPGA implementations of the CNN code. This allowed designs to be tailored not only
for minimum processing time, but also for minimum overall power consumption.
The Binary CNN approach is described in deliverable D6.8. As this approach is dominated by integer
additions, the bit width of the additions dominates the power consumption of the design. Reducing the
scaling factor prior to the additions reduces the number of bits that will be toggled, therefore reducing
power. This will be at the expense of accuracy of result.
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3 USE CASE 2 - TRUCK USE CASE METHODOLOGY
3.1

BASELINE MEASUREMENTS

The baseline for the Orthophoto equipment in the truck use case is described in OPERA deliverable D2.1
section 3.2.8. It consists of different hardware and software to the final system developed as part of the
OPERA project. The original hardware requires 4.2 kWh to elaborate the images the using PhotoScanPro
software, including the radio and Dominio servers running in parallel. To provide a trustworthy and fair
comparison among the different configurations over the project, for all the measurements we considered
the same set of photos to elaborate the same orthophoto.
The second baseline to consider is the Moonshot server performance without the GPU, so that GPU
acceleration can be measured. This is described in the OPERA deliverable D6.3 [12] chapter 2.

Configuration

Energy Consumption

Original CSI configuration

4.20 kWh

Moonshot with PhotoscanPro without GPU

1.03 kWh

Mooonshot with PhotoscanPro with GPU (Nvidia P4)

0.87 kWh

Table 4 : Baseline performance with and without GPU

The Nvidia P4 (Figure 17) is a state of the art GPU card used for demonstrating reduced energy
consumption through heterogeneity. It has also been used as a benchmark for the FPGA CNN offload.

Figure 17 : P4 Low profile for GPU card

Feature

Specification

Single-Precision Performance

5.5 TeraFLOPS*

Integer Operations (INT8)

22 TOP* (Tera-Operations per Second)

GPU Memory

8 GB

Memory Bandwidth

192 GB/s

Max Power

50 to 75W (Depending on PCIe Slot)
Table 5 : P4 Specifications
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3.2

FPGA BASELINE

An OpenSource alternative to the professional software PhotoScan Pro was required in order to
investigate FPGA acceleration of the Orthophoto process. The replacement system uses the MICMAC
software (see OPERA deliverable D6.8). As with GPU acceleration only certain code is suitable for
offloading from the CPU. Due the complexity of the MICMAC software the project focused on one of more
heavily used algorithms that can be easily isolated. This was the Approximate Nearest Neighbour (ANN)
algorithm, also described in D6.8. Here the baseline is the original MICMAC implementation with
maximum compiler acceleration applied without the FPGA present. D6.8 describes the initial results for
offloading the FPGA design, with improvements due to energy analysis described in this document.
The implementation of ANN code has been improved since the publication of D6.8, with changes detailed
in D6.7.
To measure the changes in the performance due to the required resources of the FPGA design, a baseline
is required for the lower and upper bounds of the FPGA power when using the OpenCL compiler. This
required the generation of an empty (lower bound design) and cooker design (upper bound design)
designed to flip as many gates as possible to generate a high-power draw.
The bottom line for the baseline is the static power consumed by the FPGA when it is programmed with
the base OpenCL BSP (Board Support Package) only (Table 6). This measures the static power of the FPGA
logic required for the memory, serial connections, ARM processor and PCIe interface, that are always
present regardless of whether they are used or not.
As the BSP developed for OPERA followed the Intel design guidelines, the overall board logic can be
measured using the Intel OpenCL “aocl diagnose” utility.

Core Voltage (Volts)

Current Draw (Amps)

385-O Power (W)

Die Temperature
(degrees Celsius)

11.64

1.98

23

54

Table 6 : Minimum power draw of 385-O device when programmed with base aocx

Table 6 shows the voltage, current, power for the entire accelerator card, including memories, serial
connectors, etc.

FPGA Power (W)

Card Components (W)

13.5

9.5

Table 7 : Minimum power draw of only the FPGA device when programmed with base aocx

Table 7 shows the breakdown of this power reading between the FPGA and the onboard components.
3.2.1 Cooker Test
The Cooker design uses the HDL library feature of the OpenCL tool flow to include Verilog HDL code
containing IP that implements M20Ks, LUT groups and DSP components as part of a cooker core. Each
core is designed to toggle register states and signal inputs every clock cycle, i.e. nearly 100% toggle rate.
Typical designs exhibit a 1 in 8 or 12.5% toggle rate.
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Multiple cores are created to generate a high-power draw on the FPGA device. These cores can be
individually turned on and off to allow a gradual increase in dynamic power. The code is designed to
compile at high clock frequency to ensure maximum power draw. The resources of this design, including
OpenCL wrapper logic, are listed in Table 8.

Logic

DSPs

RAM Blocks

Clock Frequency

Number of Burn
Cores

44%

30%

33%

350 MHz

512

Table 8 : Resource of cooker test OpenCL design

The number of cores was limited to 512, anymore would pull too much power and cause the card to
shutdown to avoid damage to the FPGA.

Figure 18 : Cooker test floorplan on 385-O FPGA

Figure 18 is the floorplan of the cooker test used to create the upper bound of the FPGA power draw. The
areas in purple are the OpenCL BSP design. This has been shown in Table 6 to require 23 Watts. The area
in blue is the logic generated by the cooker IP. As can be seen in the floorplan the device is mostly full
and, combined with a high design clock frequency, is a good representation of the maximum power draw
an OpenCL design can produce.
Currently there is not possibility to dynamically remove power from the Moonshot PCIe slot. With
modifications to the system Firmware it may be possible to achieve this result. However, there was no
guarantees that this complex task would actually work, hence this these changes were not implemented.
3.2.2 Cooker Test Results
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Figure 19 illustrates the power draw of the cooker test with different number of cores active. The variation
in each power measurement is due to the variation of the data flowing through each cooker test core
(burner).
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Figure 19 : Power measurements taken with 32, 128 and 512 burner cores active over time (microseconds)

Using these results, we can state that the power draw for an FPGA design using the SOC FPGA device
should be in the range of 23 – 45 Watts. Increasing the number of burners beyond 512 caused the FPGA
power alarm to be triggered, at which point the FPGA card will gracefully shutdown.
3.2.3 Power monitoring power footprint
Having the ARM processor constantly providing power measurements introduces an extra power draw
from the FPGA card. This can be highlighted by measuring the power of the card with the powering
monitoring software on and off. This was done whilst the CNN binary was programmed into the card. The
errors in measuring the board power were too great to witness any discernible difference with the power
monitoring software on or off. Hence, it can be assumed that the software consumes a negligible amount
of power.

3.3

MEASURING MOONSHOT POWER IN RELATION TO MICMAC/PHOTOSCAN

The measuring of the truck use-case is detailed in deliverable D6.8 in paragraph 6.2 and 6.3. The method
consisted on profiling the application to understand which were the top-functions. By leveraging perf tool
and Redfish, we are able to have a complete understanding of the energy consumption at a system level
but also for the main components (CPU, memory and FPGA).
3.3.1 Methods used to guide improvements to hardware.
During the project we considered different scenarios with the aim to define the baseline and to follow a
specific path to achieve our target.
At the beginning of the project in the paragraph 3.2.2 Baseline System in D2.1 Use Cases and Requirements
1 we established how to define the baseline and our target for this use case. For the baseline we selected
a cluster of 137 photos to elaborate the orthophoto with the SOTA infrastructure and measured the power
consumption and elaboration time. During the I° and the II° cycles we set up different configuration that
are described in chapter 3 I° cycle Details of D7.4 Truck Use Case I and in chapter 2 II° Cycle Details of D7.5
[11] Truck Use Case II.
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In details, we can see these configurations:
-

MICMAC and PhotoScanPro on MacBook: We installed on the MacBook both MICMAC and
PhotoScanPro, for each one we repeated the same orthophoto elaboration as the baseline. The
aim is to verify that with MICMAC there is no advantage in terms of energy consumption or in
terms of elaboration time.
Configuration

Elaboration Time

Energy Consumption

MICMAC on MacBook

198 h

10237 Wh

PhotoScanPro on MacBook

74.5 h

4969 Wh

Table 9 : MICMAC vs PhotoScanPro on MacBook

Table 9 shows that MICMAC is in fact slower and therefore offers no advantage over the original
system.
-

Other Services on HPE Chassis: Two virtual machines were installed on HPE hardware to host the
RADIO and DOMINIO services. In this way, it’s possible to compare the other services energy
efficiency for the two configurations: SOTA infrastructure vs OPERA solution.
Configuration

Energy Consumption

Other Services on SOTA

3969 Wh

Other Service on OPERA solution

275 Wh

Table 10 : Other services SOTA vs OPERA

It can be seen from Table 10 that the virtualization on OPERA infrastructure reduced the energy
consumption.
-

MICMAC on HPE Chassis without FPGA card: MICMAC was installed on the OPERA Solution without
FPGA card, to define the performance gap between the target system and the original, and
compare against SOTA.
Configuration

Elaboration Time

Energy Consumption

MICMAC on OPERA solution

18,3 h

2497 Wh

PhotoScanPro on SOTA

11 h

4200 Wh

Table 11 : MICMAC on OPERA vs PhotoScanPro on SOTA

The OPERA solution without heterogeneous architecture requires more time to complete the
same elaboration, however it requires less energy.
-

PhotoscanPro with and without FPGA card: As reported in D7.5 [11], during the II° Cycle we faced
an obstacle with the MICMAC porting to the FPGA card. For this reason, we adopted a different
approach with the aim to improve the SOTA results and equally to guarantee the presence of
heterogeneous architecture. Specifically, during the II° Cycle we substituted the FPGA Card with a
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GPU card (NVidia P4) using PhotoScanPro (instead of MICMAC). We measured the orthophoto
elaboration with and without this additional card.

Configuration

Elaboration Time

Energy Consumption

PhotoScanPro without
heterogeneous architecture

10 h

1030 Wh

PhotoScanPro with
heterogeneous architecture

6h

870 Wh

Table 12 : PhotoScanPro with and without heterogeneous architecture

We can see that heterogeneous architecture guarantees better performance in terms of both elaboration
time and of energy consumption.
3.3.2 Redfish Support
Redfish is a rapidly growing management API for Datacentres. Its adoption is being pushed by large
industry leaders to replace existing unsecured and obsolete standards such as SNMP and IPMI. Redfish
being a young standard, there are still missing features in order to provide administrators with a complete
experience of management.
OPERA has decided to embrace Redfish from the beginning and apply necessary changes to enable power
and thermal monitoring of components such as Nallatech FPGA board. Redfish schema has been detailed
in the Appendix section of Deliverable D6.9 [8].
The monitoring is one of the function which is being actively discussed at the moment. A draft proposal
on telemetry service for Redfish has been submitted to the consortium in April 2017.
https://www.dmtf.org/documents/redfish/redfish-telemetry-proposal-09a

Following this proposal which is being actively push by Intel, Dell and HPE, a task force has published a
whitepaper in January 2018 to explain how this implementation could happen.
https://www.dmtf.org/documents/redfish-spmf/redfish-telemetry-white-paper-010a

The definition of the optional Telemetry Service is being dictated by the need of providing better
monitoring for the system and its components. The current implantation of monitoring, represented in
Figure 20, is relatively rigid and require heavy modification of the schemas. On top of this, it does not
enable users:
•
•
•

to specify additional metric characteristics
to obtain a group of metrics
to configure triggers for a metric
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Figure 20 : Redfish monitoring as of today

As telemetry service is not yet implemented, OPERA will continue to work on its own implementation but
in a lighter way, knowing it will be replaced by a cleaner and more flexible implementation, as represented
in Figure 21.

Figure 21 : Redfish monitoring with Telemetry Service

NALL has made available to the consortium a tool to easily retrieve FPGA monitoring data from SYSFS. The
principles of that tool sysfsOpenclMonitor are documented in Deliverable D6.6. The Redfish wrapper used
to publish data into ILO Redfish interface will reuse that tool, together with the HPE Redfish library.
A new provider will be added to ILO Redfish for Nallatech and entries for some of the sensors will be
created. We will keep VCC_12V0 and 12V_CURRENT to calculate the power consumption in Watt, as well
as the temperature. Other readings listed below are not relevant to OPERA monitoring.
•
•
•
•

OFFSET_VCC_12V0 : 11.649859 V
OFFSET_VCC_0V95 : 0.948706 V
OFFSET_VCCT_1V0 : 1.023748 V
OFFSET_MEM_1V2 : 1.198236 V
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•
•
•
•
•
•

OFFSET_VCCR_1V0 : 1.020697 V
OFFSET_VCC_2V5 : 2.498360 V
OFFSET_VCC_1V8 : 1.833961 V
OFFSET_VCC_5V0 : 5.015022 V
OFFSET_12V_CURRENT : 1.847419
OFFSET_TEMPERATURE : 51.960938 degC

A new provider will be created specifically for Nallatech FPGA. Monitoring data related to this provider
will be made available from /redfish/v1/Systems/1/Nallatech.
HPE will be creating the wrapper to make the link between data read from SYSFS by sysfsOpenclMonitor
and the ILO interface. Monitoring data will be temporary stored in the 4GB NAND attached to the ILO
device. To avoid wear-out of this storage element, it has been decided to limit the refresh rate to 30
seconds.

Figure 22 : HPE ILO, Redfish producer

If a better refresh rate is needed, the limit can be lower down to a few seconds. HPE will be implementing
additional technics to limit redundant publishing of data and avoid NAND wear-out.
The data made available by Nallatech will be rounded to 2 meaningful digits and a MD5 will be calculated.
The MD5 will be recorded on the ETag section of the JSON and the if-non-match function will be used on
the PUT command to ensure n-1 and n MD5 numbers are different before publishing.
Implementation details, JSON files and monitoring service will be made available as part of Deliverable
D6.9 [8]. To retrieve the FPGA monitoring data from ILO redfish, any REST client can be used. For instance,
by using ilorest CLI, you can perform a GET and retrieve FPGA data.
root@el4000-slot3 ~ $ ilorest rawget --service /redfish/v1/Systems/1/Nallatech
iLOrest : RESTful Interface Tool version 2.3
Copyright (c) 2014, 2018 Hewlett Packard Enterprise Development LP
---------------------------------------------------------------------------------------------[200] The operation completed successfully.
{u'@odata.type': u'#NALL.v_1_0.NALL', u'CURRENT': u'1.89', u'WATT': u'22.43', u'TEMP': u'45.74', u'VOLT': u'11.87'}
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4 USE CASE 3 - VDI METHODOLOGY
4.1

SOFTWARE/HARDWARE

The VDI use case was setup to demonstrate workload management in a heterogeneous environment. It
also uses modern power management features that are a part of the HPE Moonshot system. This last part
is shown by the power draw in idle situation, but these features are not a part of the OPERA development.
The objective of OPERA is to be independent of these features and further lower the depth of the near
idle power draw situation by moving applications in this situation, where input queues are empty, to a
very low power system of low capability. The near idle workload might still generate a measurable CPU
load on this low capability system.

To demonstrate this, OPERA developed:
1. A cross platform compiler; this is not a direct energy efficiency method but is needed for
the ability to do post copy migrations over heterogeneous nodes. This can be found in D5.9
[14]
2. A workload manager, which is responsible to take decisions both during the initial
application components (static allocation strategy) and dynamically migrating
microservices over time, whenever the workload changes to keep the data centre status
balanced. This work is detailed in deliverable D5.8 [13] and D5.9 [14].
3. A method for post-copy migration (also in D5.9 [14]).

4.1.1 Software methods
Memory huge pages are considered as one of many limited resources modern computers have. Using
huge pages could save in runtime and energy consumption as well. Predicting the energy consumption, a
workload can save by using the huge pages limited resource, could be beneficial to wise allocate this
limited resource among few workloads. One challenge for doing this prediction is that not all modern
processors can measure the energy consumption. We present other metrics that give an accurate
estimation to the percentage that workloads can save when using huge pages.

4.1.2 Performance Counters
Energy consumption and other metrics could be sampled and estimated with high accuracy in modern
CPUs. Hardware performance counters are a set of special-purpose registers built into modern
microprocessors to count specific activities in hardware, such as total CPU cycles. These counters are used
sometimes to conduct low-level performance analysis. Compared to software profilers, hardware
counters provide low-overhead access to CPU's functional units, caches and main memory etc. Another
benefit of using them is that no source code modifications are needed in general and they can be used
with any closed binaries.

4.1.3 DTLB-LOAD/STORE-PAGE-WALK CYCLE
The main counters and hardware events used are the DTLB_LOAD_MISSES:WALK_DURATION and
DTLB_STORE_MISSES:WALK_DURATION, which count the total cycles the Page Miss Handler (PMH) is
busy with page walks for memory load and store accesses, accordingly.
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4.1.4 perf tool
Perf tool is a performance analyzing tool in Linux, available from Linux kernel version 2.6.31. The userspace controlling utility, named perf, is accessed from the command line and provides a number of
subcommands; it is capable of statistical profiling of the entire system (both kernel and user-land code).
For OPERA, perf was used to monitor hardware performance counters of CPU cycles, energy consumption,
and page-walk cycles.
4.1.5 Energy Events & RAPL
The toolset created for OPERA collects energy events and page-walk-duration events. Currently, the Intel®
RAPL interface is used to collect energy events, hence this can only be done when running on Intel
processors.
Starting from Intel® Sandy Bridge processors, Intel introduced the Running Average Power Limit
(RAPL) interface for exposing power meters and power limits.
RAPL provides a set of counters providing energy and power consumption information. RAPL is not an
analogue power meter, but rather uses a software power model. This software power model estimates
energy usage by using hardware performance counters and I/O models. Based on Intel measurements,
they match actual power measurements. [8, 9]
There are, currently, three available ways to read RAPL counters:
1.
2.
3.
4.

Using raw-access to the underlying MSRs under /dev/msr.
Reading the files under /sys/class/powercap/intel-rapl/intel-rapl:<socket-number>
This was introduced in Linux 3.13
Using the perf tool, starting from Linux 3.14.

We use the perf tool, in our work, for reading energy counters.
4.1.6 Hardware methods
After selecting the Mellanox ConnectX-5 as the new hardware, we wanted to know if RDMA (RoCE) and
Ethernet have any particular differences in power consumption at runtime. According to our original plan
with the FPGA, we were to rely on the onboard power sensors that were included in Nallatech’s design of
the card. Unfortunately, the Mellanox card does not have any such sensors, forcing us to rely on external
measurements. That means we are only able to take coarse measurements of the entire server while it is
operating. During the experimentation, we came across an idea to measure GPU cards more precisely by
using external equipment. The idea featured on “Tom’s Hardware” blog [9], is to isolate the 12V power
supply lines that are feeding the card. On the GPU card, there are 2 separate power supplies (through the
PCIe bus, and directly from the power supply through an external connector) but our setup is simpler,
relying only on the power coming from the PCIe bus.
We made an attempt to use a technique similar to what's described in Tom’s Hardware page on measuring
the GPU. Despite several attempts, we acknowledge the lack of skill to build such an interposer, and were
unable to complete the measurement successfully. Therefore, we were forced to rely on the more coarsegrained measurements taken of the server as a whole. The results from those measurements showed that
the differences in power consumption of the card are insignificant between ‘idle’ and ‘transmit’ modes.
The overall fluctuations of the server show a much wider range than the differences of just the NIC alone.
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Below are some photographs of how we built the PCIe interposer, and its installation inside the POWER8
server with the Mellanox ConnectX-5 card.

pins 2 & 3 raised on side B

Tinning the pins

Wires attached to the pins
and protected with silicone

Card attached to riser and
ready for installation in the
server

Table 13 : Building PCIe interposer for power monitoring

D4.3 | Analyses of the energy efficiency

41

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

5 EXPERIMENTS AND RESULTS USE CASE 1 - TRAFFIC MANAGEMENT
CAMERA
5.1

DESIGN EVOLUTION

The first evaluations of the power consumption of the various elements that composes the ULP node
suggested several strategies for an optimization of the power consumption. The video detector and
computing core, designed to be low power, are by necessity always turned on, executing the detection of
the different events (traffic congestion, wrong way vehicles, and bicycles).
The communication elements, including the directional antenna, do not directly introduce a system that
consumes less than the standard commercial Wi-Fi devices, however by optimizing the transmission
dynamically it can reach greater distances with the same amount of power. Unlike the computing core,
the communication does not need 24 hour operation. Messages from the ULP device are only sent when
an event triggers the need for such a message. This observation opens an avenue for energy savings by
managing the power to the communication elements.
Considering the goal of autonomy of the entire ULP device we need to adopt strategies in order to increase
such autonomy. The optimization of the software execution has been conducted during the development.
The operating frequencies of the different elements of the computing platform (core, hardware
accelerators, and video sensor) have been tuned for an optimized detection. The evaluation of the
consumption of the SecSoC has been further reduced considering…
•

•

•

The power cost of debug messages needed for development purposes can be ignored and removed
from the final counting. For demonstration the power still remains attached to the USB, however the
power of the SecSoC can be estimated from alternative sources. In Figure 23 the subsystem is
highlighted.
The cost of other elements not needed for the operation of the ULP node can be considered, but in
this case it is more difficult to measure the specific contribution. In general, considering the datasheet
of the elements, we can consider that 20mA are required for the LEDs.
If the Nucleo is not connected to a USB port, accessory elements on the Nucleo are powered by the
SecSoC. Specifically the section that is used for the debug (Figure 23). In this case these elements
should be measured to exclude them to the computing power budget. These elements should be
considered only when a single source of power is provided.
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Figure 23 : SecSoC FTDI subsystem

Apart from these evaluations, the greater power saving strategy is related to the discontinuous use of the
communication module. In this case it is needed only when an event is detected.

Figure 24 : Nucleo L476RG with ST-LINK/V2-1 debugger/programmer
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As a result of the component power measurements, a specific hardware subsystem has been
implemented in order to control the power supplied to the Nucleo by the SecSoC. This functionality is
managed with a dedicated USB supply switch driven with a SecSoc General Purpose IO (GPIO). In this way
the SecSoC can easily manage the power ON or power Off of the whole WiFi module, including the Nucleo
board. The USB supply switch is based on NCP380 (Power-Distribution Switches of ON Semicondutors). A
complete reference of this subsystem cab be found in the OPERA deliverable D3.7 “ULP hardware
integration – final”. The subsystem is attached to a GPIO of the SecSoC, so that the application running on
it can control the specific pin and switch on the USB power of the Nucleo only when needed.
The following measurements have been performed with the Wrong Way Detection algorithm executed
on the SecSoC.

Figure 25 : Extract of the measurements of ULP node

All the measurements reported in Figure 25 have been acquired using a National Instruments device
connected to a USB port of the SecSoC in during the first stage of testing and then connected to the
Nucleo during the second stage of testing.
A similar campaign has been conducted on the same hardware configuration, with the congestion
detection application loaded. The results of these measurements are reported in the following table.
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Element measured (on its
USB)

Current (mA)

Current (mA)

Nucleo on Reset

Wi-Fi working

Configuration

Wrong Way Detection
SecSoC

258

316

USB Nucleo not connected,
Nucleo power from SecSoC

SecSoC

221

276

USB Nucleo connected,
Nucleo power from SecSoC

SecSoC

197

Wi-Fi power provided
by Nucleo USB – not
measured

USB Nucleo not connected,
Nucleo power from
external USB source

SecSoC

184

Wi-Fi power provided
by Nucleo USB – not
measured

USB Nucleo connected,
Nucleo power from
external USB

Nucleo

0

Without SecSoC
powering the Wi-Fi it
is not working

USB SecSoC not connected,
Nucleo power from SecSoC

Nucleo

45

Wi-Fi powered by
SecSoC – not
measured

USB SecSoC connected,
Nucleo power from SecSoC

Nucleo

94

154

USB SecSoC connected,
Nucleo power from USB

Table 14 : power measures on USB ports of blocks

Another set of measurements have been conducted on the SecSoC using the power supply attached to
the battery input of the SecSoC instead of the USB. These measurements have been done in order to
evaluate the consumption due to the FDTI and USB modules that are used only in debug mode, and not
needed for the execution of the node. The current consumed by this submodule retrieved by these
measurements is 79mA, at 5v0 of input voltage. We can consider that this value can be removed from the
SecSoC power consumption.
Considering the total power consumption of 316 mA, we can remove the 79mA used for FTDI. Given the
consumption of the Nucleo is 154mA, the remaining power of the SecSoC is 83mA.

Element

Consumption

SecSoC (without FTDI) for wrong way detection

83 mA

FTDI subsystem

79 mA

Nucleo on reset

40 mA

Nucleo and Wi-Fi

154mA

Table 15 : Power consumption of ULP blocks

Considering mean values, FTDI subsystem and the consumption of Nucleo on reset can be ignored, the
Nucleo will be switched off when not in use, the overall power consumption can be represented with the
following equation…
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Considering that the Nucleo needs to work for 30 seconds for wake up and transmission of the detected
event, then with 4 events per day the consumption of the system will be…
+ *

83 ∙ 5

154 ∙ 5 ∙

0.5 ∙ 4
60 ∙ 24

416*

If the Nucleo remains switched on all the time, the overall power consumption is 1185 mW. The duty cycle
in this case allows the power saving of 769 mW.
5.1.1 Orlando power measures
In this case the same approach related to the communication part is adopted. The power consumption of
the Orlando must be managed differently, as the board has been designed for debugging purposes of the
Orlando SoC, but not designed to work in a low power mode. In this case it is more difficult to identify
elements that will not be used in a potential product, or in a more optimized prototype.
The measurement strategy adopted, briefly described in 2.3.9, is based on the measure of the entire board
and the parallel measure of the consumption of the SoC, where the computation happens. In a product
based on this chip and without all the ancillary debug components, most of the power will be consumed
here.
The results of the SoC power consumption measurements are presented in Figure 26 and Figure 27.

Figure 26 : Orlando SoC power consumption measurement (full)

In Figure 26 the current probe detects the ampere consumed by the Orlando SoC for 12 second. The
analysis shows regular peaks of consumption, related to a specific part of the image processing phase.
The peaks are regular, each 1.11 seconds, and can be included in the average value of the consumption.
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Figure 27 : Orlando SoC power consumption measurement (detail)

The Orlando SoC is powered with a voltage of 1.09V.
The peak current is 1.04 Amperes which implies a power consumption of 1.33 W, while the overall average
is 0.57 mA, with a power of 0.62 W.
The total consumption of the Orlando board, acquired both on the test site 2 and in LAB, has been
evaluated with the following measurements…

Figure 28 : Orlando power measures by USB port

The first section (1) represents the power provided to the Orlando and Nucleo system when the Orlando
is powered off and the Nucleo unplugged. The second section (2) represents the same measurement with
the Nucleo plugged into another USB port. The third (3) section is the start-up phase of the Orlando, while
the last one (4) represents the full system working. The system is power by the USB at 5.0V.
The same test has been executed measuring the power supplied to the Nucleo (Figure 29).
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Figure 29 : Nucleo power measures by USB port

The first area (1) is the power consumed by the Nucleo when the Orlando has not yet started and
corresponds to area (2) in Figure 28. The second area is the start-up phase of the Orlando, corresponding
to the preceding area (3). The last period corresponds to the normal operation, (4) in the preceding
diagram.

phase

mA from Orlando USB

mA from Nucleo USB

Total consumption (W)

Nucleo only execution

107

81

0.94

Start-up of Orlando

171

108

1.39

Normal execution

198

124

1.61

Table 16 : report on Orlando and Nucleo power consumption

To elaborate the power management strategy, the consumption of only the Orlando is depicted (Figure
30).

Figure 30 : Orlando (alone) power measures by USB port
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The first stage is the power drained by the board in stopped mode, at the beginning (1). When the Orlando
execution is started, the consumption increases, and it is presented at point (2). The third point (3)
represents normal execution, but without the transmission of the data as the Nucleo was not connected
during this test.
Comparing this measurement with the results of the test on the SoC, shows that the SoC consumes 0.62W
running the specific cycle counting application and the entire board consumes 1.85W.
5.1.2 Evaluation of the energy efficiency
Both the baseline energy use and the OPERA replacement energy use will be measured/attributed to the
road management function of a single camera and reported in kWh.
AA
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DIRECTIONAL ANTENNA PERFORMANCE VERSUS CONVENTIONAL ANTENNA

Two installation sites were used to validate the performance of the directional antenna, focusing on
various aspects of the technology.
•
•

Installation Site-1 required a wide coverage wireless link (1 km), thus it has been selected as an
ideal case for validating the “energy savings due to transmit power reduction (fixed data rate)”
option.
Site-2 has a relatively short distance (less than 5 m), thus it has been selected for verifying the
“energy saving for equal transmit power and variable data rate” option.

For each site we developed a custom reconfigurable directive antenna (please refer to D3.4), thus we
report in Figure 31 the measured power consumption of developed radio prototypes with respect the
baseline radio (with the built-in antenna). We can state that the implemented reconfigurable antenna
technology does not impact on the static power consumption of the radio system.

Figure 31 : Power consumption of the different antenna implementations
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5.2.1 Site-1: Transmit power reduction
On this site we attempted to exploit a transmit power reduction with the purpose of minimizing the power
consumption of the radio usage. In Figure 9, at 1 km link distance, the standard link is not able to operate,
i.e. although the transmit power is configured to the maximum the quality of the received signal results
to be under the safety margin threshold. If we consider the link equipped with reconfigurable directive
antennas (with the same transmit power), the quality of the received signal is over threshold. This means
that, we can exploit this excess gain to reduce the transmit power and therefore reducing the
consumption. This process has been empirically validated in field with a fine tuning on the transmit power.
Practically speaking, we reduced the transmit power until the wireless link would stop working. In
conclusion, we found that a transmit power of 9 dBm gives a stable and working wireless link. This allowed
a power reduction in the wireless node transmission of the 22%, as computed with Equation 1 (See Figure
31).
+

B 18(7* 1 B 9(7*
6100
B 18(7*

Equation 1 : Transmission power saving

22%

5.2.2 Site-2: Variable data rate
On site 2, due to the relatively short-distance, it is the best use-case to test energy saving due to variable
data rate, i.e. saving energy by faster transmission. The current hardware configuration is characterized
by a limited data rate, (i.e. a long latency between the transmission of consecutive frames has been
found), which prevented a full test of the reconfigurable directive antenna capabilities and its power
saving benefits. The actual data rate is constant. Several tests established that the latency limitations are
imposed by the current interface between the STM32 Nucleo micro-controller and the IEEE 802.11 b/g
Wi-Fi radio module. Specifically, the interface between these two modules supports a slow data transfer
which impacts on the overall transmission capabilities.
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5.3

CNN OFFLOAD

Figure 32 : CNN offload from ULP to FPGA

Aside from the communication workload management features described in the previous paragraph, the
computational workload management feature of the camera is proven by the offload estimator; in the
bicycle counting use case. The application logic will determine that an image is complex and start the
offload process (Figure 32).
The decision to do this is based on the fact that the Camera, in order to be autonomous (see deliverable
D4.2 energy harvesting) needs to stay significantly below 1 Watt average power draw. Analysis of complex
images would require the implementation of the full YOLO v3 CNN network (See D6.7 for more details).
This is a more complicated network with significantly improved accuracy However, for this network more
CPU power and memory would be required than is available on the Orlando board. Hence, it must be
offloaded.
A description of the CNN offload is presented in D3.8.
The offloading itself is again an example of heterogeneity.
5.3.1 FPGA Offload Power Measurements
The power consumed by the Moonshot server used in offload is fixed and the total energy consumptions
can only be reduced by reducing elaboration time. In this respect the FPGA was configured with the bare
minimum functionality to implement the YOLO v3 network.
The opportunity was taken to investigate the effects on power for different FPGA design approaches.
Table 17 shows an example of how the power varies with data for FPGA CNN. For more information
regarding the implementation of this kernel see deliverable D6.7. The x axis of the graph is the kernel id
being executed. The y axis is the average power measured during each kernel execution. As the power
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varies slightly from one run to the next, due to when the power is sampled, several passes were made to
obtain an average illustrated by the black line.

Image being processed

Power (W)
33

Blank Image

32
31
30
29
28
27
26
25
1 5 9 13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73
34
33
32
31
30
29
28
27
26
25
1 5 9 13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73
33
32
31
30
29
28
27
26
25
1 5 9 13 17 21 25 29 33 37 41 45 49 53 57 61 65 69 73

Table 17 : Average power of OpenCL kernels for different input data

It can be seen from Table 17 that the power draw fluctuates by a few watts for different kernels depending
upon the input data. What is clear is the first kernel draws significantly less power. This is because the
first convolution layer has only 3 input filters and therefore cannot make use of all 32 parallel input paths
available in the FPGA design. Hence the first kernel has only 9% of the convolution logic active at any one
time, hence the dynamic power is lower.
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This analysis of the power profile highlights the capability of the system to identify potential power
hotspots of a few watts variation (10-20%). For CNN code the dynamic power variation is small compared
to other factors described in 5.3.2.

5.3.2 CNN Joules Per Image Processed
This section looks at the total power consumption of the FPGA whilst processing an image, i.e. the
variation in power versus different precisions and accuracies is explored.

Figure 33 : Images per joule

Figure 33 shows the energy in joules consumed by the FPGA to process an image. This includes all energy
consumed by DDR memories, PCIe logic and FPGA device. The speed up from using 4 CNN cores, recorded
in D6.7, was only 20%. The increased power required by the doubling of FPGA compute logic almost
removes any benefit in terms of power. As the FPGA compute performance improves the compute
remaining on the CPU starts to become significant. Hence, the improvement in acceleration from 2 cores
to 4 cores is not linear. Figure 33 also shows the same code compiled for Nvidia P4 card, that represents
the state of the art technology for low power CNN inference at the time of publication of this deliverable.
The first P4 column represents the energy per image when compiling without using the on device integer
operation (INT8) optimisations, the second with optimisations turned on.
The P4 is designed from the ground up to target deep learning inference. It this therefore inevitable it
should outperform a generic FPGA device. However, with the binarized optimisations (See D6.7) the FPGA
is not far behind.
It is also worth noting the SOC device used for OPERA is not the optimum FPGA for CNN processing nor
the state of art as of the end of the OPERA project. Stratix 10 FPGA accelerators should available mid to
late 2018 and offer 6x improvement over the FPGA used here, albeit at a significant higher power
footprint. This should be sufficient for the latest FPGA’s to surpass the energy efficiency of the P4 card.
5.3.3 Measuring effects on dynamic power through varying bit width
The FPGA implementation of the binary convolutions include a large amount of integer accumulations.
The width of these accumulations can be reduced at the expense of accuracy. The effect on power is
illustrated in figures Figure 34 and Figure 35.
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Figure 34 : Effects of data bit width on power on a kernel by kernel basis for 1 image

Figure 35 : Accumulated energy (Joules) per for different bit width of data

These figures show the reduction in power consumption due a reduction in bit logic is negligible. It’s likely
the control logic, memory accesses (internal and external) and PCIe interface switching dwarfs the power
consumed for switching bits for this design. However, as can be seen from the cooker test (see section
3.2.2), this will not be the case for all codes.
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6 EXPERIMENTS AND RESULTS USE CASE 2 - TRUCK
6.1

OVERALL USE CASE RESULTS

In this section we summarize the outcomes achieved with OPERA in terms of energy consumption
highlighting the main results measured in different scenarios. As a first step we define which scenarios
are helpful to describe OPERA improvements, specifically, they are:
•
•
•
•

Baseline (paragraph 3.2.2 Baseline System in D2.1 Use Cases and Requirements 1).
MICMAC with low power server (chapter 3 I° cycle Details of D7.4 Truck Use Case I).
PhotoScanPro with low power server (chapter 2 II° Cycle Details of D7.5 Truck Use Case II) .
PhotoscanPro with low power server + GPU card (chapter 2 II° Cycle Details of D7.5 Truck Use Case
II) . It highlights the improvements due to heterogeneous architecture.

Figure 36 compares the power consumption for the different scenarios when processing the same
collection of orthophotos.

Figure 36 : Power draw over OPERA

It can be seen that it’s possible to reduce the energy consumption using the low power server and
MICMAC, however the best solution is to use the PhotoScanPro software with GPU acceleration.
The functional unit for this metric is the output, namely a single orthographic map which is created by
processing aerial photographs taken by a drone. For consistency, the EEOrthomap will be reported by creating
a reference map.
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That means the inverse of consumed energy for this use case, for this reason in Figure 36 we reported the
Energy.
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The current system used for elaborating the orthomap images also provides other services. For this reason
we also consider a second energy efficiency parameter for these additional consumers of power…
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We measured in D7.4 this value for the SOTA solution:
Baseline EETruck Radio = 11h / (11h * 2*0,18 kW) = 2,77
and also for OPERA solution:
OPERA EETruck Radio = 11h / (11h * 2*0,025 kW) = 20

The objective of the OPERA project was to focus on improving the elaboration of the Orthophotos, hence
not much effort was focused on improving the other components, such as the radio communication
software.
More details about Energy Efficiency parameters are reported in D4.1 [10].
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6.2

MEASUREMENTS & PERFORMANCE (FPGA OFFLOAD)

For the FPGA offload it is necessary to use the MICMAC software stack due to the closed nature of the
PhotoScanPro software.
MICMAC consists of many software applications, some of which are viable of FPGA acceleration. The ANN
function was identified as one such acceleration candidate and was the focus of performance analysis of
the CPU and FPGA heterogeneity.
The power usage recorded by the ILO during the ANN MICMAC calculation shows the complete energy
consumption for the chassis and the components available inside of it. A chassis power of 175W was
recorded on the power supplies. This is split between:

•
•
•

M510 cartridge at load: 44W (RAM) + 62W (CPU)
FPGA: 22-45W (Depending upon design load)
Chassis components (switches, fans, …): around 40W

CPU and memory package energy consumption have been measured using the monitoring tool based on
the perf tool. The script leveraged hardware counters which provide better granularity than Redfish with
accurate readings and short sample rates.
The power consumption of the chassis components is predominately fixed and cannot be affected
significantly by the software design. The only way to reduce power is to reduce the total compute time,
therefore reducing the overall power consumption. However, the FPGA power consumption can vary up
to 100% depending upon the load (See section 3.2.2).
The following sections detail the experiments performed to first analyse the power consumption of the
FPGA and therefore direct any performance improvements via changes to the FPGA kernel design if
required.
6.3

FPGA KERNEL DESIGN DECISIONS BASED ON POWER MONITORING METHODS

This section details the effects on power measured caused by the data processed and the design of the
FPGA kernels. As described in the cooker test for the FPGA, the power measurements can vary significantly
depending upon what is active in the FPGA.
6.3.1 ANN FPGA power measurements
FPGA’s have the capability to vary the bit precision of calculations, at the expense of accuracy, to reduce
the resources required by an FPGA design. The core component of the ANN kernel is a distance calculation
of a 128 dimensional vector…
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where ‘i’ is the dimension and A, B are two points in 128-dimensional space.
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As the algorithm is comparing distances only, we can drop the square root from the calculation and use
only squared distances for comparison.

If converted to an integer calculation the bit width of the multiplication and summations can be reduced.
Firstly, the multiplication is reduced to 16 bits. In Arria-10 FPGAs this allows a single DSP component to
perform two multiplications, as well as the first accumulation. As this is a well-defined computation it
makes sense to use a HDL library to ensure bits are only used where necessary. More details on this HDL
component are available in D6.7.

Multiple versions of the ANN acceleration were created with varying amounts of parallelism.

Version

Clock Freq (MHz)

Average Power
(W)

Compute Time

Joules

12 Parallel
distances

218

29.2

0.741

21.63

16 Parallel
distances

234

28.2

0.546

15.39

20 Parallel
distances

193

28.0

0.560

15.93

24 Parallel
distances

195

28.4

0.485

13.77

Table 18 : Energy consumption for different ANN implementations

Table 18 shows the total energy consumption for different implementations of the ANN kernel. The
version with 12 parallel distance calculations requires more power than the faster 16 parallel kernel
version. This is because the memory configuration of this kernel was inefficient due to the odd number of
memory channels used in its design, which caused the OpenCL compiler to create an inefficient memory
topology that used significantly more M20K memories. Ultimately, the design with the most
parallelisation proved to be the most efficient, although the increase was not linear (See Figure 37).

Figure 37 : ANN energy use (Joules) and compute time (seconds) for 12, 16, 20 and 24 parallel distances
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7 EXPERIMENTS AND RESULTS USE CASE 3 - VDI
7.1.1 Postcopy migration performance
Postcopy does not provide any “power benefits”. However, it can be said that the power consumption
has not been increased by the use of the Mellanox card, since it (or something very similar) is already in
use in the majority of data center servers.
As written in D4.4, the purpose of postcopy migration is to enable effective workload management inside
a cluster. When you can migrate applications (or components) at will, it allows the development of
algorithms for cluster management without worrying so much about the cost of individual migrations, or
the impact on the network traffic that migrations are going to cause. It does this by reducing the downtime
of applications and reducing the bandwidth demands on the network by breaking up the transfers into
smaller pieces (often a single page). The drawback to this technique is the sensitivity to the latency. More
details on this subject are to be found in D6.5.

7.1.2 VDI Load generation results
Initially the low power server was used only with RDS and SaaS applications on virtual machines. In the
second phase containerisation was introduced, as described in paragraph 3.2 Massive Stress Test – LXC in
D7.8 Virtual Desktop Use Case 2 without the cross platform.
Table 19 compares these measurements with the baseline and the same applications using KVM instead
of LXC:

Configuration

Concurrent end users

Energy Efficiency (users
days per kWh)

Baseline

240

7

SaaS – KVM – Low power

1000

109,3

SaaS – LXC – Low power

1400

141,8

Table 19 : VDI use case improvements

The functional unit for this metric will therefore be one day of VDI services provided per single logged on
user as fraction of the maximum number of supported users.
To quantify the efficiency differences, the following energy efficiency metric will be used:
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The Energy Efficiency is significantly improved versus the baseline (described in D4.1 [10] Report on energy
efficiency metrics) on the low power sever and is further enhanced by containerisation.
During the last phase of the project, the cross platform compiler will also be tested. In this phase of the
project the final scenarios for VDI use case (as described in D7.8) will be created. HPE also have an ARM
Moonshot cartridge that can be used to test movement between x86 and ARM. To date the ARM cartridge
has been used as a standalone server and not as an OpenStack compute node, however it was possible to
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simulate a workload comparable with the test for SaaS application described in D7.8, using the command
“stress”. In idle condition of the ARM cartridge consumed 43W and 72W when active.

Average Power consumption – ARM = (43W*64%) + (72W*36%) = 53,44 W

This value must be confirmed using the Chaos Engineering discipline planned during November 2018. With
future measurements it will be possible to define the Energy Efficiency, which is currently not possible as
the stress command can’t establish the number of concurrent end users, just the workload.
7.1.3 TLB Metrics Measurements
To measure the overhead of page walks on runtime and energy, memory intensive workloads were
profiled and runtime/energy-consumption as a function of page walks duration measured.
The profiling work was done by running the workload several times, and in each run, our tool configures
the system and the workload to work with different number of each page size.
To produce plots with several different data points, workloads were run while backing the allocated
memory with four different huge page configurations:
1. Backing the workload memory with base pages, and according to our assumptions, this run will
have the longest runtime.
2. Backing the workload memory with huge pages of size 1GB, and according to our assumptions,
this run will have the shortest runtime.
3. Backing the workload memory with huge pages of size 2MB.
Backing the workload memory with different combinations of page sizes (of 4KB, 2MB, and 1GB)

7.1.4 TLB Results
Four benchmark suites were used: Graph500, GUPS, SPEC CPU 2006, and SPEC CPU 2017. Running several
benchmarks from these suites produced several data points for each benchmark. The data points were
plotted on two different graphs for each benchmark: one for runtime (total cycles spent by CPU to run
the benchmark) as a function of page table walks, and the other for energy as a function of page table
walks. The axis of these graphs was normalized to its maximum value and combined on the same graph
to see the relationship between runtime and energy trends. It was found that all benchmarks have exactly
the same trend for energy and runtime graphs. Even more than that, when combining the energy and
runtime graphs into single graph, the saving in page table walks saves exactly the same percentage of
energy and runtime.
Figure 38 and Figure 39, shows two examples of such graphs, the first one for GUPS 64GB and the second
one for omnetpp_s from SPEC CPU 2017. As it can be seen in the combined graphs (Figure 38) that
normalized data points of runtime and energy are the same.
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Figure 38 : Combined runtime and energy graph (GPUS 64 GB)
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Figure 39 : Combined runtime and energy graph (SPEC CPU 2017 omnetpp_s)

7.2

FPGA / CONNECT-X

During the initial phase of the OPERA project it was intended for the FPGA to provide communication
between IBM Power and HPE Moonshot platforms, by establishing a cache-coherent bridge between the
different architectures. Unfortunately, during the course of the project, Altera was acquired by Intel that
led to a conflict of interest and the withdrawal of support for the necessary FPGA firmware. As a result,
IBM was forced to find another solution to the post copy transfer of data between platforms.
7.2.1 FPGA Serial link performance
Serial link interface was initially developed as efficient transfer mechanism between Power and x86, later
replaced by the connect-X card. However, the serial link is still a viable option for communication between
multiple FPGA cards. This section documents the energy required for a transfer by utilising the on-device
power monitoring firmware.
A simple OpenCL design sends data via a loop back design over the attached optical links. Measurements
have been performed on the static design, no kernels running, and for designs with 1 or 2 links active.
Again, the power measured varies according to the data patterns transferred. This is a simple point to
point link with no protocol overhead.
Measuring the dynamic power of the serial links directly is not possible as the logic required to drive the
design will incur some dynamic power cost. Therefore, it is only possible to place an upper limit on the
power.
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Figure 40 : Power (Watts) versus time (usecs) during serial loopback test with two serial links

Due to fluctuation in power it is difficult to see from Figure 40 if the power required for 2 links is greater
than for 1. Therefore, the power is averaged over time.

Average Static Power

Average Power 1 Channel

23.76

Average Power 2 Channels

26.14

26.78

Table 20 : Average power for Serial designs with 1 or 2 channels in use

From table Table 20 we can estimate that the upper limit for the dynamic power consumption of a single
serial channel is…
26.78 1 26.14

0.64

Equation 2 : Upper limit for dynamic power of serial channel

This is the difference between running the design with 2 channels and 1 channel, to remove from the
calculation the power consumed by the rest of the OpenCL kernel.
7.2.2 Connect-X versus FPGA serial links
It is difficult to directly compare power requirements of the FPGA versus Connect-X card. This is because
the FPGA can be used for efficient serial transfers, whilst also working as a compute node. If the FPGA is
used as purely a platform for data transfer, then the power consumed during the loopback serial link is a
good baseline for the FPGA. However, if the FPGA is also used for compute in parallel to the data transfers,
then the power footprint of the serial transfers can be equated to difference between the active power
draw of the serial loopback design minus serial loopback static power draw. The static power of the serial
link IP should be added to this result, but this not possible to measure directly and hence this has been
estimated.

The ConnectX-5 card takes ~15W whether data is being transferred or not. The link is always active even
when not actively sending data. This includes internal components such as PLLs and optical to electrical
converters which draw power constantly when the card is on. That means the static power of this card is
very high. Under normal circumstances, it’s not a problem because this is a relatively small draw compared
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to the rest of the system. Especially in data centres, the expectation is that the card will continuously be
under some load. If there is no activity on the server, a good policy is to shut down or suspend that server.

The static power draw of the FPGA is higher. However, the purpose of the FPGA is not to be used as an
interconnect in a production deployment. It is a prototyping tool that can be used to flesh out new
designs. A properly designed ASIC will have a much better power consumption than the FPGA. Therefore,
comparing FPGA with ASIC only for data transfer does not have a lot of value.
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8 CONCLUSIONS
8.1

USE CASE 1; TRUCK USE CASE CONCLUSION

The GPU, unlike the FPGA card, has no power monitoring capabilities, all measurements have been
derived from total systems measurements. The experiments do however show that heterogeneity is an
extremely important method for achieving both speed as well as energy efficiency.
These elements (speed and energy efficiency) are strictly related. In fact, as results show in D7.5 [11], it’s
better to use an additional card that means more power consumption, but it can reduce the elaboration
time and overall also the energy consumption.
Ultimately, the best performance for the creation of the Orthomap was obtained with the closed source
PhotoScanPro software, which is optimized for acceleration with a GPU card. Although this acceleration
was not a direct result of the OPERA project, it does illustrate the general market trend towards
heterogeneity for performance improvements.
The experiments with the opensource MICMAC code showed that the development of the FPGA card by
Nallatech that includes power management capabilities is a useful innovation. Detailed information on
power usage is proven to be a very important factor in code optimization for energy efficiency as shown
in the ANN optimization experiments.
Similar to the other use-cases, the experiments have shown that full control over the power of expansion
cards inside any server is useful in order to limit power draw in idle situations, but also, by the
measurements on the communication applications, that the introduction of additional
functionality/heterogeneity in a server does not have a serious adverse effect on the energy efficiency of
these application that do not use this additional functionality.

8.2

USE CASE 2; TRAFFIC MANAGEMENT CAMERA CONCLUSION

The developments and results obtained in the traffic management use case have been seriously impacted
by the power and energy measurements that have been performed during the course of the OPERA
project. Since the object of this use case was the creation of an energy autonomous system, intensive use
of power measurements have steered development of the end product.
External event driven power management inside these devices is one of the innovations developed within
OPERA. The detailed knowledge of power requirements of the constituting components of the ULP device
in various conditions have led to the development of the power management that allows components to
be switched on and off depending on the need for the component.
Power aware workload management is also used in the optimization of the ULP device. The workload
management presents itself in 2 variations:
Static, meaning that given the knowledge of the task needing to be performed by the ULP device,
processor frequencies of embedded processors as well as memory capacities have been tailored
(minimized) to the specific task.
Dynamic, through the offloading mechanism. The devices have been programmed to recognise when a
task is too complex to be handled locally. When this situation is encountered, relevant data is collected
and sent to the central datacentre. The equipment in the datacentre is much more powerful than the ULP
device, allowing complex tasks such as the counting of bicycles in groups to be performed.
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Throughout the use case, the use of heterogeneous hardware is illustrated. On a board level with the CNN
accelerators on the Orlando board as well as through offloading and with the use of a FPGA card in the
datacentre server.
Our research has demonstrated that the reconfigurable antenna reduces the overall energy consumption
of the wireless link, as well as providing a more efficient communication. Two ways of achieving energy
saving by using reconfigurable directive antennas have been presented. The efficacy of energy saving by
means of reducing the transmit power has been validated and tested in real scenarios. Instead, the option
of energy saving by means of variable data rate has been currently verified in laboratory with different
hardware (that is not ULP). Further enhancements in energy saving will be achieved once current ULP
hardware limitations will be overcome, with good prospect for future systems.
The effect of the use of the reconfigurable antenna is 2 fold, it has been proven that the directionality can
be achieved on a low power budget and improve energy efficiency, but equally important, that this
directionality allows for longer distance communication, improving the usability of the device in sparsely
populated areas.
The traffic management use-case has shown that an “intelligent”, autonomous traffic management
camera can be developed. The device itself has a much lower power draw then the baseline camera and
will be able to function with a relatively small solar panel and battery. The true advancement in energy
efficiency however, cannot be measured at this point. This efficiency would come from the widespread
use of this camera that needs very little attention from human operators, allowing these operators to
manage much more cameras and supervise a much larger road network then is currently the case.

8.3

USE CASE 3; VDI CONCLUSION

Energy saving has been addressed in OPERA by exploiting both hardware features exposed by
heterogeneous systems (i.e., nodes equipped with processors based on different architectures) and
software modules. These latter are responsible for achieving better energy saving irrespective of specific
hardware features (e.g., DVFS and other microarchitectural functionalities). Specifically, as discussed in
deliverables D5.8 [13] and D5.9 [14], a smart placement of the workload greatly contributes to the overall
energy consumption. To this end, OPERA solutions, i.e., a workload management system and an efficient
technique to migrate Linux containers, was demonstrated to be very effective providing large fraction of
the overall energy saving.

8.3.1 TLB Metric results
According to the TLB results, the energy consumption and runtime have the same trend. Also, as it was
specified that not all modern processors have an energy events and could measure the energy
consumption using hardware events. Therefore, there should be an alternative to measure or estimate
the energy consumption. Because the runtime event (CPU cycles) is a common event and supported in
almost all modern CPUs. Additionally, it was shown that it has the same trend as energy consumption.
Then using the runtime is a good alternative to measure and estimate the energy consumption for an
application according to its TLB metrics (table walk cycles or TLB misses).
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8.4

FPGA CAPACITY

As discussed in deliverable D6.3 [12], the capacity of a compute architecture states “A low resource
utilization may be deemed a good result if the final power use is low and performance targets are met.
This is the capacity of the system.”
It has been shown that the power range of the FPGA device is between 20 and 40 Watts, depending upon
the size of a design and the rate at which data changes. Therefore, the capacity of the FPGA is its ability
to vary power consumption between 20-40Watts, or 50-100%, depending upon the design.
The ARM power monitoring capabilities added to the FPGA SOC software stack enabled detailed analysis
of the power consumption at a granularity not possible with host-based monitoring. This allowed an
informed decision to be made as to what software approach is most power efficient for different FPGA
designs. For the traditional CPU architectures, software can only affect power consumption by varying the
speed at which a problem can be computed. However, with FPGA’s this can vary due to resource use,
clock frequency (design dependent) and data (bit flip rate). We have successfully shown that the
software/firmware stack developed for OPERA has the capability to measure the effect of these variables
on design power.
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9 OVERALL OPERA CONCLUSION
To come to an overall conclusion about the effect of the power analysis efforts during the course of the
OPERA project it is useful to reiterate the goals set out for OPERA as well as to recapitulate the envisioned
methods for improving energy efficiency as detailed in Deliverable 4.1
The aim of OPERA is to create a cooperative, secure, reliable, customized, and low power computing
platform that can address the challenges imposed by the future convergence of data centre computing,
high performance domain, and embedded devices and sensors. The OPERA project aims at supporting
these ambitious challenges with technological innovation on three main aspects:
•
•
•

Design next generation Low Power (LP) and Ultra-Low Power (ULP) systems;
Improve energy efficiency in computing by means of heterogeneous architectures;
Provide smart and energy efficient solutions for the interaction between embedded smart systems
and remote small form-factor data centres.

In order to achieve these advances in technological innovation, the OPERA consortium envisioned a
number of methods for improving the energy efficiency in datacentre computing and embedded devices:
•
•
•
•

Heterogeneity as Energy efficiency method
Improved Memory mapping in virtualized environments
Workload characterization
Reconfigurable antenna for wireless communication

As has been shown in this document, advances in each of these methods have been achieved.
The use of power and energy measurements, simulations and analysis have contributed a great deal to
these advancements. In very regular communications between those directly involved in WP4 with the
working groups in the use cases and other work packages, results and suggested avenues for solutions
were discussed. The measurements detailed in this document show the importance of having the
capabilities for measuring and managing power throughout the computational continuum. Knowing
where energy is used effectively and where end how much energy is wasted is key to the development of
energy efficient systems.
The knowledge obtained through the measurements has directly been used to optimise both software
configuration, hardware configurations and influenced design decisions, contributing to the overall
success of the OPERA project.
Specifically, the results obtained in the use cases show the tremendous potential of correct workload
management and power management with a 20 fold increase of VDI energy efficiency over the currently
operational environment. The results from the traffic management use case show the advances in edge
computing / intelligent sensors limiting data traffic and energy use through autonomous decision making
and allowing widespread application through energy autonomy achieved by energy efficiency.
Since energy is dissipated mostly in the form of heat, and heat being a very limiting factor in ICT operations
from microchip all the way to the datacentre (macro)level, energy efficiency translates itself in modern
operations as an increase in the capacity of the ICT elements, underlining the need for effective
power/energy/workload management throughout the industry. It is our belief therefore that the drive for
energy efficiency and with that the need for the OPERA innovations will be driven by the economics of ICT
growth.
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This specific Deliverable (D4.3 – Analyses of energy efficiency) is created under leadership of Nallatech
with contributions from most partners.
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