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EXECUTIVE SUMMARY
Position of the Deliverable within OPERA Project
The OPERA Project is funded by the European Union through the Horizon 2020 Research and Innovation
Programme under the grant agreement No. 688386.
The aim of OPERA is to create a cooperative, secure, reliable, customized, and low power computing
platform that can address the challenges imposed by the future convergence of data center computing, high
performance domain, and embedded devices and sensors.
OPERA project aims at supporting these ambitious challenges with technological innovation on three main
aspects:
1. Design next generation Low Power (LP) and Ultra-Low Power (ULP) systems;
2. Improve energy efficiency in computing by means of heterogeneous architectures;
3. Provide smart and energy efficient solutions for the interaction between embedded smart systems
and remote small form-factor data centers.
This specific Deliverable (D4.1 – Report on Energy Efficiency Metrics) is created under leadership of
Certios with contributions from most partners.
The deliverable describes alternative energy efficiency models and metrics that were researched, analysed
and described with the concepts and products of OPERA in mind (OPERA Consortium, 2015). These
models and metrics are evaluated against the RACER criteria.
The document also describes both existing methods for increasing energy efficiency as well as the methods
that are targeted for research and development and finally use in the fulfilment of the challenges posed by
the project.
D4.1 is the first step forward for all WP4 tasks and describes how the success of OPERA will be measured
in the use cases that are part of the project, as well as provide guidance in the evaluation of the contribution
to the energy efficiency of OPERA by the methods that are under development.
Energy efficiency is one of the key outcomes of the OPERA project, providing an accurate and reliable
representation of the project results on this point, requires the definition of appropriate models and metrics.
The search for available metrics is an essential part of this task and used sources from academia, research
organizations, industry organizations, other EU projects and visiting relevant seminars with energy
efficiency as a main topic.
Description of the deliverable
The Energy Efficiency Models chosen for use in the OPERA project use cases are detailed in chapter 3, the
different models are formed based on choices in the demarcation of the project and its use cases. The
following choices for the energy efficiency model are made:
• efficiency will be calculated using use phase energy only;
• The final use phase energy will be measured in kWh and not converted to primary energy;
• Dependant on the use case, project demarcations will either be system or equipment level.
In addition to these choices, test scenarios with different workload types have been weighed against
relevance to the goal of the project and usability in the scope of the use cases. This study resulted in different
choices associated with the testing of different use cases and different methods for energy efficiency
improvements.
Energy Efficiency Metrics (EEM): In line with available generic EEM descriptors, specific EEMs have
been described for use within the OPERA project, these EEMs all have the form:
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Where energy is measured in the “final use phase” on a system or equipment level as dictated by the energy
efficiency model used for each specific use case.
The models and EEM’s thus defined and described for each specific use case have been evaluated and
approved using RACER criteria. RACER stands for Relevant, Acceptable, Credible, Easy and Robust. The
EEM’s can and will be used to substantiate the OPERA energy efficiency claims and during the project to
evaluate the effectiveness and progress of the methods developed for improving energy efficiency.
Central to the methods that will be used in the OPERA project is the concept of heterogeneity. As indicated
in this document, the use of heterogeneous compute architectures can have a significant positive impact on
computational efficiency in general and in the use cases that are part of the project specifically.
A management framework and tool, that manages workload on a heterogeneous compute architecture in
such a way as to maximise energy efficiency is currently unavailable and will be created as part of the
OPERA project. Although developments in both IT hardware and software as well as developments in data
center facility management have resulted in improved energy efficiency, none of these developments have
put the application energy efficiency in the centre of the framework.
Opera will use all the latest available technologies to create the currently unavailable management tooling,
specifically tailored to support heterogeneous architectures. This heterogeneity is a key element in
achieving the energy efficiency claims within the OPERA project.
To exploit heterogeneity without incurring efficiency penalties, it has been concluded that workload
decomposition into so called micro-services running in virtualisation containers is most likely to result in
the highest energy efficiency. These containers will be made portable across the heterogeneous architecture
to be able to shut down or power up computational elements as load conditions dictate. The concept of
application portability over different Instruction Set Architectures (ISA’s) is another one of the innovations
of OPERA. The project will deliver extensions to open source compilers to enable this functionality.
For the novel system management tooling to identify the most efficient placement of a specific microservice, extensions to an application description framework need to be created. as the outcome of the
research by the OPERA consortium into such descriptors, the TOSCA framework has been selected as the
basis of this work. TOSCA is again an open source development, enabling the OPERA project to create
modifications while at the same time giving an avenue for sharing the developments with the community.
Since the virtualisation layers also add complexity and overhead in the memory management of the servers,
a novel memory mapping methodology will be tested to assess its impact in overall energy efficiency.
To improve the efficiency of the workload migration, different protocols will be investigated for the
OPERA system node interconnect. A low latency interconnect will allow memory sharing between different
system nodes, in turn allowing post migration memory copying that results in very small application delays
during an application migration.
Lastly, OPERA will model energy efficiency within the heterogeneous architecture on the basis of input
queue lengths of running microservices. Information on queue lengths is readily available on all platforms
that comprise the OPERA heterogeneous solution and managing the system for optimal queue lengths
allows optimisation of the proposed EEM above, which are by themselves to coarse and to remote for the
workload management tooling application placement decisions. The implementation of this model will be
a part of work package 5
List of actions and roles
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The task has been led by Certios, with the other consortium partners ST, ISMB, IBM, NALL, TECH
providing highly valued technical input and feedback.

ACTIVITIES LIST

PARTNERS
CERT IBM ISMB LD38

NALL

ST

TECH

Energy Efficiency Models and Methods
researched, analysed and described

P

I

I

R

I

R

P

Research Energy efficiency OPERA
products in foreseeable habitat

P

P

I

R

I

R

P

Structure and writing of D4.1

P

I

I

I

I

I

P

Table 1 Activities List

Legend:
P = Participating (includes I & R)
I = Input delivery (Includes R)
R = review
Bold: assigned in project proposal to contribute to this the task that leads to D4.1.

PARTNER

ROLES

CERT

Leader of the research.

IBM

Provide input for the LP servers.

ISBM

Provide input for ULP technical and use case details.

LD38

Provide input for ULP technical and use case details.

NALL

Provide input for the LP servers.

ST

Provide input for ULP technical and use case details.

TECH

Provide input for the LP servers.
Table 2 Partner Roles
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1 INTRODUCTION
Energy efficiency is an important topic for the European Union. To drive energy efficiency in the EU
member states, targets have been set and detailed in the Energy Efficiency directive, EED (EuropeanCommission, 2016). This energy efficiency directive establishes a set of binding measures to help the EU
reach its 20% energy efficiency target by 2020. Under this directive, all EU countries are required to use
energy more efficiently at all stages of the energy chain from its production to its final consumption.
The European commission, through the Ecodesign directive (European-Commission, 2016), requires the
creation of minimum energy efficiency standards and labelling for a variety of products.
The supporting webpage, https://ec.europa.eu/energy/en/topics/energy-efficiency/energy-efficiencydirective, contains Policies to improve energy efficiency, one of these bears direct relevance to the OPERA
project: the European Commission is working on guidelines for enterprise servers, data storage and
ancillary equipment (European Commission, 2016). These guidelines have however, not been finalized yet.
The EU's drive towards a more energy efficient future has already produced substantial benefits for
Europeans. For instance, energy intensity in EU industry decreased by almost 19% between 2001 and 2011
(European Commission, 2015).
The ICT industry however, must be noted as an exception on this observation; the increased use of ICT
resources by both individuals as well as organizations has resulted in a marked increase in datacenter energy
use. This increase has been inventoried in the Netherlands by M. Afman from CE Delft (Afman, 2014), in
a report on the energy use of Dutch commercial datacenters. In this report, we read:
Year Energy use (TWh/year) Floor space (m ) Comments
2

2002 0,36

123.000

2012 1,6

282.000

2017 2,7

707.000

Prognoses

Table 3 Dutch commercial datacenter energy use

The Table 3 Dutch commercial datacenter energy use illustrates the very substantial growth both
historically as well as in the estimates for the near future. Energy consumption is increasing despite the
energy efficiency improvements that are realized by ICT equipment manufacturers and the development of
best practices for data centers as published by the European Commission Joint Research Centre (JRC) in
the Code of Conduct for Data Centres (EU-JRC, 2016).
It is important to note that while energy efficiency contributes to the decrease of energy use, the concepts
are not equal. To decrease final energy use, total production (output) must decrease and/or efficiency
increases must outpace the increase in production. This point is especially relevant when talking about IT
and what OPERA means to support by creating innovations, and utilizing the latest available ICT
technology.
The direction OPERA takes on this point is very specifically not to try and curb the production of, or
demand for, ICT services. As indicated earlier by for example V.A. McClean (McClean, 2009) in the report
“WWF Global Low Carbon IT Study”, ICT plays a major role in total carbon emission reduction based on
the so called 98% potential. This “98% potential”, also indicated by the potential of ‘greening by IT’, banks
on the observation that 98% of CO2 emissions are not IT related and that this part of emissions can be
reduced by making things “smart” i.e. smart grids, smart buildings etc. The 98% potential obviously does
not alleviate the pressure on the ICT industry to reduce the emissions that are directly related to ICT
production and use, with the latter being the focus of the OPERA project. The OPERA project will deliver
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products that will, in further iterations of the products, impact the energy use associated to ICT usage of
both organizations and consumers.
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2 METHODOLOGY
2.1

INTRODUCTION

In this chapter, the research questions are posed. In the section after, the methods how to obtain the answers
to the research questions are described.
2.2

RESEARCH QUESTION

This report intends to answer the following main research questions:
1. What energy model is most appropriate to describe the energy efficiency impact of the OPERA
innovations in each of the projects the use cases?
2. What energy efficiency metrics can we find or create, with the concepts and products of OPERA in
mind that can be used to substantiate the efficiency claims of the OPERA project?
3. What methods for increasing energy efficiency already exist and what alternative methods can
OPERA add to these to maximise the achieved energy efficiency?
For each of the use cases, associated research questions have been formulated, needed to structure the
knowledge needed to answer the main question.
The aim of searching for the right energy efficiency model and metric is to be able to evaluate the alternative
methods and solutions proposed for the OPERA’s concepts and products and to demonstrate the results in
energy efficiency improvements. The actual evaluation of different methods will be done in OPERA Task
T4.2 of the project: Testing alternative energy efficiency methods and models (M11-M34). The current
document will describe what different methods will be used and how these methods and the final product
can be described and measured.
2.3

RESEARCH QUESTION; METHODS TO FIND THE ANSWERS

Following research questions above, the following methods were used to obtain answers:
•
•
•
•

Desk research;
Online calls within and outside the OPERA consortium;
Visiting seminars and conferences;
Interviews with experts in the field (universities and business).

2.3.1 Desk research
All scientific and other expert sources used during the desk research are listed in the section References of
this document:
•
•
•
•
•
•

Research organizations (i.e. Gartner, IEEE, The green Grid);
Industry organizations (i.e. Data Centre Alliance, ITU, Intel);
Previous and running EU research projects (i.e. FP7 PEDCA, H2020 EURECA, JRC CoC);
Academia;
Speakers at conferences and seminars;
Government organisations.

2.3.2 Online Calls
For the delivery of this document, several online meetings have been held within the OPERA consortium
and with external experts. Agenda’s and minutes of these meetings have been recorded on the OPERA
project’s Google Docs folder and on the OpenProject collaborative OPERA project platform. The dates of
the online meetings in which the D4.1 delivery has been discussed during the execution of the T4.1 were
(see Table 4):
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Date

Participants

June
2016

13, Certios,
ISMB

June
2016

27,

IBM,

Agenda
Nallatech,

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

Certios, IBM, TECHNION

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

Certios,
Nallatech, TECHNION

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

Certios, TECHNION

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

Certios, IBM, Nallatech

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

September 9,
Certios, IBM, Nallatech
2016

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

October 27, Certios, IBM,
2016
ISMB, ST

Brussels review meeting and mail of Oct 13th, 2016; Last
meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

July 7, 2016

July
2016

25,

August
2016

22,

Nallatech,

October 24, Open University (NL); Dr.
Prepare meeting on measuring energy efficiency.
2016
Anda Counotte
Certios, ISMB, IBM

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

December 2,
Certios, TECHNION
2016

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

November
17, 2016

Certios,
ISMB,
TECHNION, LD38

December
13, 2016

Maki (GER); Dr. Marc-Andre
Prepare meeting on LCA modelling
Wolf

December
16, 2016

IBM; Dr. Cor van der Struijf, Prepare meeting on OPERA concepts and usability of
MBA
OpenStack for managing the workload

December
22, 2016

General progress meeting:
Certios, IBM, ISMB, ST,
Last meeting’s Minutes; Report Task leaders; WP4 Task
LD38
Planning; A.O.B.; Subjects for next meeting agenda

January
2017

5, Certios,
IBM,
Nallatech, LD38
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ST,

General progress meeting:
Last meeting’s Minutes; Report Task leaders; WP4 Task
Planning; A.O.B.; Subjects for next meeting agenda

December
12, 2016

General progress meeting:
Last meeting’s Minutes; use case traffic monitoring
ISMB,
(presentation Jean-Christophe LD38); Report Task
leaders; WP4 Task Planning; A.O.B.; Subjects for next
meeting agenda
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January 19, Certios,
IBM,
2017
TECHNION, LD38

General progress meeting and extra specific items:
• Use Case 2 presentation - energy efficiency aspects
ISMB,
• Progress of input D4.1 document (Google Docs
version)
• Review needed Technion and IBM on D4.1 Models

General progress meeting:
February 2, Certios,
IBM,
ISMB, Last meeting’s Minutes; Report Task leaders; WP4 Task
2017
TECHNION, Nallatech
Planning; A.O.B.; Subjects for next meeting agenda.
Special item: D4.1.
February 7, Certios, IBM, CSI, ISMB,
WP5 call on TOSCA-extension
2017
Technion, Nallatech
Table 4 Dates, participants and subjects of WP4 online meetings

2.3.3 Visiting seminars and conference
Several seminars, conferences were visited to gain knowledge during the research phase, by the contributors
of the OPERA consortium, see Table 5:
Location, date

Target
audience

Name

Amsterdam (NL), 4th International Conference
Policy
29 August – 1 on ICT for Sustainability
makers
(ICT4S)
September 2016

Website

http://2016.ict4s.org/

London (UK), 1-2
DCD Zettastructure
November 2016

Industry and http://www.dcdconverged.com/
end users
conferences/zettastructure

GreenMetrics
2016
Antibes Juan-les- Workshop,
Pins (France), 14— In conjunction with ACM
18 June 2016
SIGMETRICS/Performance
2016

Researchers
from
both
academy and
industry

Prague (CZ), 18-20
HiPEAC 2016 Conference
January 2016

Industry and https://www.hipeac.net/2016/pra
Academia
gue/

http://www.sigmetrics.org/green
metrics/2016/
http://www.sigmetrics.org/sigme
trics2016/

https://view.officeapps.live.com/
op/view.aspx?src=https://smarta
Brussels (BE), 14 COLLABORATION
Industry
and
nythingeverywhere.eu/wpWORKSHOP
June 2016
Advanced Computing and Academia
content/uploads/2016/04/Comp
Cyber-Physical Systems 2016
CPS2016-Collab-WorkshopToR.docx
Fukuoka (JP),
July 2016

6

CISIS-2016

Limassol
(CY),
Euromicro Conference
31August 2016 - 2
Digital System Design
September 2016
Paris (F), 29-30
Data Centre World
November 2016
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Academic

http://voyager.ce.fit.ac.jp/conf/ci
sis/2016/cfp.html

Academia

http://dsdseaa2016.cs.ucy.ac.cy/index.php
?p=DSD2016

Industry and
http://www.datacentreworld.fr/
end users
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Manchester (UK),
14-15
February Data centre North 2017
2017

Academia
and Industry

http://www.datacentresnorth.co
m/

Table 5 Visited Seminars and Conferences

2.3.4 Interviews with experts in the field
The following experts in the field were visited to discuss and learn with the following items on the agenda,
see Table 6:
Date

Participants

Agenda

October 26, 2016

Open University (NL); Dr. Anda Meeting on measuring energy efficiency.
Counotte

December 15, 2016

Maki (GER); Dr. Marc-Andre Wolf Meeting on LCA modelling

December 21, 2016

IBM; Dr. Cor van der Struijf, MBA

January 9, 2017

Power management in Intel x86-64
Intel Haifa (IL); Prof. Uri Weiser, processors, Power measurement via the
MSc. Efi Rotem, MSc. Yoni Aizik Running Average Power Limit mechanism

Meeting on OPERA concepts and usability
of OpenStack for managing the workload

Table 6 Interviewed Experts
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3

ENERGY EFFICIENCY MODELS

This section will answer the first of the research question in this deliverable:
What energy model is most appropriate to describe the energy efficiency impact of the OPERA
innovations in each of the projects the use cases?
As per the definition, a model is a simplified representation or description of a system or complex entity,
especially one designed to facilitate calculations.
Energy efficiency is such a complicated system, it is typically defined as the ratio between the functional
unit of work and the energy necessary to deliver the functional unit (ITU, 2014).
In mathematical form:

for the sake of modelling energy efficiency, there are many possibilities for the description of
a. energy;
b. system boundaries;
c. functional unit (work) definition and test conditions.
Different choices for each of these elements would define different models and result in different outcomes
for the energy efficiency that is reported as the result of the OPERA project. Under strict adherence to the
integrity of the reporting and the reproducibility of the results, it is not a given that the same model will be
applied to all 3 use cases of the OPERA project. Also, to demonstrate the effect of single changes to the
system, a more limited model can be used to highlight that feature.
3.1

CRITERIA FOR EVALUATING ENERGY EFFICIENCY MODELS

To ascertain that the proposed models are valid, the models will be evaluated against the so-called RACER
criteria. RACER stands for Relevant, Accepted, Credible, Easy, Robust.
3.2

WHY RACER CRITERIA FOR EVALUATING ENERGY EFFICIENCY MODELS

The RACER criteria are commonly used for evaluating indicators in for example documentation for
European Commission’s Directorate General, the following graphical representation of the RACER criteria
was taken from the Science for Environment Policy In-depth report on resource efficiency indicators
(Science Communication Unit, University of the West of England , 2013).
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Figure 1 Racer criteria

The target audience for evaluation with the RACER criteria are the stakeholders of the OPERA project, the
project is comprised of academia and industry partners but through publications and dissemination the
results will be exposed to a much wider audience. Comments and remarks will be welcomed and evaluated
for usability.
Given the setup of the project, the condensed form of the RACER criteria will be used:

Relevant

The metric/model/method is relevant to this specific use case, it is sensitive for changes in
the configuration and usable for past, current and future comparisons.

The metric/model/method has been discussed with the OPERA partners and relevant
Accepted knowledgeable contacts and found acceptable by them.
Credible

The calculations are transparent and the results unambiguous.

Easy

The data for the calculations is readily available.

Robust

The metric/model/method will produce quality data. when test conditions cannot be
accurately repeatable, the project will use load generators instead of life testing. This effect
is not a shortcoming in the metric but rather reflects the unpredictability of human behaviour.
Multiple effects are aggregated into the metric but can be separated by the test design.
Table 7 Racer Criteria

3.3

ENERGY

Before being able to define and determine energy efficiency, this paragraph will first discuss different views
of the energy associated with a product and/or service.
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3.3.1 Types of Energy elements in relation to products
While the term energy is used lightly, it is in fact necessary to define the term considering the creation of
an energy efficiency model. The broadest perspective is to isolate the energy component from a full life
cycle analysis. Doing so would incorporate three separate elements:
1. The embodied energy, representing the energy used for creation of a product;
2. The use phase energy, energy used during the productive use of the product;
3. and end-of-life energy, the energy associated with disposal of the product.
Several studies on the full Life Cycle of electronics have been published. A selection of these have been
studied to highlight the parameters specific to the OPERA project that enter such an analysis and to provide
scientific support for choices made in the context of OPERA. As described in the Vestlandsforsking-rapport
Report nr. 6/2010 Life Cycle Assessment of Electronics (Andersen, Andrea, & Walnum, 2010) on
Ugelstad- “particles Ball Grid Array and Chip Scale Packaging”. Between 1997 and 2010, the ISO
14040/44 standards have ensured a rather consistent set of Global Warming Potential (GWP) relative to
that of CO2 over a 100-yearlong period (GWP1001) results for the studied products. However, consumer
electronics are more difficult than many other product types due to a lack of transparency about sourcing
of raw materials and detailed composition of the electronic products by manufacturers. The report
nonetheless homogenised several older studies and concluded that based on the survey of published work,
recycling and other end–of–life processes constitute a tiny share of the total GWP100 score for consumer
electronics. It is important for the OPERA project to know this, to focus on areas with the largest impact.
One of the most recent, high-quality investigations into the total life cycle impact of enterprise servers, is
published as work conducted for the Joint Research Committee of the EU (JRC) titled the “Analysis of the
material efficiency requirements of enterprise servers” (Peiró & Ardente, 2015). The report contains a very
detailed study of available literature and states that IT manufacturing companies like Fujitsu, Dell and
Apple have published environmental reports on enterprise servers. The conclusions drawn in these reports
are comparable in the fact that all indicate that the use phase generates about 90% of the total environmental
impact, manufacturing contributes from 5 to 7% to the footprint and the remaining impact is due to transport
and recycling (Stutz, 2012). Thus, these reports not only support the conclusions in the Vestlandsforskingrapport nr. 6/2010 that the end-of-life impact is small, but also that the manufacturing stage and therefore
the embodied energy in electronics is minor compared with the use phase energy consumption.
Final supporting evidence for eliminating EOL impact from the models to be used in the OPERA project
is obtained in a publication by Carey Hannemann, (Hannemann, Carey, Shah, & Patel, 2010) titled
‘Lifetime exergy consumption of an enterprise server’. This publication details the estimation of the
resource consumption of an enterprise server using exergy analysis. Exergy is the energy that is available
to be used, i.e., the portion of energy that can be converted into useful work. In contrast to energy, it is
never conserved for real processes because of irreversibility and thus is very like the embodied energy. The
server analysed for this study was a 2U rack-mounted unit, systems like these are very common and
comparable models, albeit significantly more modern, are part of the baseline for use cases 1 and 3 in the
OPERA project. The total exergy consumption included that used for the material extraction and
processing, manufacturing, transportation, operational power and cooling, and recycling. The server was
analysed operating at 50% peak power consumption for two types of cooling settings: 100% internal fan
cooling and 100% external cooling load (which is the general scenario addressed by most enterprise server
data centres). The total exergy consumption when using external cooling is 2.5 times that of using internal
cooling (15.68 GJ). Contained in this description are several points that will be discussed as part of the
model forming for the OPERA project, namely external influence such as cooling and internal variation of
the server power draw due to workload. In both estimations, with or without cooling, the exergy
consumption of the power supply and cooling represent 82% and 93% respectively of the total consumption,
whereas the material extraction represents about 15% and 6% respectively. The results of this study show

1

https://www.epa.gov/ghgemissions/understanding-global-warming-potentials
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that the use phase is the stage that consumes the greatest amount of resources, thus generating the greatest
environmental impact.
3.3.2 Focus on use phase Energy element
A described in the previous paragraph, eliminating the end of life energy component from the model is
reasonable. The quoted sources can equally be used to eliminate the embodied energy from the modelling
but based on meetings with Maki consult, this choice warrants further discussion.
Dr. M. Wolf from Maki consult regularly does work for the European community in the field of LCA.
Together with K. Wolf, they held a presentation at “EcoBalance 2016” titled not only the use stage matters
(Wolf & Wolf, 2016).
In resulting discussions with Dr. M. Wolf (Maki consulting) in December 2016, it became apparent that
assigning values to the embodied energy of electronic equipment is not straightforward. A reason is that
crucial data is not supplied by manufacturers. To get an estimate one must turn to one or more publically
available data sources. These data sources are collected as “LCI database” or “LCA database”, the
distinction being that LCI databases provide Life Cycle Inventory datasets, while LCA databases include
in addition Life Cycle Impact Assessments methods. In practice, this distinction is not always made and
both datasets are often referred to as LCA databases.
LCI databases provide data on energy, material and emission flows associated with a specific component,
process or product. LCI databases can be available as international, regional or national collection of
datasets. There are a range of regional and national databases such as the USLCI2, European Life-Cycle
Database (ELCD) 3 , or the Australian version (AusLCI) 4 . Many of these regional LCI databases are
incorporated into the two leading LCA databases, Ecoinvent (https://www.ifu.com/en/umberto/ecoinventdatabase/) and the GaBi database (http://www.gabi-software.com/databases/).
The aforementioned report, “material efficiency requirements of enterprise servers” (Peiró & Ardente,
2015) makes use of exactly these databases to work out the primary energy associated with each of the
three lifetime phases of a 2-socket enterprise server, again similar to the servers that serve as baseline for
the OPERA use cases:
Phases:

Primary energy (MJ)

Manufacture

1.30E+04

Use

7.06E+04

EOL

-6.96E+02
Table 8 Server Lifetime Phases and Primary Energy

The distinction between primary versus final energy will be discussed in the following paragraph 3.3.3 but
the quantification shown above, supports a focus on the use phase only.
Despite the initial standpoint of Maki Consult that a full lifecycle analysis of an ICT product would be
preferable, we concluded that since the scope of the OPERA project is limited to the replacement of
electronics by, from a LCA standpoint, similar products, using only the use phase energy suffices.
The data from the various sources clearly indicate that from the energy perspective, the energy consumed
during the actual use of the hardware devices (use phase) is much greater than that which is associated with
the creation phase and end-of-life phase. It is also apparent that both the data on the total embodied energy
as well as the data on the total use phase primary energy contain many uncertainties. The embodied energy
2

http://www.nrel.gov/lci/

3

http://eplca.jrc.ec.europa.eu/ELCD3/index.xhtml

4

http://alcas.asn.au/AusLCI/
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suffering from a lack of primary data from manufacturers, the use phase from assumptions on operational
lifetime as well as power draw during the lifetime with an assumed workload over this period.
Since the OPERA project will primarily focus on the biggest impact, namely the use phase, the following
paragraphs will address how to deal with the uncertainties surrounding the use phase energy.
3.3.3 Primary energy for absolute energy savings
In the case study, energy has been recalculated to Primary energy (PE). PE is an energy form found in
nature that has not been subjected to any conversion or transformation process. It is energy contained in
raw fuels (e.g. coal, crude, wood, nuclear fuels, …), and other forms of energy received as input to a system
(e.g. solar power, hydropower, …). Primary energy can be non-renewable or renewable.
Final energy is the energy measured in the form used by the object under study. in the case of all ICT
products, final energy is Electrical Energy. The energy can be measured in Joules, but is more commonly
expressed in kWh, which equals 3.60 MJ.
The conversion from measured electrical energy use by electronic equipment to primary energy is strongly
dependant on the grid/source from which the energy is obtained (Fritsche & Greß, 2015).
In this “Development of the Primary Energy Factor of Electricity Generation in the EU-28 from 20102013” report, the Primary Energy Factor, that is the multiplier to convert final electrical energy to primary
energy is given for the EU in total as well as broken down to different production methods and locations.
For example, wind generated electrical energy in Germany has a PEF of 1.03 whereas nuclear generated
electrical energy in France has a PEF of 4.05.
To complicate matters further, aside from the grid conversion, the previously mentioned LCA studies added
other external factors such as datacenter cooling into the calculation of the primary energy. Data Center
cooling efficiency expressed in the Power Usage Effectiveness (PUE), like the PEF, works like as a
multiplication factor. PUE varies from datacenter to datacenter between almost 1 (ideal) to roughly 2.5 or
worse for older types.
The differences have a substantial impact on the calculation of the absolute primary energy savings
associated with the OPERA project, but their impact is nullified when comparing energy efficiency. The
multiplication factors cancel out through the division of the calculated efficiency before the start of, and
after the project's completion.
As such, we concluded that for the energy efficiency calculations, the OPERA project is best served using
the measurable in kWh, final electrical energy.
3.3.4 Final energy use phase for energy efficiency analysis
Concluding, in this paragraph we discussed three possible models for defining energy in the energy
efficiency calculations that will be used to assess the OPERA project.
Applying RACER criteria on these 3 possible definitions:
1. Full LCA primary energy;
2. Primary energy use phase;
3. Final energy use phase.
Results in Table 9 below:
RACER

full LCA primary energy

Relevant

relevant, but more sensitive
relevant but not sensitive to
to other parameters than relevant and sensitive
configuration changes
configuration changes
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Accepted moderately

Yes
results

not transparent
unambiguous

yes

Credible

transparent but
unambiguous.

Easy

Not at all

Robust

too many dependencies on too many dependencies on
assumptions to produce quality assumptions to produce yes
data
quality data

Moderately

and transparent
unambiguous

and

yes

Table 9 Energy efficiency Models and RACER

From this analysis, we conclude that the best approach for OPERA is to calculate the energy efficiency on
the basis of use phase final energy consumption, the embodied energy will not be totally neglected, since
improved computational energy efficiency and power aware system loading will in turn lower the need for
additional equipment purchases and thus impact all elements from the life cycle.
The embodied energy will also be considered in the scope of energy savings from the traffic management
use case. This use case involves not just electronics, but also structural components such as concrete
foundations and steel supports whose sizing depend on the efficiency gains obtained through OPERA.
3.4

SYSTEM BOUNDARIES

Having determined that final electrical energy use is the most appropriate input for the determination of
energy efficiency in the OPERA project case, it is essential to define the boundaries of the OPERA impact
on the systems that are used to deliver the product/service. Energy will only be measured within these
boundaries, automatically excluding all other components. This paragraph will discuss the differences and
usability of the full system, the equipment and the component view. These views will be evaluated for each
of the use cases to determine where and how large the impact of the OPERA project will be.
The use phase energy consumption can be measured at various levels of detail. One method is to see a
hierarchy, as described in the document “Energy efficiency metrics and measurement methods for
telecommunication equipment”, published by the ITU, the United Nations specialized agency for
information communication technologies (ITU, 2014) (ITU, 2016). According to these documents, three
levels exist:
1. System level: this level incorporates all equipment used in delivery of a service, including end-user
equipment and transport networks;
2. Equipment level: this level is a limitation of the system level, focussed on a single machine or a
tightly knit cluster of machines delivering certain functionality. Both the user and (long distance)
networking are excluded in this view;
3. Component level: this level is a limitation of the equipment level focussed on an element or
component inside a machine or cluster that performs a distinct function. A component view is not
limited to a hardware component but can also be a software component.
To describe and choose between these 3 levels correctly, each of the use cases will be handled separately.
3.4.1 Use case 1; Truck use case
This use case involves an emergency response truck operated by the Italian agency called “Protezione
Civile”. In case of a national emergency of any type (earthquake, floods, forest fires and so on), whenever
it is necessary to help an affected population, the truck is driven to the immediate area and acts as a
communication and command center.
While the emergency response truck operates as a mobile data center, containing 3 full sized equipment
racks with communication related electronics, the OPERA project is concerned only with the elements
involved with management of the radio communication and the conversion of aerial photographs into
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“orthophotos5” which are then joined in an orthographic map format. These aerial photographs are obtained
by a drone that is part of the trucks equipment and the orthographic map, detailing for example damage to
infrastructure is among the first tangible products produced by the deployment of the truck to a disaster
area.
As such, this use case represents a well contained environment where the OPERA project boundary is
relatively clear.

Figure 2 OPERA affected systems in the emergency response truck

Since the elements in yellow, namely two HP ProLiant servers and a MacBook laptop are the only systems
involved in the functionality that is part of the use case; a full system level approach that includes all
networking components both directly as well as remotely connected to the truck, is not appropriate.
For qualification of the OPERA impact, the equipment level demarcation is chosen as most appropriate.
The energy use of the current installation is measured as the sum of the use phase energy consumption of
all three servers, “Minimac”, “Dominio” and “Radio”. As a part of this first OPERA use case, the
functionality associated with these machines will be implemented in an OPERA “datacenter in a box”
(DiaB) system.
After completion of this implementation, the use phase energy consumption of the replacement system can
be used to show the efficiency gain results of the OPERA project.

5

An orthophoto, orthophotograph or orthoimage is an aerial photograph or image geometrically corrected ("orthorectified")
such that the scale is uniform: the photo has the same lack of distortion as a map. Unlike an uncorrected aerial photograph, an
orthophotograph can be used to measure true distances, because it is an accurate representation of the Earth's surface, having
been adjusted for topographic relief,[1] lens distortion, and camera tilt (Wikipedia, 2017).
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3.4.2 Use case 2; Traffic management camera
The second use case in the OPERA project involves the development of an autonomous camera that can
detect and act upon certain traffic events. Currently Le Département de l’Isère in France manages 5100km
interurban roads, which include roads where energy and data grids are not available. Le Département de
l’Isère already operates a technological platform to manage the road traffic: its traffic management center
(TMC) is equipped with a traffic management making decision tool, and monitors around 110 traffic
sensors, 50 video cameras and 50 variable message signs. The cameras currently in use are all connected
to the energy grid and continuously stream video to the TMC. None of these cameras have any autonomous
decision capability.
The goal for OPERA is to deliver an Ultra-Low Power (ULP) detection device (camera), the objective is to
validate that highly functional software can work on a low power platform and provide the expected traffic
detection features suited to safety and traffic planning improvement.
The ULP detection device is targeted for deployment on those 5100 km of inter urban roads. Traffic density
on these roads is low and most of the target locations have no access to a wired data network or even the
electric energy grid. It is therefore necessary to include a module for energy harvesting as well as a wireless
communication module to the system.
A schematic representation of the entire system, including the interconnecting network, is shown in Figure
3 below:

Figure 3 Schematic representation of the traffic management system

Demarcation of the boundaries of the system under study is much more difficult in this use case, compared
to use case 1. The advantage of taking a full systems view is that the effect of the cameras autonomy is
appreciated in full. The software in the camera will evaluate traffic situations and will take actions based
on this evaluation. One of these actions can be to stream data (images) to the traffic management center,
but this will only happen infrequently. Thus, the traffic management center would be capable of handling
many more cameras than the current 50 that continuously stream data. In the same train of thought, the fact
that the camera does not continuously streams data, results in a much lower usage of the transport network.
Simply put, the new cameras autonomy significantly lowers data volume.
A marked disadvantage of the full systems view is the complexity of obtaining and uncertainty in the energy
data. The transport network in case of the autonomous camera can be a mix of private and public wired
and wireless networks. There is no reliable data available that, can provide the energy usage of the transport
network that is attributable to the camera. The energy use of the Traffic Management Center (TMC) is
obtainable, but attribution of this energy use to the actual handling of data of a specific detection system
such as a camera will need much more detailed data from the TMC.
One possible means of substantiating the attribution of the TMC energy requirement, as well as the
efficiency gained in the transport network, is to measure the data volumes created by the existing and newly
developed camera solution. This research will be conducted as part of the traffic management use case.
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The OPERA project will ensure that any attribution calculation is completely transparent to fulfil the
criterion of “credibility”, providing unambiguous results.
The “equipment” view would in this case, isolate the right side of the schematic in Figure 3. Only the
camera system itself. Taking the “equipment” demarcation does not do full justice to the advantages brought
by the new camera system, it does however provide clear data and contains all elements that are a direct
result of the OPERA project (yellow boxes in Figure 3) and the elements that are commercial off the shelf
products (green boxes and the camera housing) that were selected by the OPERA consortium to complete
the system.
Lastly, also the component view in this use case is useful. Isolating the communication module and testing
it using different communication channels, protocols, transmission rates and transmission distances will
allow full characterisation of the communication module. This information is needed to optimise the
module for maximum efficiency.
3.4.3 Use case 3; VDI
The third use case for the OPERA project is the deployment of the heterogeneous OPERA solution in the
core of a virtual desktop infrastructure solution.
CSI Piemonte, one of the OPERA partners, manages about 14.000 workplaces, that customers use to access
not only to remote services but also to local ones, for instance web applications, e-mail, printers, network
disk, USB devices and so on. Many of these workplaces are traditional “fat clients”, these are workstations
that have a fully functional Operating system and many applications installed locally.
To simplify management and reduce cost, over the past years, CSI Piemonte has transitioned a substantial
number of users onto a VDI environment such as shown in Figure 4.

Figure 4 Current VDI-schematics

To accomplish the transition of the CSI customers to a VDI environment, significant investments have
been, and still are being made in the acquisition of commercial software and in the CSI datacenters to cope
with:
1. Transfer of the computational power from the customer premises to datacenter;
2. Transfer of the power consumption from the customer premises to datacenter.
(Maga, Hiebel, & Knermann, 2012)The aspects mentioned above are targeted for further improvement by
the OPERA Project. OPERA means to advance the move to a thin client solution by:
•
•
•

Increasing computational efficiency through workload profiling and placement;
Increase power efficiency of the server based components;
Use open source software where possible.
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The positive effect of switching from a “fat client” to a “thin client” has already been recorded in multiple
cases such as for example:
“Comparison of Two ICT Solutions: Desktop PC versus Thin client computing” (Maga, Hiebel, &
Knermann, 2012).
In this full LCA study it is concluded that the use phase consumption of both the thin and fat client solutions
dominate the LCA, the fat client using almost 4 times as much as the thin client solution.
In the conference paper “Virtual Desktop Infrastructure in Higher Education Institution: Energy Efficiency
as an application of Green Computing” (Agarwal, 2014), the energy use of both fat and thin client solutions
were compared, and in this case, a thin client proved to be a factor of 2 to 6 better, depending on the number
of clients that shared a centralised system.
It is not the goal of the use case of the OPERA project to repeat experiments that have already been
conducted on numerous occasions, namely to move a group of users from a fat client to a thin client solution
for increased efficiency. Instead, the goal is to improve the efficiency of an existing thin client environment,
a research direction that Daniel Maga already indicated as “most promising” in 2012 (Maga, Hiebel, &
Knermann, 2012). From this standpoint, the full systems view, including client and networking side is
redundant. An equipment view, considering only the server side of the solution, is most appropriate.
To prove and improve the effect of specific elements of the heterogeneous OPERA solution, a component
view focussing only on the components of the system involved in the studied element will be used.
In accordance to the recommendations in the ITU documents, for use case 3, OPERA focusses on the
equipment level and will use similar metrics to those suggested in these documents to define energy
efficiency. Component level metrics will however continue to be part of the OPERA research to support
the application placement decision criteria, that will be part of the proposed novel system management
tooling.
3.4.4 Systems view for energy efficiency calculations
Application of the RACER criteria on the three possible demarcation levels
1. System level (entire network);
2. Equipment level;
3. Component level.
Results in Table 10 RACER criteria on demarcation levels.
RACER

System

Equipment

Component

Relevant

Good relevance, sensitivity to configuration Good sensitivity and good
sensitivity,
changes dependant on use case.
relevance
specific relevance

Accepted yes

Yes

yes

Credible

Adequate

Good

Good

Easy

Data is hard to obtain.

data easy to obtain

Data is hard to obtain.

Robust

Good

Good

good

Table 10 RACER criteria on demarcation levels

concluding that the equipment level approach will be used to demonstrate the effect of OPERA on the use
cases 1 and 3, and a system view for the use case 2. The component view will be used throughout the
project in the evaluation of specific methods for improving energy efficiency.
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3.5

INFLUENCE OF WORKLOAD ON THE ENERGY USE OF THE PRODUCTS

The final component of the energy efficiency model is determined by the workload placed on the systems.
Both the type and the volume will influence the energy used by the system and inversely will influence the
efficiency as defined in chapters 4 Energy efficiency metrics, 5 Energy efficiency method and Error!
Reference source not found. Error! Reference source not found..
3.5.1 Influence of workload volume on the energy use of a server
The influence of workload volume on computational efficiency stems from the fact that the power draw of
a compute resource, a server, is not linearly connected to the amount or type of work that is produced by
the server. The sources for this dependence are discussed in the “methods” chapter 5.
To demonstrate the effect of workload volume, it is useful to examine the results from the SPECpower
benchmark as published by the Standard Performance Evaluation Corporation, SPEC Power Committee,
on https://www.spec.org/power/ . As with project OPERA, this benchmark takes an equipment view and
records use phase final energy as a function of different workload levels.
The results for a state of the art server, namely the top ranked system from first quarter 2013 (SPEC, 2013)
are presented in Table 11.
Copyright (C) 2007-2013 Standard Performance Evaluation Corporation
Acer Incorporated Acer AR360 F2
SPECpower_ssj2008 = 3,900 overall ssj_ops/watt
Test Date: Dec 10, 2012
Publication: Jan 9, 2013
Performance Number of
Average active power (Watt) Performance to power ratio
actual load % SSJ-OPS
99.7

1,435,697

315

4564

90.1

1,297,557

290

4482

79.9

1,150,879

240

4793

70.0

1,007,940

218

4618

60.1

865,402

201

4296

50.0

720,975

182

3971

39.9

575,426

159

3630

30.0

432,447

137

3148

20.0

288,246

117

2454

10.1

145,611

103

1419

active idle

0

69.4

0

Table 11 SPECpower benchmark Results Summary

sum of ssj_ops / sum of power = |
3,900
Power Management: Power save enabled in OS
Operating System (OS): Windows Server 2008, Enterprise Edition
Table 11: top SPECpower results from 1st quarter 2013
Table 11 contains a wealth of information.
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Firstly, also underlining the difficulty of doing multiple year full LCA studies, is the fact that the use phase
final energy, that is the basis of all the calculations, is not static. It is dependent on, but, especially at
utilizations below 40%, not linearly related to the workload of the server.
Interestingly, the utilization in the range of 0% to 40% is encountered often. Even in shared cloud
environments. The figure below shows the measured utilisation in the Amazon EC2 cloud environment.
(Huan, 2012)6. Clear is that the fluctuation are strong, but also that the long term average is in the range of
10% to 15%. In this range, even with aggressive power management, servers do not perform efficiently.

Figure 5 CPU Utilization: changes in one week can be dynamic (Huan, 2012)

The second observation is that the workload in this benchmark is expressed in “server side Java operations
per second”. It is important to note that the benchmark defines and uses this single synthetic functional unit
namely the “server side java operation” and varies the throughput of these operations per second. This tactic
eliminates the issues with the use of CPU% utilisation. These percentages are influenced by power
management features on due to amongst others multiple cores and frequency modulation that is discussed
under the methods chapter 5 and would provide false utilisation numbers. The SPECpower benchmark is
as such useful as a means of comparing the energy efficiency of two distinct but very similar compute
systems, but less useful in determining the single system’s energy efficiency under life load variation that
differ both in volume and in type.
Lastly, underlining the reasons for the development of power aware workload management within the
OPERA project, the highest efficiency, in this case, is obtained at 80% utilisation while as expected energy
efficiency at low utilisation is bad, the observed computational efficiency of a system is clearly dependant
on the workload volume. Management and optimisation of workload across the nodes of the DiaB solution
from OPERA is expected to bring a major contribution to the overall energy efficiency.
More benchmarks types exist, the purpose of most of these is to show the highest possible performance on
a specific workload. Many of these benchmark results are obtained by specific tuning of the machines to
the very specific single workload that needs to be run.
several attempts on resolving the issue of both tuning and workload composition have been made. On the
pages of the https://www.spec.org/ alone, there are 20 different active benchmarks available. The site also
lists a great number of “retired” benchmarks, in use in the past but no longer relevant or replaced with
newer versions of the same workload type. Four of these benchmarks, including the SPECpower
benchmark, include power measurements. The other three being:
6

Writer found unexpected low utilization rates (<20%) in an environment where heavy utilization is expected: Amazon’s EC2 platform (elastic
Cloud).
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1. SPEC ACCEL, tests performance with a suite of computationally intensive parallel applications
running under the OpenCL and OpenACC APIs. The suite exercises the performance of the
accelerator, host CPU, memory transfer between host and accelerator, support libraries and drivers,
and compilers;
2. SPEC OMP2012, designed for measuring performance using applications based on the OpenMP
3.1 standard for shared-memory parallel processing. OMP2012 also includes an optional metric for
measuring energy consumption;
3. SPEC VIRT_SC 2013, SPEC's updated benchmark addressing performance evaluation of
datacenter servers used in virtualized server consolidation. SPEC VIRT_SC 2013 measures the endto-end performance of all system components including the hardware, virtualization platform, and
the virtualized guest operating system and application software. The benchmark supports hardware
virtualization, operating system virtualization, and hardware partitioning schemes.
Noteworthy, in relation to the OPERA project, is the virtualization benchmark SPEC_virt_sc2013. The
basis for this benchmark is a set of applications deemed representative of typical workload. In case of the
per Watt variation of this benchmark, SPECvirt_sc2013_ServerPPW, servers are loaded with so called
‘tiles’ of workload until the system is fully saturated, meaning running at maximum load. At this loading,
the power draw is measured. As a baseline for the benchmark, the power draw of the system at 0% loading
(‘idle’) is also recorded.
The table below shows power section of the best published result, obtained by Hewlett-Packard Company
in august 2014 for a ProLiant DL360 Gen9, running Red Hat Inc.: Red Hat Enterprise Linux Server 7
(KVM), (Standard Performance Evaluation Cooporation (SPEC), 2014).
There are no newer results from this benchmark available, indicating that this benchmark is not widely
adopted by the industry.
Power Consumption
Run
#
1
2

System Power
Avg. Power
(W)
662.58
449.06

Avg.
Perf/Power
2.44
0.00

Ext. Storage Power
Avg. Power Avg.
(W)
Perf/Power
337.23
4.79
318.59
0.00

Total Power
Avg. Power
(W)
999.81
767.65

Avg.
Perf/Power
1.61
0.00

Table 12 Power recorded for run 1 (100% load) and run 2 (0% load)

Apparent in Table 12, is that the system under study also exhibits the power draw reduction when load
drops, this reduction is however much less pronounced than that in the same ProLiant DL360 Gen9 model,
when it is prepared for the SPECpower benchmark (table below). This last observation supports the notion
that tuning of the system being benchmarked is an important determining factor for the benchmark result.
Performance

Power

Target Load Actual Load ssj_ops

Average Active Power (W)

Performance to Power Ratio

100%

100.0%

3,159,419 276

11,429

90%

90.2%

2,851,258 248

11,485

80%

79.9%

2,525,861 218

11,598

70%

70.0%

2,212,076 188

11,771

60%

60.0%

1,894,880 162

11,725

50%

50.0%

1,579,461 145

10,870

40%

40.1%

1,266,259 133

9,545
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30%

30.1%

949,976

118

8,043

20%

19.9%

629,838

101

6,213

10%

10.0%

315,004

83.7

3,765

0

45.0

0

Active Idle
∑ssj_ops / ∑power =

10,118

Table 13 SPECpower benchmark results of a HPDL360 Gen 9, published Jan 20167

As part of the efforts of the SPEC Power Committee to help engineers and designers to understand the
benchmark and to support creating others, the committee also published the document “Power and
Performance Benchmark Methodology V2.1” that has provided valuable insights for the OPERA task of
defining usable metrics and measurement methods (Standard Performance Evaluation Corporation (SPEC),
2012).
3.5.2 Influence of workload composition on the energy use of a server
The influence of workload composition is harder to quantify than that of the workload volume. The issue
being that what is measurable in a server is the power draw and an application output. varying the workload
composition modifies the output, making comparison of results impossible. Nevertheless, the influence is
there because of the makeup of the CPU’s.
The first effect of variations in workload composition is that on CPU instruction and data caches. Every
time a compute thread is changed, a context switch is invoked. CPU state is saved and the CPU caches are
invalidated or flushed (Moergestel, 2012). A new thread will start with empty caches and will therefore
suffer a performance impact. During the runtime of a thread, data and instruction cache are filled with
relevant data and the performance degradation is negated. The effect is called “cache warming” illustrated
in an article on reducing the effect of cache warming by Uppsala University (Nokoleris, Sandberg,
Hagersten, & Carlson, 2016). According to this article, the effects of cache warming can be detected for as
long as 400 million instructions for simple applications, dependant on the cache filling technique employed.
The second effect is caused by the physical build-up of the CPU’s in use. When we examine the Power 8
CPU in detail, one sees that it is a multi-core CPU, each core containing 8 separate execution units:
•
•
•
•

Two symmetric fixed-point execution units;
Two symmetric load/store units and two load units, all four of which can also run simple fixed-point
instructions;
one integrated, multi-pipeline vector-scalar floating point unit for running both scalar and SIMD-type
instructions;
In-core Advanced Encryption Standard (AES) encryption capability.

On top of the multi core structure, the IBM Power 8 offers the possibility to perform Simultaneous
Multithreading (SMT) (Li, Brooks, Skadron, & Bose, 2004). This options allows multiple instructions to
be executed by a single core at the same time. These instructions can only be executed simultaneously when
they employ different execution units, for instance running a floating-point instruction parallel to a fixedpoint instruction. as described in the article “Understanding the energy efficiency of simultaneous
multithreading” (Li, Brooks, Skadron, & Bose, 2004; IM, 2013) Li 2004]; the total application throughput
per Watt in a Power processor is favourably affected when multiple diverse workloads are offered to the
processor simultaneously.

7

source https://www.spec.org/power_ssj2008/results/res2016q1/power_ssj2008-20151215-00708.html
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3.5.3 Defining workload for the energy efficiency model
From the information supplied in the paragraphs above, we conclude that workload is yet another
influencing factor in an energy efficiency model. For the purpose of the model development we define three
types of workload for our model. We apply the RACER criteria on these workload types to pinpoint the
workload type that best matches the OPERA project.
Type 1: Workload volume consisting of (a mix of) applications is maximised during the energy efficiency
determination identical to the method used in the SPECvirt_sc2013_ServerPPW benchmark Power draw is
recorded at maximum performance only.
The advantage of the Type 1 workload is that this makes it relatively easy to obtain quality data,
interpretation is unambiguous, except for the determination of the application mix. The results are
universally accepted as a measure of the maximum machine efficiency. A very important disadvantage of
the Type 1 workload is that it is marginally relevant to the OPERA project. Core to the project is workload
management over heterogeneous architectures which is entirely negated by the Type 1 workload which is
by its nature static.
This type of workload is however relevant when testing certain elements of the OPERA solution or when
isolating methods employed in the project. As such, the Type 1 workload will be used, but is not preferred
for reporting the final conclusions of the project.
Type 2: Workload consisting of a single application is varied in volume for several predetermined load
levels, identical to the SPECpower benchmark, power draw at each predetermined load level is recorded
and performance per Watt is reported over the load level points.
Type 2 workloads make it harder to obtain quality data, settling at a predetermined load level being difficult
for many application types. Type 2 workloads can be subjected to the OPERA workload management
regime but relevance to the OPERA project reporting is again limited.
Type 3: Workload consisting a lifelike mix of applications are run at a (pre-recorded) lifelike load variation.
Energy use for completion of the test run will be recorded and efficiency expressed in output/kWh.
A disadvantage of a Type 3 workload is that it does not result in an independent energy efficiency result
for the system being studied. The result being dependent on the test conditions.
A major advantage of the Type 3 load is that the improvements in energy efficiency over the baseline
situation running the similar workload type and volume can be accurately displayed. Since improvements
over the baseline are what is described as goals for OPERA in the OPERA documentation, the Type 3
workload is the preferable workload type for the final reports on the gains from the OPERA project.
Type 3

RACER

Type 1

Type 2

Relevant

not
for
overall
efficiency
determination but relevant to isolate
the effect of OPERA methods for
energy efficiency

not
for
overall
efficiency
determination but relevant to isolate yes
the effect of OPERA methods for
energy efficiency

Accepted yes

Yes

yes

Credible

yes

Yes

yes

Easy

moderate

moderate

hard

Robust

yes

Yes

yes

Table 14 RACER criteria of Type of workload

From the information supplied in the paragraphs above, we conclude that to show the energy efficiency
improvement of OPERA using energy measurements and workload characteristics particular to each use
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case defined in the OPERA project is preferable. These use case workloads represent both the diversity in
workload types as well as variations in workload volume relevant to each use case. Since the temporal
variations in workload volume have a major influence on the observed power requirements, baseline
behaviour of the users will be recorded as part of the use case studies. This behaviour will be mimicked in
the test environments to obtain realistic life like results for the optimization.
These conclusions carry over into the next chapter and will be detailed when metrics and test scenarios are
defined for each use case separately.
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4 ENERGY EFFICIENCY METRICS
4.1

INTRODUCING ENERGY EFFICIENCY METRIC (EEM)

The OPERA project incorporates the creation of energy efficiency metrics for ICT infrastructure elements.
The project will deliver products that will, in further iterations of the products, impact the energy use
associated to ICT usage of both organizations and consumers. An indication of the impact and reporting on
the project’s success is needs a clear metric usable in the use cases for the project reflecting real world
examples of use of the OPERA products.
4.1.1 Energy Efficiency Metrics
To determine the energy efficiency metrics, the first order of business is to define energy efficiency.
Additionally, in this paragraph we will highlight the differences with the term effectiveness which is often
used in literature when discussing the relations between energy use and ICT.
The ITU, in its recommendation “Energy efficiency metrics and measurement methods for
telecommunication equipment” (ITU, 2014), discusses energy efficiency metrics and states:
“The energy efficiency metric is typically defined as the ratio between the functional unit of work and the energy
necessary to deliver the functional unit; the higher the value of the metric, the greater the efficiency of the
equipment.”

In mathematical form:

The definition of a metric is an integral part of measuring and comparing energy efficiency. The choice of
model parameters impacts the level of ease in measuring the energy used. As discussed in the previous
chapter 3, for equipment and component level use phase final energy, this needs only an electrical energy
meter, for a full system LCA this requires extensive research. Another issue facing the OPERA project in
this case is the definition of the “functional unit”, both issues will be tackled for each of the use cases
separately in the sections below.
“Efficiency” and “effectiveness” are terms that are often used as interchangeable concepts. However,
energy effectiveness is a variable that does not directly relate to useful work or any functional unit. For
example, in the case of the, most commonly but incorrectly referenced as “efficiency”, metric for data
centres today, namely the power usage effectiveness (PUE), the PUE is defined (The Green Grid, 2012) as:

As is obvious from the definition, the amount of work processed by a datacentre does not factor in into this
equation. The full name of the metric correctly reflects this fact by using the term effectiveness. Even
though workload is not in scope of measuring effectiveness, these metrics are nevertheless still very useful,
especially when there are little or no changes in the functional units, the useful work, or output of the object
under study. When the output is stable, improvements in energy effectiveness directly translate into energy
efficiency.
Part of the OPERA research has been to evaluate available Energy Efficiency Metrics that are in use in the
ICT community at this point in time. A list of such metrics was compiled in another EU H2020 project
named “EURECA”. Many indicators were found, their usability for comparing energy efficiency is,
however, low (EURECA, H2020 project number 649972, 2016).
A few of the indicators do offer insights that are useful for the OPERA project:
Metrics

Description
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SPECpower

DCeP

Flops/Watt

SPECpower measures the ratio of performance and electrical power of
computers under a variation of load conditions. These load points are averaged
to produce the overall SPECpower result.
DCeP is an equation that quantifies useful work that a data center produces
based on the amount of energy it consumes. DCeP is computed as useful work
produced divided by total energy consumed by the data center. DCeP allows
each user to define useful work as applicable to the user’s business. This aspect
allows each user to create a custom metric that is meaningful for each user’s
environment. Inconsistencies in data center comparisons can develop with this
approach, but the intent is that over time, through use of the metrics and
communication, the industry can harmonize the attributes to minimize
inconsistency in comparisons.
Floating point Operations per Second (Flops) are a specialized functional unit
for supercomputing clusters and machines. Where traditionally the goal of
building supercomputers is to maximize the compute power (usually expressed
in MFlops), the facility costs to power the supercomputer and the energy cost
for running it pushed the need for efficiency and an associated metric. Super
computers are therefore not only ranked by sheer power, but also by
performance per Watt.
ITEU (IT Equipment Utilization):

(Standard
Performance
Evaluation
Corporation
(SPEC), 2016)

(the Green Grid,
2016)

(Green500,
2015)

(Green
IT
Promotion
Council, 2012)

ITEU is the metric used for the efficient operation of datacenter IT equipment.
In a datacenter where no IT equipment is operating, ITEU value is “0”. On the
other hand, in a datacenter where IT equipment are all fully in operation (100%
utilized), ITEU value is “1”.
ITEU / ITEE

DPPE

ITEE (IT Equipment Energy Efficiency):

ITEE is the metric to express the relationship between potential capacities of
IT equipment in a datacenter and the energy consumption. ITEE is an average
efficiency of all IT equipment installed in a datacenter. This value becomes
larger when IT equipment with improved energy saving (efficient) is
introduced (installed/replaced with).
The Japanese national body, the Green IT Promotion Council (GIPC)
recognized that while ICT is helpful in improving energy efficiency of the
overall economy, the resource use by ICT is growing quickly. The GIPC
created the Datacenter Performance Per Energy (DPPE). The DPPE is a
comprehensive metric that incorporates both the facility efficiency (through
PUE) as well as computational efficiency. From the DPPE introductory
document the following picture was taken, illustrating the 4 areas of
responsibility that gave rise to the sub metrics ITUE and ITEE (see below).
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Figure 6 Areas of responsibility that gave rise to the sub metrics ITUE and ITEE

IE is % of the energy consumed in a data center by IT equipment in an idle
state:
!

CE is the % of energy that produces computational value to the business via IT
equipment (e.g., processing/servers, storage and networking): CE = 1 - IE.
Gartner’s IE
Metric

(Gartner, 2014)

Figure 7 Graphical representation of IE and CE
Table 15 Relevant efficiency metrics

4.1.2 Relevance to OPERA objectives
From the paragraphs above we can conclude that there are no off-the-shelf energy efficiency metrics that
are usable for evaluation of the OPERA project. However, to create a valid scope, measurement model and
representation for energy efficiency, we have used the combined experience from organizations such as:
•
•
•
•
•

The green Grid;
ITU;
GIPC;
Standard Performance Evaluation Council (SPEC);
Gartner.

In the following paragraphs, we will discuss each of the use cases in turn and define the metrics specific to
each case. As described in chapter 3 on energy efficiency models, the metrics we will use in the OPERA
project will:
•
•

Be targeted on the “use phase final electrical energy” consumption measured in kWh;
Be targeted on the “equipment level” or “system level” specific to the use case and “component
level” metrics when isolating the effect of a specific method or technology;
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•

4.2

Use Functional Unit definitions specific to each of the use cases.
USE CASE 1: DATACENTER IN A TRUCK

This use case involves an emergency response truck (see Figure 8), operated by the Italian agency called
“Protezione Civile”. In case of an emergency of any type (earthquake, floods, forest fires and so on),
whenever it is necessary to help an affected population, the truck is driven to the immediate area and acts
as a communication and command center.

Figure 8 The emergency response truck

Following up on a disaster, getting an accurate overview of the situation and affected terrain is crucial. This
is the first function of the truck. Figure 8, illustrates the process followed to obtain the needed information.
The outcome of step 1 and 2 is the creation of an orthographic map that accurately depicts the actual
situation on the ground. Time is of the essence in this mapping process, which currently takes several hours.
The second function of the truck is to act as a communication center, radio, internet and telephone
connections are delivered to local authorities and emergency response personnel.

Figure 9 Process flow after truck arrival

The following process is visualized above (see Figure 9) and described here in more detail:
1. The truck’s operator operates a drone, and captures images and videos about the situation;
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2. The operator downloads the data from the drone and elaborated them (arrangement of the videos by
deleting parts or adding comments and transformation of photos into orthophotos) with the
equipment on the truck;
3. The information is transmitted by a satellite connection;
4. The information arrives at Headquarters;
5. Headquarters evaluates the information and makes decisions about how to intervene.
The context in which the Truck acts is very critical for the following aspects:
•
•

•

Space. The space inside the truck is limited, three and half by about two meters. Inside, three electronic
equipment racks contain items and equipment to realize the described process.
Energy. The fuel is consumed not only for moving the truck but also for supplying electricity to IT
systems and equipment. This means that we have a correlation between equipment power consumption,
the distance covered by the truck and the Operational time. Additionally, the generator output capacity
is limited, reduction in energy use for existing functionality creates capacity for future developments.
Time. it’s crucial not only to extend the period of Operation but also to reduce the time of
elaboration. Currently elaborating 300 images in high resolution takes about 15 hours.

The targets of the OPERA Project for this use case are:
•
•

Reduce energy consumption;
Reduce elaboration time.

Reducing power draw can allow the truck to operate for a longer time but also frees generator capacity for
new functionality. Shortening elaboration time will produce operational data more quickly. Realizing these
targets means that the help needed can be delivered faster.
4.2.1 Baseline configuration
The OPERA platform will be compared with the currently active configuration used for radio
communication and the orthographic map creation (see also paragraph 3.4.1). This baseline configuration
consists of 2 HP DL380 G5 intel based servers used for running radio communication software and preprocessing of the aerial photographs and a third machine, a MacBook Pro used solely for the orthographic
map creation.
Hardware:
Name

Type

Measured by Rated Power

Server RADIO

HP Proliant DL380 G5 ILO

1170 W x2 (redundant power supply)

Server DOMINIO HP Proliant DL380 G5 ILO

1170 W x2 (redundant power supply)

Table 16 Radio server hardware

Software:
Server
Radio
Version
Software
SO

Windows 7

Advantec COM

2.0
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Radios are connected
by USB

Locationing DMR Radio
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It's necessary the
Locationing TETRA and analog
connection to Server
radio TETRA
Alfabox

MICOM.net

2.4

GEG

Server
“Dominio”
Software

Version

Supplier Purpose

OS

Windows 7

MS

Base operating system

Advantec COM

2.0

BPG

Locationing DMR Radio

MICOM.net

2.4

GEG

It's necessary the
Locationing TETRA and analog
connection to Server
radio TETRA
Alfabox

WhatsUp

Technical Details

Radios are connected
by USB

Monitoring LAN
– WAN
and configuration management
network appliaces

13.6

Table 17 Radio and Dominio server software

Orthomap hardware:
Name

Type

Measured by Rated Power

Laptop Mac book Pro 15 Retina RCE PM600

85 W

Table 18 Orthomap hardware

Orthomap software:
Server
Mini
Version
MAC Software

Supplier Purpose

SO

El Capitan
10.11.2

Photoscan Pro

1.2.1.2278

AG Soft

2D/3D image reconstruction, resolution
5-10 cm, export ortophoto2 2D, 3D
model

Flash
Encoder

3.2

Adobe

Streaming video (especially from drones)

Media

Technical
Details

Table 19 Orthomap software

4.2.2 Replacement configuration
For this use case the OPERA project envisions a HPE Moonshot server, equipped with a FPGA card and
one (if needed more) server cartridge (see Figure 10). The Cartridge hosts a Linux Operating system, in
which we install the software to transform photos into orthophotos, in this way it’s possible to take
advantage of the FPGA Card that can reduce the elaboration time of this process when we use an OpenCL
application.
The Cartridge will also host KVM (kvm.org, 2016), a virtualization layer on which the Server Radio and
the Server Dominio functionality will run.
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Figure 10 Schematic of replacement configuration

As it is not possible to run the MacOS based Photoscan Pro software, the Open source based “Micmac”
(Institut National De l'Information Géographique et Forestière, 2016) has been selected as a candidate
software package to realize orthophotos. The adaptation of the MicMac source code to make it able to take
advantage of the elements in the OPERA solution is a part of the OPERA project.
4.2.3 Energy Efficiency Metrics
As discussed in chapter 3, the functionality that is the subject of this use case is very well contained. In
addition, the output expected from the configuration is equally well defined. The energy efficiency model
parameters for this use case are therefore:
•
•
•

Final electrical energy to be measured in kWh;
The scope of the metric will be equipment level as described below;
The workload for final evaluation is Type 3 as described below.

The output that is currently delivered by the baseline configuration and that will be delivered by the OPERA
replacement configuration during the project consists out of two distinguishable components.
• Radio communication and management running continuously;
• Orthographic map created based on aerial photographs.
First, the two servers, type HPE DL380 G5, each providing a function for the trucks radio communication
will be considered. Since these radio functions run continuously, there is no finished output that can
function as a self-contained “functional unit”.
This does not present a problem since, as described in chapter 3, with a Type 3 workload, energy will be
measured over a time interval. The functional unit for the metric describing the energy efficiency of the
radio communication will therefore be a yet to be determined time interval of operation delivering full
functionality. The energy component in the metric will be final electrical energy, measured over the same
time interval. In order to quantify the efficiency differences between the baseline and the OPERA solution,
the following energy efficiency metric will be used:
"#$%& #'()*
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Evaluating this EE Radio metric against RACER yields:
Relevant

The metric is relevant to this specific use case, it is sensitive for changes in the configuration
and usable for past, current and future comparisons.

Accepted The metric has been discussed with the OPERA partners and found acceptable by them.
Credible

The calculations are transparent and the results unambiguous.

Easy

The data for the calculations is readily available

Robust

The metric will produce quality data, tests and calculations are repeatable. Multiple effects
are aggregated into the metric but can be separated by the test design.
Table 20 Evaluating EE Radio metric against RACER

The second metric will capture the efficiency of the FPGA addition to the Moonshot platform. As
discussed in 4.2.4, the OPERA platform will replace the three existing systems. The radio function will run
as a constant background; the orthographic map creation is an on-demand function that is used after a drone
is recovered and the aerial photographs it has taken are uploaded to be processed.
tm

The functional unit for this metric is the output, namely a single orthographic map which is created by
processing aerial photographs taken by a drone. For consistency, the EEOrthomap will be reported by creating
a reference map.
-#".*/'0

1

+

,

An important note of the measurement of the “Energy used to create the map” is that this energy is
calculated from the difference in energy used by the total configuration when only the radio functionality
is being delivered and the total energy use of the platform when running both the radio functionality and
the orthomap creation. The energy thus calculated only covers the additional energy of the orthographic
map creation and EEOrthomap can then be compared between the reference value calculated for the currently
active baseline configuration and the value obtained from the OPERA replacement.
Evaluating this EE Ortho map metric against RACER yields:
Relevant

The metric is relevant to this specific use case, it is sensitive for changes in the configuration
and usable for past, current and future comparisons.

Accepted The metric has been discussed with the OPERA partners and found acceptable by them.
Credible

The calculations are transparent and the results unambiguous.

Easy

The data for the calculations is readily available.

Robust

The metric will produce quality data, tests and calculations are repeatable. Multiple effects
are aggregated into the metric but can be separated by the test design.
Table 21 Evaluating EE Ortho map metric against RACER

4.2.4 Requirements for testing
As stated, the testing for the EEtruck radio is relatively straight forward. During the first test, identical software
(OS and applications) will be used, both configurations will run an identical load situation for at least an
hour but preferably for a period equal to the elaboration time of the orthographic map creation.
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Energy in the baseline configuration will be calculated by taking the ILO power readings from the DL380’s
taken at short (10 second) intervals, and integrating these power readings over time. Initial measurements
have shown that the reference configuration shows very little variation in power usage, making this
approach valid.
If the applications permit, a newer version of the Windows operating system can be considered for the
baseline configuration to verify if power management has evolved in the OS.
Testing for EEOrthomap is more elaborate. The replacement configuration consisting out of the Moonshot and
FPGA card does not function properly with “Photoscan Pro” and the replacement configuration will
therefore run the open source “Micmac” instead to create the orthographic map.
To eliminate the effect of the software change in the measurements and to verify that the quality of the map
created with Micmac is adequate, a multi-step test program is run:
1. Create a set of reference photographs that will be the basis of the map creation in all cases;
2. While measuring time and energy, create an orthographic map from the reference photographs on:
a. The MacBook Pro with Mac OSX, running Photoscan Pro, using the DL380’s for preprocessing;
b. The MacBook Pro with Mac OSX, running Micmac, using the DL380’s for pre-processing;
c. The Moonshot + FPGA with Linux, running Micmac.
In the last instance (c), the pre-processing phase will be tested on either the FPGA or the virtual radio
servers. The most energy efficient solution will be chosen for the final test.
Evaluating quality of the resulting orthomap is complex, and possibly subjective. To minimize subjectivity,
the quality of the Photsocan Pro and Micmac software will be compared using the following criteria:
• The number of photographs rejected in the map creation (fewer is better);
• The resulting Ground Resolution (higher is better).
Acceptable limits for the values must be determined during use case completion.
4.3

USE CASE 2: TRAFFIC MANAGEMENT CAMERA

The second use case is connected to the development of the “internet of things” (IoT).
Gartner in its document “Internet of Things Primer for 2016” (Gartner, 2016) predicts that we are quickly
approaching the era where tens of billions of network enabled devices are in use.

Figure 11 IoT overview (Gartner, 2016)
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To sustain that many (mostly) wireless devices, both communication and the device itself must Operate
with extreme energy efficiency and Ultra low power (ULP).
One of the many types of IoT devices is a camera, specifically OPERA will work on a traffic management
camera usable in area’s that lack both electrical as well as wired communication grids.
Le Département de l’Isère in France manages 5100km interurban roads, which include roads where energy
grids are not available). Le Département de l’Isère already operates a technological platform to manage the
road traffic: its management center is equipped with a traffic management making decision tool, and
monitors around 110 traffic sensors, 50 video cameras and 50 variable message signs.
OPERA in turn will deliver a ULP detection device, the objective is to validate that highly functional
software can work on a low power platform and provide the expected traffic detection features suited to
safety and traffic planning improvement.
4.3.1 Baseline configuration
The OPERA platform will be compared with a currently active configuration. Le Département de l’Isère
currently has no product that can be installed alongside roadways that need monitoring, but are to remote
to have electrical or communication infrastructure. However, such camera systems are available. This
specifically designed camera can harvest the needed energy with a solar panel and store this energy in
batteries for operation during low light conditions. The associated solar panels are currently (too) large, due
to the fact that the energy needs of the system are relatively high.
The total system needs to withstand mountain weather conditions, including snow and high winds. The size
of the solar panel therefore directly influences the size of the concrete foundation and thus a large part of
the cost of installing the system.
Another element in both the energy use and operational cost of such a camera is the fact that this particular
system uses a 3G telecom connection to transmit video and other relevant data to the traffic management
center. The associated costs are of such a level that Le Département de l’Isère has not deployed such a
system yet.
Figure 12 shows what such a system would have looked like if it had been deployed:

Figure 12 Schematic for an installation consisting of an autonomous camera connected to the Département de l’Isère
traffic management center

Even though we have no access to this exact baseline configuration, the needed data for the baseline can be
construed out of the combination of available data from the camera manufacturer and the currently active
road management systems of the Département de l’Isère, see Figure 13:
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Figure 13 Schematic of the currently active camera systems for road management

For the energy efficiency determination of both the baseline and the replacement configuration, it is needed
that the system boundaries are correctly defined. The options for these system boundaries are depicted by
the orange and red outlines in Figure 12 and Figure 13. The choice for these boundaries will be discussed
in paragraph 4.3.3.
4.3.2 Replacement configuration
A new camera system that can function autonomously will be built by the OPERA partners. The camera
system will detect and assess events and decide whether images need to be transferred to the traffic
management centre. Depending on the event itself, either the full capability or a subset of the camera
functionalities will be activated and it is because of this decision capability that the camera system will be
able to limit its energy use to ultra-low levels making it capable to function with a much smaller solar panel.
A schematic representation of the entire system, including the interconnecting network, is shown in Figure
14:

Figure 14 Schematic representation of the OPERA traffic management system.
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The dotted line in Figure 14 represents the wireless connection, the development of the antenna system
including protocol selection for communication is part of the OPERA project.
4.3.3 Energy Efficiency Metrics
As discussed in chapter 3, the functionality that is the subject of this use case is not well contained.
The functionality that will be delivered by the OPERA product will incorporate functionality that is
currently spread over the existing camera solutions and both electronic decision support systems and human
operators that work in the traffic management center (TMC). In addition, the output expected from the
configuration is also loosely defined. Traffic management is a function that runs continuously, there is no
self-contained output that can function as a “functional unit”. There are off course well defined events that
are described in the use case requirements documentation but the number and frequency of these events is
not a given.
Consequently, the energy efficiency model parameters for this use case are:
• Final electrical energy to be measured in kWh;
• The scope of the metric will be system and equipment level as described below;
• The workload for final evaluation is Type 3 as described below.
The output that is currently delivered by the baseline configuration and that will be delivered by the OPERA
replacement configuration during the project consists out of the detection of predefined disturbances in
traffic flow i.e. traffic jams and wrong way traffic, the detection of cyclists and the collection of road usage
statistics. Detection of these events will result in predefined actions being taken.
Currently, the delivery of this functionality depends heavily on computer systems and human operators
functioning/working inside the TMC. The OPERA replacement configuration will function autonomously
by internalising much of this functionality inside the camera. Since this internalisation will lower the
workload currently handled by the TMC, it follows that the overall energy efficiency comparison of the
baseline and the OPERA replacement configuration needs a system level scope.
The internalisation of functionality also impacts the energy use of the camera system itself and the data
volume over the transport network. Since this energy use translates in to cost of the deployment via the size
of the solar panel and the operational cost is related to the data volume and bandwidth requirement over the
wireless connection both factors will be evaluated using an equipment scope, focussed only on the new
camera system itself.
An important factor in the camera efficiency is the number and type of events that the camera registers and
the amount of communication that results from this. Another element that factors into the equation is the
distance between the camera and the associated wireless communication points. Large distances will require
higher power to the antenna.
Bearing in mind that the camera will be designed to operate in remote areas that are off the power-, as well
as communication grid, the number of events the camera will need to register will be limited. For fair
comparison, the number of events that will happen in a single day will be fixed by analysing existing
information from older camera systems operational in the similar areas.
At least one of the detectable events, namely wrong way traffic, a vehicle on the wrong side of the road,
will occur extremely infrequently. A result of this is that the observation window for the testing will either
be very long, in the order of 1 month, or the testing will isolate the impact of this event and average this
against the frequency of occurrence.
Therefore, we define a Type 3 workload for the traffic management use case as a recorded period (month)
of operation. Both the baseline energy use and the OPERA replacement energy use will be
measured/attributed to the road management function of a single camera and reported in kWh.
"#'22)% /'3'45/53"
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Evaluating the resulting EE Traffic management metric against RACER yields:
Relevant

The metric is relevant to this specific use case, it is sensitive for changes in the configuration
and usable for past, current and future comparisons.

Accepted The metric has been discussed with the OPERA partners and found acceptable by them.
Credible

The calculations are transparent and the results unambiguous.

Easy

The data for the calculations is readily available.

Robust

The metric will produce quality data, tests and calculations are repeatable. Multiple effects
are aggregated into the metric but can be separated by the test design.
Table 22 Evaluating EE Traffic management metric against RACER

4.3.4 Requirements for testing
Testing of the camera will be staged; functionality will be verified in a densely populated area where many
so-called events will be registered. Both wired communication and power grid connections are optionally
available here.
Efficiency will be demonstrated on an actual remote site in the French alps, using the energy efficiency
metric defined in 4.3.3
Functional tests are out of scope of this document these tests will be described with the Use case
documentation.
The energy efficiency of the OPERA camera will be compared with an available wireless camera
configuration. To carry out repeatable and relevant Energy Efficiency measurements, the following test
variables must be (nearly) fixed based on the conditions and activity recorded for the alpine test location:
1. Measurement duration and light conditions during the test period;
2. Number and type of “events” that the camera should detect during the measurement period. These
numbers should be realistic for the test locations but must include all event types defined in the use
case requirements documentation;
3. Distance between the camera and the wireless network receiver. For the EE measurements, this
distance should be close to but not exceeding the maximum distance for wireless transmission of
the older camera system equipped with an omni directional antenna. For the directional antenna,
this connection point should be in line of sight.
4. Energy measurements on both systems should be carried out at the battery output, making sure that
solar panel output does not interfere with the measurements.
The total energy efficiency determination, based on a systems level scope, requires the energy use of the
individual cameras and an attribution of energy to an individual camera from the TMC and the transport
network. This attribution will introduce a margin of error into the outcome of the energy efficiency metric,
but will not influence the metrics definition. For the baseline, we can make a first order estimation for the
TMC attributable energy. The TMC currently manages 55 cameras, equal to the maximum number that can
be handled by this TMC. As such, <= 1.8% of the TMC energy requirement can be attributed to a single
camera feed.
The introduction of a “smart” camera, one that handles all routine traffic management situations
autonomously will greatly enhance the maximum number of cameras that the TMC can handle. It will not
however make the TMC obsolete. During the OPERA project the new value for TMC attribution will be
determined.
Another part of the systems view consists of the energy associated with transport network. Further research
into the per MB energy use of a commercial telecom network must be conducted. Both the baseline and
OPERA replacement cameras will be monitored during the test periods to record the data volumes
transmitted. These data volumes form the basis of the energy attribution from the transport network.
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4.4

USE CASE 3: VIRTUAL DESKTOP INFRASTRUCTURE (VDI)

As already discussed in paragraph 3.5.3 about the workload effect on the energy efficiency model, the third
use case for the OPERA project, concerns the optimization of the centralized computational resources in a
Virtual Desktop Infrastructure (VDI).
CSI Piemonte, one of the OPERA partners, manages about 14,000 workplaces, that customers use to access
not only to remote services but also to local ones, for instance web applications, e-mail, printers, network
disk, USB devices, etc. While many of these workplaces are still traditional “fat clients”, over the past
years, CSI Piemonte has transitioned a substantial number of users onto a VDI environment. This transition
requires significant investments in CSI datacenters to cope with:
1. Transfer of the computational power from the customer premises to datacenter;
2. Transfer of the power consumption from the customer premises to datacenter.
The aspects mentioned above are targeted for improvement by the OPERA Project. OPERA means to
advance the move to a thin client solution by:
•
•

Increasing computational efficiency and capacity through workload profiling and placement;
Increase energy efficiency of the server based components.

In addition, to reduce the cost of the transition, OPERA will use open source software where possible.
4.4.1 Baseline configuration
The baseline configuration that will be used for comparison with the OPERA solution is formed by the
systems in the currently active VDI configuration at CSI Piemonte. These are the servers inside the redlined
equipment boundary in Figure 15. This current configuration is based on several servers of the type:
•
•
•
•

HP Blade Proliant BL660c Gen8;
CPU: 4 x Intel(R) Xeon(R) CPU E5-4610 v2 @ 2.30GHz;
RAM: 256 GB ECC;
SO: XenServer 6.5.

On this platform, multiple Virtual machines are running. The characteristics of these VM’s are:
•
•
•

RAM: changes dynamically between 4GB and 10 GB;
vCPU: 4 CPUs - 4 sockets with 1 core per socket;
SO: Windows Server 2008 R2 standard.
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Figure 15 Schematic representation of the VDI environment

4.4.2 Replacement configuration
The general architecture of the replacement configuration is shown in Figure 16:

Figure 16 Schematic representation of the VDI environment, showing where the OPERA solution fits in

Wherever possible, functionality for the users will be delivered in a Software as a Service (SaaS)
method. These SaaS applications will be hosted in Containers applying the policy of one SaaS application
per Container.
The Thin client can access the SaaS applications through a Browser and at the same time, the thin client
can access the Microsoft Remote Desktop Services (RDS) using the RDP protocol.
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The containers will be hosted both on the IBM Power8 and on the HPE Moonshot components of the DiaB.
The purpose is of this being, to be able to move containers automatically driven by the energy consumption
optimization. This automation is in development and will be an outcome of OPERA project.
During the use case testing, different configurations will be tried to find the optimally efficient setup. The
currently envisioned configuration is:
1. Containers installed on KVM;
2. LXC – Linux containers;
In addition, different types of Moonshot cartridges will be tested to optimize energy efficiency in relation
to the workload.
To be able to deliver the full range of functionality that the end users require, a limited amount of
applications with a client-server architecture that cannot be ported to a SaaS delivery model, will also have
to be hosted. The client component, since this is a virtual desktop component, of these applications will
reside on the OPERA solution by means of a RDS environment. The server side component for these
applications are kept external to OPERA, in the Figure 17 this component is denoted as the “Actual Test
Server”. This component is kept external to OPERA solution because the technology is outdated and not
supported by current hardware.
Figure 17 is details the Heterogeneous OPERA solution consisting of IBM Power 8 and HPE Moonshot
servers denoted as the “data center in a box” (DiaB). The expansion also shows the use of various HPE
Moonshot cartridges as well as the IBM Power8 component. Figure 17 also shows the position of the “actual
test server”, that will be used to host the server side components of legacy software that cannot be replaced,
and the connections to the OPERA platform.

Figure 17 DiaB general architecture for VDI use case

4.4.3 Energy Efficiency Metrics
As discussed in chapter 3, the output associated to this use case is not easily described. A substantial number
of users are dependent on this VDI environment to accomplish their day to day tasks use a range of
applications, the bulk of this workload however can be tagged as “office productivity” tools. Office
productivity is a function that runs has no self-contained output that can function as a “functional unit”. To
be able to record and compare energy efficiency, we will therefore revert to a simulation of user behaviour
using actual recorded load profiles from the existing VDI environment.
The simulation ensures repeatability of the tests and the direct comparability of the results from the baseline
configuration with the OPERA solution.
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The scope of the metric will be on the equipment level as shown in figures EE and FF. The reason for this
choice are found in the RACER criteria, mainly relevance and robustness. The OPERA project does not
touch either the end user hardware or the end user behaviour pattern. The OPERA project also does not
involve changes in the network between client and datacenter, since the use case targets an existing VDI
environment. The project does contain changes in the software used by the end users, however, the testing
will isolate this influence by performing test with the new software packages on both the baseline and the
OPERA solution. The relevance of the OPERA project is thus limited to the centralized computational
component only and the metric will reflect this scope.
Consequently, the energy efficiency model parameters for this use case are:
•
•
•

Final electrical energy to be measured in kWh;
The scope of the metric will be equipment level;
The workload for final evaluation is Type 3 as described below.

Analysis of the existing configuration yielded the observation that a single baseline server currently
provides VDI services for up to 250 users. The load characteristics in terms of CPU and memory loading
have been recorded and these show significant variations over time (see paragraph 4.4.4). Since the actual
load that is placed on the servers by the VDI users is dependent on this human behaviour and cannot be
accurately predicted, a sufficiently long period of one week of measurement is chosen, to average out short
term fluctuations. To account for the change (increase) in available computational power in the DiaB, the
energy efficiency metric will be expressed “per user”. Taking the per user approach will counteract the
effect of lowering the average loading of the solution as discussed in the chapter 3 of this document.
The functional unit for this metric will therefore be one week of VDI services provided per single logged
on user as fraction of the maximum number of supported users.
To quantify the efficiency differences, the following energy efficiency metric will be used:
:()
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Evaluating the EE VDI metric against RACER yields:
Relevant

The metric is relevant to this specific use case, it is sensitive for changes in the configuration
and usable for past, current and future comparisons.

Accepted The metric has been discussed with the OPERA partners and found acceptable by them.
Credible

The calculations are transparent and the results unambiguous.

Easy

The data for the calculations is readily available.

Robust

The metric will produce quality data, given that the project resorts to the use of load
generators instead of life testing. In this way, the unpredictability of human behaviour is
negated while overall behaviour patterns are incorporated. Multiple effects are aggregated
into the metric but can be separated by the test design.
Table 23 Evaluating EE VDI metric against RACER

Table 23 Evaluating EE VDI metric against RACER
4.4.4 Requirements for testing
A more detailed analysis of the Energy efficiency gains in this use case will be presented by OPERA at the
conclusion of the project. Preliminary results were however obtained from the existing VDI platform during
the first effort to record end user behaviour during the period between Wednesday the 8 and 15 of June
2016.
th
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To illustrate both the calculation of the energy efficiency metric as well as show typical behaviour data, the
following 2 graphs, from Sunday June 12th 2016 (Figure 19) and Monday June 13th 2016 (Figure 19)
showing the number of logged on users and the Server power draw (Watt) are shown.

Figure 18 Citrix VDI on Sunday, blue line: Power (Watt) and red line users (number)

Figure 19 Citrix VDI on Monday, blue line: Power (Watt) and red line users (number)

What is clear from the above profiles is that in the current environment there is very little influence of the
number of users on the power draw of the physical server. The EEVDI in this case is approximated by:
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Contrary to the baseline shown above, it is expected that the OPERA solution will show a strong
relationship between workload and the resulting power draw of the configuration, careful testing while
continuously monitoring power and overall energy use will therefore need to be conducted.
These tests will record many more parameters aside from energy in order to serve as input for the use case
development. The metrics monitored are the classic system metrics (CPU, RAM, Thread, Disk I/O)
augmented with power and energy measurements to ensure the correct EEM calculation. Values that are
indicators for the quality of the service experienced by the users like response time, page/sec, # of Errors,
hit/sec and throughput/sec will be recorded and appropriate limits will be set to ensure this quality of service
when the system is stressed to support a maximum number of users.
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A set of tools has been selected by CSI Piemonte to support the following test phases:
4.4.4.1 Testing Phases
• Record
• Configure
• Verify
• Execute
• Analyse
• Report.
4.4.4.2 Test Sessions Strategies
An overview on performance software tools (open source and commercial) showed that neither total
reliability nor fully meeting performance requirements can be satisfied on Microsoft RDS (VDI)
infrastructure with a unique tool.
For this reason, we choose alternative approach to obtain the right load and stress on AUT.
The chosen solution merges open source tools (AutHotKey, Eclipse, Selenium WebDriver + IDE),
commercial tools (Borland Silk) and functionalities offered by Windows (O.S. and native apps).
Because the goal is repeat the load generated in the previous session on Citrix environment, the CSI
Piemonte solution uses some tools for recording the steps during E2E navigation and generating script and
other tools to simulate the load (using these scripts).
CSI Piemonte makes a distinction among AUT in 3 categories: web applications, client-server applications
and SaaS; for each category, it uses different tools and approach to test.
Web applications
•
•
•
•
•
•

Selenium IDE : tool to help recording and generating Selenium Webdriver scripts;
Eclipse + Selenium Webdriver: IDE and plugin to verify scripts generated, source code manipulation,
generating jar/executable file to be run on each VDI session;
Shared disk for all user profiled on RDS as common working area;
RDS Client: client to load at startup jar/exe file;
RDS Manager: client to group VDI sessions, to launch them, to observe the sessions working in real
time;
PerfMonitor : application to collect data (CPU, Memory, etc).

Client-server applications
•
•
•
•
•

AutHotKey: tool to help recording and generating scripts as executable file;
Shared disk for all user profiled on RDS as common working area;
RDS Client: client to load at startup jar/exe file;
RDS Manager: client to group VDI sessions, to launch them, to observe the sessions working in real
time;
PerfMonitor to collect data (CPU, Memory, etc).

SaaS applications
MicroFocus Borland SilkPerformer (>=V16.5) to record, generate and execute the load scenario and collect
data.
4.4.4.3 Collecting Metrics and Result Analysis
The metrics monitored are the classic system metrics (CPU, RAM, Thread, Disk I/O) and in any case, all
the necessary metrics will be collected to ensure the correct EEM calculation like response time, page/sec,
# of Errors, hit/sec and throughput/sec.
The data will be analysed during Test Report generation.
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Test Report consists of metric charts updated in real time (usually in a time between 3 and 10 seconds)
which it can monitor test running and resources involved in.
The Result Analysis will be a comparison between the test reports to identify which solution better match
the requirements.
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5 ENERGY EFFICIENCY METHOD
A great many methods exist that can be used to curb the energy use of an ICT system under specific load
conditions. Some of which are currently deployed in standard commercial offerings. Others are in
experimental stages and comprise innovations specific for the OPERA project.
For energy optimization in some systems it might be more advantageous to do the required work in the
minimal amount of time against high power use for that period and spent longer intervals in idle mode. In
other systems, it might be better to smear out the workload at lower power conditions.
All OPERA use cases will expand on these technologies, tailoring the needed performance and or result
against the overall energy use of the system and introducing management software that searches for the
lowest overall energy use to accomplish a certain task.
This chapter will briefly discuss those methods that are already commercially available, all of which will
be utilised by, but not modified or enhanced by OPERA.
5.1

EXISTING METHODS

5.1.1 Equipment renewal
One accepted method for improving computational energy efficiency is the replacement of systems
containing older CPU generations for others based on the latest developments. The effect of this on
improving energy efficiency of computers is demonstrated in an article by Jonathan G. Koomey in
“Implications of Historical Trends in the Electrical Efficiency of Computing” (Koomey, 2011).
In this article, professor Koomey published the following graph (Figure 20) from which he concludes that
the maximum achievable energy efficiency of computations doubles every 1,56 years (often referenced to
as to ‘Koomey’s Law’).

Figure 20 Historical trend in compute efficiency
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Koomey’s law is not based purely on observation and a valid point of discussions is therefore if Koomey’s
Law currently still holds. There are signs that Koomey’s Law is slacking off. When we observe the
developments in the SPECpower benchmark, plotting the top performers of each quarter based on their
performance per Watt at 100% loading we get the following graph (Figure 21):

Figure 21 2log(performance/watt) for the top performers in the single system SPECpower benchmark

The data is not as extensive as that used for the publication by Koomey, however, given the fact that we
have selected data that was published for demonstrating best in class performance per Watt and collected
using a strict benchmarking protocol, the data can be considered of good quality.
Linear regression on this line yields a slope of just 0.35 which would mean a slowdown of efficiency
doubling from once per 1.56 years to once per almost 3 years. At the time of writing, the OPERA proposal
may have overestimated the autonomous efficiency improvement described by Koomey’s law (Summers,
2017). However, the general principle still holds.
5.1.2 Power supply efficiency
In the past years, development of the AC to DC conversion, a.k.a. power supplies, have yielded a much
more efficient component of a computer system. Since all energy in a computer is delivered as a DC current,
improving the conversion efficiency has a baseline effect on the entire system. All efficiency gained in this
way can be attributed to the improvement that is a result of the research done by equipment manufacturers.
5.1.3 Hardware power management
Another innovation brought by equipment manufacturers is the ability of computer systems to lower power
draw in low load conditions. The primary method for this is through lowering frequencies on CPU’s and
bring cores into a wide variety of sleep states in multicore systems to try to match system capabilities to the
workload presented to the system. Lowering CPU frequency has a dramatic effect on CPU power usage.
The power states that describe the various stages have been defined in the ACPI C, P and S states and are
well documented (UEFI, 2016).
Important for energy measurement is that the energy is expressed as the integral of Power over time.
B

"

C

The fluctuations of Power (P) over the measurement period are a crucial part of the system design and a
great contributor to overall energy efficiency. Power management on the OPERA system is therefore
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crucial (also see: 4.4 Use case 3: Virtual Desktop Infrastructure (VDI).Use case 3: Virtual Desktop
Infrastructure (VDI)
The effect can be demonstrated by observing the power behaviour of a modern server under varying load
conditions as discussed in the VMware whitepaper “Host Power Management in VMware vSphere® 5.5”
(VMware, 2015).

Figure 22 Power draw under varying load in balanced (red) and high performance (blue) mode

As is shown in the graph (Figure 22), system power draw is dependent on workload. In the VMware Host
Power Management (HPM), this is accomplished only by adjusting the processor Advanced Configuration
and Power Interface (ACPI) states. The interface specification is currently in release 6.1 (UEFI, 2016).
The total energy use is computed by calculating the area enclosed under the graph (Figure 22), both the
width and the height of the peaks and troughs influence total energy.
5.1.4 Virtualization
Although ACPI states have been introduced, computer systems as shown in the SPECpower benchmarks
still exhibit best performance per Watt in high workload conditions.
This behaviour is demonstrated by comparing SPECpower results from typical servers.
When we take the top ranked system from first quarter 2013 (Standard Performance Evaluation Corporation
(SPEC), 2013), as already shown in Table 11, we can clearly see that below 40% utilization, the
computational efficiency expressed in SSJ_ops/Watt drops dramatically.
To achieve high energy efficiency in computing, it is therefore paramount to strife for high load conditions.
In modern highly performing computer systems this is particularly hard. The use of virtualisation
technology is in most cases a necessity in accomplishing this.
From the first introduction of virtual environments on IBM Z-systems (mainframes) in the 1960’s,
virtualisation has developed and is now available on almost every platform, in various forms. As far as
usable technologies for the OPERA project are concerned, two major streams present themselves:
a. Hypervisor based virtualization where full Virtual Machines are created;
b. Container based virtualization in which application are isolated from each other but share a
common underlying OS.
According to Gartner (Gartner, 2015), server virtualization products have matured and now focus on
specific use cases. Gartner therefore recommends to select a virtualization infrastructure based on specific
use-case requirements, existing technologies and skills, costs, and the ability to support multiple necessary
OSs and workloads.
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Specific to OPERA are the requirement for extreme energy efficiency and the possibility for moving
running workload from one computer architecture to another. For this reason, a search of available scientific
literature has been conducted to find which of the virtualization providers and what technology stands out
in this respect.
There is a sizable amount of literature, both on comparing hypervisors, as well as comparing virtual
machines with container technology based on performance. Comparison of these possible solutions based
on energy efficiency is however rare and a huge complicating factor is the fact that virtualization technology
develops quickly and the literature produced on the subject quickly becomes outdated (Argawal & Jain,
2015).
Guzek (Guzek, Varrette, Plugaru, Pecero, & Bouvry, 2014) published one of those rare comparisons
including energy efficiency. In this paper, the hypervisors Xen, ESXi and KVM were compared (Figure
23). Guzek concluded that in the computationally intensive HPL and DGEMM phases, the hypervisors
show a limited (up to 4%) overhead on the Intel-based platform. For this situation, there is very little
difference in the hypervisor efficiency. For IO intensive workloads, the picture is less clear but Xen seems
to perform worse.

Figure 23 Comparison of the relative Performance per Watt for individual HPCC benchmarks

This study is corroborated by a component-based performance comparison of four hypervisors (IM, 2013).
This study also included Hyper-V, the Microsoft solution and came to the same conclusion: the overheads
incurred by each hypervisor can vary significantly depending on the type of application and the resources
assigned to it. However, we find no single hypervisor always outperforms the others.
The paper further supports the OPERA project with its overall conclusion: the results of this study
demonstrate the benefits of building highly heterogeneous data center and cloud environments that support
a variety of virtualization and hardware platforms. While this has the potential to improve efficiency, it also
will introduce several new management challenges so that system administrators and automated systems
can properly make use of this diversity (Soltesz, 2007).
Given this information, we can conclude that the differences in hypervisors are small and we can proceed
with OPERA using KVM as the hypervisor solution.
The second choice, between containers or virtual machines is much easier to make. To be able to move
workload between two systems with a different instruction set architecture (ISA), the only technological
option is to go for containerisation. This choice is supported by the results of studies into the performance
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differences between VM’s and containerized applications conducted by various groups. Early research
(Soltesz, 2007) suggests that when compared with the Xen hypervisor, containers outperform virtual
machines by a large margin. Wes Felter from IBM (Felter, 2014) compared virtual machines with Linux
containers. This study reports no significant performance differences between containerized applications
and Virtual machine based applications, but does state a difference in memory footprint, containers having
a much smaller one.
A very recent study, “Power Efficiency of Hypervisor-based Virtualization versus Container-based
Virtualization” (Kessel, 2016) conducted in the Software energy footprint lab of the university of
Amsterdam ( http://www.seflab.com/category/home/ ) expressed their findings in terms of energy
efficiency. In this study, Docker, a popular container technology, and the KVM hypervisor were compared
based on their energy efficiency. The study finds little difference in idle state, but finds Docker to be more
energy efficient under load.
Based on these publications we conclude that in terms of energy efficiency, different hypervisors don’t
differ significantly, but containers are more energy efficient than virtual machines without incurring a
performance penalty. The OPERA platform will therefore deploy containers when possible and the KVM
hypervisor in case a full virtual machine is called for, to host the application load associated with each of
the use cases under study.
5.2

METHODS TO BE DEVELOPED IN THE OPERA PROJECT

In addition to the exploitation of existing methods for energy efficiency, the OPERA project will develop
project specific energy efficiency methods or develop significant enhancements on existing technologies.
The proposed methods will be judged on their clear contribution to the achievement of measurable OPERA
goals.
For example, the Protocol change for intersystem networking should lead to significant increase in bytes
transferred/Joule when compared with TCP/IP.
5.2.1 Heterogeneity as Energy efficiency method
Heterogeneity refers to the use of multiple different types of processors in a single system. In the OPERA
project, we are looking at the data center as being a system of machines, connected through a high-speed
network. Multiple machines in the data center may work together to form a compute platform for a single
application. The compute platform may contain different processing elements including general purpose
Central Processing Units (CPU’s), such as x86 cores inside Intel’s Xeon processor, special-purpose
Application Specific Integrated Circuits (ASIC’s) accelerators, such as CRC offload engines inside a NIC,
or partially specialized, programmable hardware such as Graphics Processing Units (GPU’s) or Field
Programmable Gate Arrays (FPGA’s). In the context of the OPERA project, we are exploring multiple
aspects of heterogeneity, but focusing on the two aspects of CPUs of different ISAs (instruction set
architecture), and the FPGA as a special-purpose accelerator.
Past studies show that with a single ISA, a mix of relative strengths of machines (Chun, et al., 2010) or
cores in a single chip (Kumar, Farkas, Jouppi, Ranganathan, & Tullsen, 2003) can outperform a
homogeneous configuration by nearly 40% in terms of energy proportionality and energy-delay
product. Subsequent studies show that by combining multiple ISAs in a single chip, energy consumption
can be further reduced by an additional 21% (Venkat & Tullsen, 2014).
The overall success of this methods will be reflected by the energy efficiency gains in the OPERA VDI use
case. The baseline of this use cases is purely homogeneous and the proposed OPERA replacement
configuration heterogeneous.
5.2.2 Design of the heterogeneous system
As described in the OPERA project, a heterogeneous system containing IBM power8, Intel X86, ARM
processors and FPGA cards will be build.
D4.1 | Report on Energy Efficiency Metrics

60

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

The target for the system is to be able to run a wide variety of workload types and workload intensities
while maintaining the maximal achievable energy efficiency at these varying conditions.
To achieve this end, the project OPERA Project will make use of virtualization technology, the associated
workload management system will however incorporate capabilities to move containerized workload not
only between systems with a similar or identical CPU instruction set architecture (ISA) as currently
delivered by for example VMware, but also between systems with very different ISA’s such as X86 and
Power8. An energy aware workload manager will be part of the solution, as well as a cross ISA compiler
that can create binaries for all ISA’s in the system with a coherent memory structure to allow cross ISA
workload migration. This compiler will be based on the work within the popcorn Linux project, as described
in the paper “OS Support for Thread Migration and Distribution in the Fully Heterogeneous Datacenter”
(Pierre Olivier, 2017)
A cloud management layer along with a workload management system will be used by OPERA to manage
and distribute the workload among the physical resources. To this end, OPERA will start from the
characterization of the workloads (how they impact on physical resources such as CPU utilization and
network), and subsequently will develop a software module for placing instances on the most suitable
architecture, considering consumption profiles of resources.

Figure 24 OPERA Solution Architecture

5.2.3 Improved Memory mapping in virtualized environments
5.2.3.1 Background
Virtual memory is an integral part of modern computer platforms due to the many benefits it offers. Virtual
memory enables multiple processes to run simultaneously in the system by isolating the processes in
separate virtual address spaces that are mapped to the physical address space. Virtual memory thus makes
application programming easier, as each application has the illusion that it lives in its own virtual address
space and its data is protected from other processes. Virtual memory also allows processes to use more
memory than is available in the RAM by mapping parts of the virtual address space to the disk (a.k.a.,
swapping).
Nearly all implementations of virtual memory use paging, i.e., dividing the virtual and physical address
spaces into contiguous, aligned blocks called pages. The virtual memory subsystem maps virtual page
numbers (VPNs) to physical page numbers (PPNs). x86-64 platforms implement virtual memory as a
hardware-software mechanism. The operating system (OS) sets the mappings between VPNs to PPNs in
per-process page tables, and the hardware memory management unit (MMU), translates memory references
on-the-fly. To accelerate the translation of virtual addresses to physical addresses, the MMU caches recently
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used address translations in a translation lookaside buffer (TLB). The TLB is consulted upon each memory
reference, and if it misses, the hardware retrieves the absent translation using the corresponding page
tables—a.k.a. walks the page table—and adds it to the TLB.
5.2.3.2 The cost of virtual memory
Virtual memory is a powerful abstraction, and as such, it comes at a price. In the x86- 64 architecture, the
page tables are hierarchical, organizing the translations in a 4-level radix tree. Finding a missing translation
in the page tables thus incurs an overhead of 5 four memory references. Although the TLB often avoids
this overhead (when it hits), McCurdy et al. 2008 showed that TLB misses degrades the performance of
scientific applications by up to 50% (McCurdy, Cox, & Vetter, 2008). The address translation overhead is
further amplified in virtualized setups, because they substantially increase the page walk length. Hardwareassisted virtualization utilizes two layers of page tables, one for the host system and one for the guest virtual
machine. The translation process of simultaneously walking these page tables is done in a “twodimensional” (2D) manner, requiring 24 instead of 4 memory references, as can be seen in Figure 25.
Bhargava et al. showed that TLB misses may account for up to 90% of the runtime in virtualized setups
(Bhargava, Serebrin, Spadini, & Manne, 2008).

Figure 25 2D Page Tables- memory references

Previous studies showed that optimizing the virtual memory subsystem will bring significant benefits for
today’s memory-intensive workloads. But we have not yet compared the virtual memory to other CPU
subsystems, and the reader may rightly ask: “Is optimizing other CPU subsystems will be able to provide
similar, or even higher, improvement rates?”
Below, we survey the trends of recent Intel micro-architectures, summarized in table 23 the virtual memory
subsystem to other CPU subsystems of roughly the same size (size = bytes of the hardware structure). The
table provides another strong evidence that TLB misses are indeed the bottleneck in many systems: The
Ivy Bridge's TLB contained ~500 entries, then the TLB doubled in Haswell, and then tripled in Broadwell
(Intel, 2016). At the same time, the L1 and L2 data caches remained unchanged. Moreover, the Skylake
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microarchitecture added a second page walker to handle TLB misses in parallel with the primary one. We
conclude that Intel also identified the virtual memory performance as a problem.

Table 24 Intel architectures and MMU details

5.2.3.3 Mitigating the virtual memory overheads
Besides incurring substantial runtime overheads, the virtual memory subsystem also consumes significant
amount of energy. Industrial sources reported that, for Intel x86-64 chips, 3–13% of the core power
(including caches) is spent on TLB lookups, which are initiated on each memory operation (Basu, Hill, &
Swift, 2012), (Sodani, 2011). Additionally, TLB misses waste more energy due to the longer execution
time and the many memory references required to complete the address translation. As we are not familiar
with a previous estimation of the energy wasted due to TLB misses, we will assume that the overall energy
is proportional to the application runtime. Under this assumption, and given the runtime overheads, TLB
misses account for up to 50% and 90% of the overall energy consumption in native and virtualized setups,
respectively.
The high overheads involved with address translation motivate us to propose improved hardware designs
for the virtual memory subsystem. Optimizing the virtual memory subsystem will be the first of the different
energy efficiency methods that will be studied in OPERA task T4.2.
The impact of the virtual memory subsystem optimisation will be measured and reported upon in isolation.
Both execution time and CPU power draw will be affected by the optimization, the reduction in overall
energy will be measured by running various fixed workloads and measuring the total energy before and
after optimization. Our evaluation results will be based on both real-system measurements and simulation:
we will build a performance model from data collected on our Intel server, and then plug in our simulation
output to get the performance predicted by this model.
5.2.4 Implementing different protocols for communication
Choosing the correct protocol for communicating between nodes is another design point that can be
optimized when building an energy-aware system. Many existing protocols are designed to be extremely
robust (such as TCP/IP) because they are intended to be used in unpredictable environments over long
distances where errors are likely to occur. There is a strong temptation to use such protocols since they are
well known, well documented, and widely supported. While this makes for an easy implementation, it does
not completely fulfil the system requirement of having low overhead for energy reduction. Here we must
look more carefully at exactly what data is moving, in what environment, and any special needs that such
a system might have.
In the case of container migration, the data to be transferred between machines consists almost exclusively
of memory pages. There is a small amount of data during the initial phase of the migration that is not a page
of memory, that we can count as a special case, and revisit it later. We also notice that memory pages are
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of a consistent size, and can be enumerated by address. In terms of the environment, we can see that a data
center is a relatively closed environment. We can inspect and predict with regularity the traffic patterns,
and can plan for peak loads for various network flows. Existing protocols such as Ethernet have started to
evolve to work in such environments by adding extensions for robustness (i.e. DCB), precluding the need
for higher level error detection such as provided by TCP/IP. However, sending an Ethernet packet over a
convention NIC still requires considerable software intervention from the operating system’s kernel,
leading to high latencies which we believe can be avoided. By designing a more integrated solution that
can handle page requests with minimal software intervention, we can arrive at a more optimal solution
which reduces CPU processing overhead per packet, and therefore energy consumption.
5.2.5 Workload characterization
As discussed in paragraph 5.2.2 on the design of the heterogeneous system, a cloud management layer
along with a workload management system will be used by OPERA to manage and distribute the workload
among the physical resources. To this end, OPERA will start from the characterization of the workloads
(how they impact on physical resources such as CPU utilization and network).
Workload characterization generally refers to the analysis of the behaviour of a specific workload (i.e., an
application and the set of data to elaborate) on a given architecture, by monitoring how it influences several
elements of the underlying hardware. For instance, a specific application could stress more the memory
subsystem, so it becomes important to understand effectively how such application access the memory, so
that the access can be optimized. From a Cloud perspective, and overall in the context of the OPERA
project, understanding such kind of analysis helps the application developer to identify the hardware
features that enable the application to run better (consume less power and produce results in less time). In
turns, this knowledge can be transferred to the Cloud management system, which will be in charge of
selecting the effective machine that better matches the expected application’s features. At the basis of this
mechanism, there is an effective way to describe a Cloud-oriented application in terms of its basic
component, along with a way to specify where to possibly run each of them. One of the frameworks that
has been launched as a standard is TOSCA (Topology and Orchestration Specification for Cloud
Applications), (OASIS, 2013). The organisation responsible for this standard is OASIS, the Organization
for the Advancement of Structured Information Standards (OASIS). OASIS is a global non-profit
consortium that works on the development, convergence, and adoption of standards for security, Internet
of Things, energy, content technologies, emergency management, and other areas. TOSCA was accepted
as standard by OASIS in January 2014 and defines the interoperable description of applications; including
their components, relationships, dependencies, requirements, and capabilities thereby enabling portability
and automated management across cloud providers (Rutkowski, 2014).
OPERA means to leverage on this standard by the introducing a ‘knowledge base’ that serves as a catalogue
of the available resources in the data centre. The idea behind the KB is to allow a dedicated engine to parse
the TOSCA description to discover, for each application module, the desired execution architecture that
maximizes the performance/power ratio. Since the information contained in the KB is precompiled by the
application developer (i.e., essentially a correspondence between a tag describing the application module –
e.g., compute or memory intensive, and a list of node configurations where to possibly run the modules),
the engine will dynamically (i.e., at run-time) analyse the suggested set of platform to select the one that
provides the best efficiency. Once selected the node, the specific application node is deployed on the node.
Subsequently, a separated process will try to rebalance the workload among the different nodes, again with
the aim of maximizing the overall efficiency.
One of the difficulties in adapting the deployment decision at run-time comes from the fact that is not easily
possible to measure the energy consumed by the application module, unless to deploy it, run it and then
measuring average power consumed vs. execution time. Since this is not possible (there are two main
reasons: (i) the module must be deployed only once for the effective execution of the related service; (ii)
the allocation decision must be taken very quickly); in OPERA, we think that a good mean for taking
decisions is to weight the average power consumed by a specific node configuration by the actual CPU and
memory loads. If the load on the node is below a specific threshold, the application module is deployed on
that node, otherwise an alternative node is selected.
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The position of this technology in the proposed orchestration chain for OPERA is shown in Figure 26.

Figure 26 Role of the TOSCA extensions and knowledge base in the OPERA orchestration chain

The development of runtime extensions of TOSCA will be part of OPERA work package WP5; it is the
knowledge base that will contribute significantly to the energy efficiency of the OPERA solution by
enabling the energy aware workload management to make informed decisions on the placement of, and
more importantly, the movement of, active workload across the heterogeneous nodes of the OPERA system.
5.2.6 Reconfigurable antenna for wireless communication
OPERA aims at demonstrating the capabilities of a newly designed camera system for road management
in critical environment where wired stable interconnections are too expensive. In such environments,
wireless connectivity is fundamental and the wireless link needs to operate with at maximum energy
efficiency since all energy will need to be harvested and stored by the camera system. OPERA aims at
integrating a reconfigurable antenna which can steer the beam as well as change the operational frequency.
With respect to the traditional antennas, these types of elements can improve the radio link performance on
both energy efficiency as well as range. The features of this type of antenna, coupled with a low-power
board able to control the antenna, allow to minimize the energy consumption since it can dynamically adapt
their operating parameters. In addition to beam steering and frequency adaptation, the capabilities of the
wireless communication system will become support different wireless communication protocols and can
adapt the transmission to the channel characteristics. These features contribute directly to the OPERA goals
of creating an ultra-low power system.
The antenna performance will be measured by measuring the energy requirements for the transmission of
a fixed amount of data as well as measuring energy for reception of data and idle usage. The tests will cover
transmission over various distances using different protocols like for instance Wi-Fi and 4G.
The data thus collected will enable the camera system to select the most efficient communication channel
that fulfils the bandwidth needs of the system particular to each deployment scenario.
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6 MODELLING EFFICIENCY
6.1

INTRODUCTION

As discussed in the previous chapters, measuring performance and therefore efficiency of computers is a
difficult task. Although some performance metrics are commonly used today such as million instructions
per second (MIPS), these metrics suffer from problems of comparability across platforms of different
architecture. While others, such as floating-point operations per second (FLOPS) and many more that are
generally used to indicate the maximum achievable performance of a computer system, suffer from a
dependence on a single type of operation which is not generally representative for real world applications.
In order to overcome this problem, we have taken the view that making a fair comparison of computer
architectures at the lowest level, namely on machine operations, is not possible but also not
necessary. What is of greater interest to the OPERA project is taking advantage of off-the-shelf software
(open source or otherwise) which can be compiled to run on all the platforms we are interested in. Thus,
the project is interested more in the high-level view of the software as an element which performs work.
We accordingly defined work to be the execution of a piece of code to produce the requested result. In
other words, we are most interested in the result, and not so much interested in how the particular machine
arrived at the result.
This view is reflected in the definition of the metrics as defined in this document to register the efficiency
improvements achieved in each of the use cases.
6.2

CHARACTERISATION OF HETEROGENEOUS COMPUTE NODES

Although heterogeneous architectures are involved in creating the OPERA solution, we assume that all of
these platforms are equivalent in functionality, in the sense that they provide the same basic means to run
a program, and that the program, or a component thereof, can be run on any machine to produce the same
result.
We expect, and will confirm through measurements, that the implementation on each machine may be tuned
to be the most efficient for that particular platform.
There are 2 aspects that vary between platforms, both within an ISA (instruction set architecture) family
and across different ISA’s which are of interest to the project namely: Power consumption and efficiency.
6.2.1 Power consumption
Power consumption is an absolute value, and can be measured at the power supply of any machine to see
its instantaneous draw, or measured over a period of time to obtain the energy spent over that time period.
This is independent of the type of machine, so long as it uses an electrical source.
Unfortunately, except for so called “plug power” data, often differentiated per power supply, no other
factual power data is collected even in the most modern computers.
In order to obtain information on the power being consumed by a component such as the CPU (or memory),
one needs to rely on hardware counters using OS tools.
Starting with the Sandy Bridge generation, Intel CPUs provide the Running Average Power Limit (RAPL).
As its name suggests, RAPL is intended for power-limiting, but also provides energy counters. Due to the
widespread availability and the fact that it requires no additional instrumentation, RAPL is used extensively
for power and energy estimation (Hähnel, 2012) (Smejkal, 2017). RAPL was initially implemented with a
model using micro-architectural events to estimate energy consumption. Hackenberg et al. (Hackenberg D.
I., april 2013) have revealed systematic errors in the RAPL energy counters, e.g. bias towards certain
workloads and contradictory results when using Hyper-Threading. But starting at the Haswell generation
processors, RAPL has been demonstrated to provide accurate measurements without systematic errors
(Hackenberg D. S., 2015).
RAPL provides energy measurements for four domains (not all of them are available on some platforms):
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•
•
•
•

Package (PKG) - the whole processor package.
Cores (PP0) - aggregate of all cores in a package.
Graphics (PP1) - the CPU-integrated graphics processing unit.
Memory (DRAM) - memory.

The HP benchmark center in Grenoble uses tools within the operating system to get this data and will
publish a whitepaper on the subject of Intel CPU power estimations. However, none of this will be available
to the standard Redfish interface and there are currently no plans to do similar work for IBM Power8 CPU’s.
Given the lack of easy access to this information, and the absolute need for a useable method across
heterogeneous architectures, we decided to still use a modelled Power function, but this time through
created through total system measurements. For these measurements, we will test the dependence of the
systems power draw on 2 axes, namely CPU and memory utilisation. The measurements will show the
difference between the various systems that comprise a OPERA DiaB solution. It is a difference that will
be exploited by the OPERA workload manager to optimise workload placements.
The expectation is that the system power is modelled by the following function:
Ptotal (CPU,mem) = Constant + Pcpu(utilisation) +Pmem(utilisation)
where CPU utilisation is expressed in non-idle cycles and memory utilisation in Bytes.
The “Constant” in the formula above is a first approximation for all elements that are an integral part of the
computer system, but have little relation with the actual workload that is running on the system. The
electronics of the motherboard that house the CPU and memory will always be on, network interface cards
(NIC’s) will keep links alive, even if no data is actually transferred and mechanical hard disk drives (hdd’s)
will spin and consume energy irrespective of whether data is being read or written on it. Any deviation
from this load independent behaviour will be masked by the variations in the other two components
Pcpu(utilisation) +Pmem(utilisation). Furthermore, since memory access and data transfer is all represented
as CPU work (see section 5.2.5), it is expected that the memory utilisation will have only a small influence,
whereas the size of the installed memory will mostly contribute to the constant power draw. This
assumption will be proven or dispelled by the measurements.
The power values and the shape of the CPU power function will be greatly dependent on the type of CPU
used. Since the goal of the OPERA project is to use heterogeneity to improve total efficiency, multiple
types both within an architectural family as well as differing in micro architectural design will be tested.
The result of this work are power draw surface plots such as shown for a fictitious system below.
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Figure 27 Fictitious power surface
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It is important to note that similar approaches such as those published for the efficiency benchmarks
SPECpower (Standard Performance Evaluation Corporation (SPEC), 2016), results of which were shown
earlier in this document, hide much of the detail of how these benchmark results are obtained. This is why
systematic measurements detailing system behaviour when employing ACPI C and P states are needed.
The plug-power measurements needed are likely to show variations depending on the type of application
creating a specific load (CPU and memory). The error in measurements will be minimized by repeating the
measurements multiple times and by smoothing the obtained energy surfaces through nearest neighbour
averaging. The area in between measured points will be filled by a linear interpolation between the 2 nearest
measurement points, An extensive description of the associated measurement strategy as well as the
execution thereof will be reported in Deliverable D4.3.
When, as a result of these measurements, the nodes of the OPERA system are characterized, we can
combine this information with workload statistics and application characteristics as recorded in TOSCA,
namely the application's resource requirements to optimize workload placement. In a similar trend,
additional information on the resource requirements (CPU/mem) of a specific application or micro service
can be obtained by looking at the changes in resource usage when workload is moved on to or of an OPERA
system node.
An advantage for future work is that such a system can be made to become self-learning. Since CPU
loading, memory usage and plug-power are obtainable data points, the energy surface plot can be refined
during operations.
6.2.2 Efficiency
The second aspect - efficiency - is much more complicated. As discussed earlier, efficiency is a
measurement of the amount of work done per unit of energy consumed. In other words, how much is
achieved for spending that amount of energy.
For the purpose of our experiments, we assume that cloud software is composed of a set of micro services,
where each micro service is responsible for a specific action, such as a database lookup, or serving an http
request. In short, each micro service has an input queue in which incoming requests are queued, waiting to
be processed.
Since we have defined work for our purposes to be producing requested results, we can look at the input
queue of a particular software component (micro service) to measure how much work is waiting for it. We
will subsequently use this feature of the software to monitor not only its performance but also as an indicator
of the efficiency of its operations.
As previous studies (Standard Performance Evaluation Corporation (SPEC), 2016) have shown, computer
systems perform their functions more efficiently if the entire system is heavily loaded with work.
Consequently, if there are no requests queued for a micro service, we can conclude it is operating
inefficiently, since no work is being done, but energy is being expended. On the other hand, if the queue is
long, it follows that the machine is working efficiently (it always has something to do) but the requests may
be waiting in the queue too long, which may cause inefficiencies in subsequent services that are waiting for
input, and ultimately this will impact the end-user that submitted the request and is waiting for the response.
Through the energy aware workload manager, we will try to strike a balance between fulfilling service level
agreements, that is to say that requests are being handled in an appropriate amount of time and low power
consumption.
Although the workload manager will consider workload placement on multiple nodes of the OPERA DiaB
solution, the problem resembles that of the heterogeneous scheduling issue that is the object of study, mostly
in mobile and embedded devices. The scheduling needed for striking the balance between energy and
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performance has been a subject of research in 2010, Koufaty et.al. (Koufaty, 2010) from the INTEL
corporation discussed scheduling on different (heterogeneous) core types in terms of so called bias:
Bias is defined in this presentation as the affinity of a thread to a core type. Two different core types, with
identical ISA, are considered in this study: small, single threaded often in order execution cores, and big,
multithreaded out of order execution cores. The researchers found that a computational thread has big core
bias if its big/small core speedup is large. A thread has small core bias if its big/small core speedup is small.
In this study, it is however noted that such a bias is dynamic, in that it changes over time and with thread
input.
The OPERA project uses these findings in two ways; a bias for a core type, big/little and/or with different
ISA’s will be recorded in the extended TOSCA framework. But since it is expected from the study by
Koufaty (Koufaty, 2010) that this bias will change during different phases of execution of an application
or micro service, we also introduce a method of detecting whether such a different phase has been entered.
To do so, we model the cloud application as a series of queues, see Figure 27:

Figure 27 Cloud application modelling as series of queues

The feasibility of this approach has been shown by T. Hruby et.al. (Tomas Hruby Herbert Bos Andrew S.
Tanenbaum, The Network Institute, VU University Amsterdam, 2013) on a single system, using frequency
scaling to emulate different x86 cores. The paper “When Slower is Faster: On Heterogeneous Multicores
for Reliable Systems explores how heterogeneous architectures can help to balance performance and
resource consumption. Where heterogeneity in this specific paper indicates different processor capabilities
but sharing the same instruction set architecture (ISA). The researchers used the input queue of individual
jobs to determine the need to trigger a “MWAIT” allowing a processor to sleep when no work was present.
The target for the OPERA project is more ambitious in two respects, the introduction of different ISA’s in
a virtual single system and a more sensitive model, using queue lengths to determine the need for higher or
lower processor capabilities.
The use of queue lengths is preferred over the often-used approach of hardware specific counters such as
used by Koufaty (Koufaty, 2010) this preference stems from the fact that the these input queues always
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exist, and can be monitored, regardless of the specific ISA that underpins the hardware that the thread runs
on.
We monitor the queue length of each component to identify inefficiency (empty queues) or too much
latency (very long queues). In both of these cases, we attempt to remedy the situation according to various
policies:
6.2.2.1 Policy 1: Frequency scaling
In the case that microservices are pinned to a particular CPU, we can scale up/scale back the frequency of
that particular CPU to match the load. Under low load conditions this policy will quickly reduce the
frequencies of all the available CPU’s to the lowest achievable levels.
This method is (inversely)related to what is referred to by Ying Li et. al. in their article “Energy-aware
scheduling on heterogeneous multi-core systems with guaranteed probability” (Ying Li, May 2017) as the
trading energy for time algorithm (TEFT) the article introduces a maximum execution time for specific
tasks and the proposed scheduling algorithm will shorten probable execution time by selecting higher core
frequencies and consequently increasing the energy spent on the task.
6.2.2.2 Policy 2: Application scaling
In the case that the application supports scaling natively, resource management may decide to spawn more
instances (or kill instances) of a particular micro service to match the load. The new instances can be
spawned on any machine available in the cluster, the resource manager will be aware of the most efficient
machine to run the particular component. This awareness is contained in the knowledgebase that includes
the extended TOSCA descriptor. The TOSCA descriptor identifies the application needs and the platform
or architecture preference under either high- or low load conditions. The node selection algorithm will
combine the application information with the power surface information of the physical nodes available as
discussed in the section “power consumption” to come to the most efficient placement decision.
6.2.2.3 Policy 3: Migration
In the case that micro services are stateful or we have reached the bounds of what frequency scaling can
provide, we can migrate the micro service to a different node without interrupting the service. As in the
application scaling case, the migration will be aware of the most efficient machine to run the particular
component.
The article by Ying Li (Ying Li, May 2017) also proves insightful on the subject of micro service
dependencies on other micro services where one service (child) needs input from another service (parent).
It introduces the concept data migration energy (DME) which is especially relevant for OPERA given the
fact that parent and child processes could reside on different nodes connected through the FPGA interface.
The addition of the DME might trigger the decision to group micro services, but future work within the
scope of the OPERA project will determine the grouping need or lack thereof.

D4.1 | Report on Energy Efficiency Metrics

70

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

7 CONCLUSIONS
To conclude, the research into energy efficiency metrics and methods detailed in this document has yielded
a usable model that forms the basis of relevant and accepted metrics for reporting the energy efficiency
gains that will result from the OPERA project.
While similar in form, each of the metrics associated with the use cases is still tailored to highlight the
specific influence that is the result of the products created during the OPERA project.
The methods described in chapter 5 are currently under development. First results like the delivery of the
cross-ISA compiler, are obtained at the time this document was submitted to the European Commission.
The modelled efficiency approach using input queue lengths described in chapter Error! Reference source
not found. is in line with the metrics defined earlier and allows for steering the very diverse workloads that
might be encountered, in and after the project completion when OPERA product and concepts are employed
for production environments, through the envisioned workload manager for a better overall energy
efficiency.
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