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1 EXECUTIVE SUMMARY
1.1

POSITION OF THE DELIVERABLES IN THE WHOLE PROJECT CONTEXT

This project deliverable D2.5 researches the innovation potential of the OPERA project and the products
realized in the context of this project. This deliverable will be finalized in four iterations of which this
document is the result of the first iteration. The documentation of the innovation potential is part of the
WP2. The relationship of this work package to the other WP’s of the OPERA project, can be visualized in
the following graph:

Figure 1 Linked WP's

1.2

DESCRIPTION OF THE DELIVERABLE

This document is a report of the innovation potential of the OPERA project. This report is the conclusion
of the activities which were done in T2.3.1.
It is essential to introduce the role and therefore expectations of the 4 different iterations, whereof this
document is the first. Each new iteration will contain increased knowledge, progressing research and
accomplishments within the OPERA project, that also will reflect an increasing and concise view of the
market potential of the OPERA innovative products.
The task T2.3.1 entails an in-depth analysis of the innovation potential of the OPERA platform. The main
objective is to highlight how OPERA can contribute to strengthen European competitiveness in the key
parts of the emerging computing value chain. An analysis of the position of OPERA solution in low-power
computing in traditional and new market segments will be performed and a description is given on how the
outcomes of the project can increase the adoption of small form-factor data-centres and heterogeneous
highly parallel computing systems in Europe. Based on this analysis, different scenarios will be developed
to picture a range of plausible future expansions, use cases and innovative services enabled by OPERA.
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1.3

LIST OF ACTIONS AND ROLES
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P
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R
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P
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I

I

I
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Table 2 List of Actions and Roles

a)
b)
c)
d)

P = Participating (includes I & R)
I = Input delivery (Includes R)
R = review
Bold assigned in project proposal to contribute to this the task that leads to D2.5.

As shown in table 2, above, 2 major actions have contributed to the creation of this first iteration of the
report.
Desk research has been focused on two areas, namely current market trends and recognized challenges in
the today’s ICT industry and secondly on technology advancements through other projects currently
running within as well as outside the EU frameworks.
The brainstorm session was needed in addition to this desk research because the OPERA project envisions
to bring new concepts to the market. The project aims for maximizing flexibility and electrical power
efficiency by combining different processor technologies through high speed interconnects and combining
this with low power wireless connectivity. The products and technology created are therefore not set in
stone. The ability to adapt the product to relevant use cases suitable for promising market segments requires
a mutual interaction between the project and the identified markets.
This interaction is the main reason why the innovation potential of OPERA will be described in four
consecutive iterations; we aim to adapt the focus of the innovations to market needs as well as interest these
markets for the products, technology and vision of the OPERA project during the entire period that the
program is running.
For the same reason, the participants in the brainstorm session were chosen based on the commercial nature
of the companies these participants represent. The commercial companies that are participating in the
OPERA project have both the access to market knowledge as well as a direct interest in the adoption of the
OPERA products as they are comprised of commercially available components produced by these
companies.
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2 INTRODUCTION
2.1

OBJECTIVE OF THIS DELIVERABLE

This report has the objective to report on the innovation potential of the OPERA products and services. It
will analyse how the OPERA project can contribute to strengthen the European competitiveness in the key
parts of the emerging computing value chain.
As the OPERA products are likely to develop during the project, it has been decided to have 4 iterations of
this report. During the project knowledge will accumulate and the innovation potential will grow and
become clearer. It will also be valid the other way around; as the ideas grow around the innovation potential
in time, it is likely that the actual realization of products and services will shape according to the identified
opportunities; the recognized innovation potential of the OPERA products and services.
2.2

GENERAL INTRODUCTION TO THE INNOVATION POTENTIAL OF OPERA

Following the OPERA project proposal (Consortium, 2015), OPERA provides solutions to the following
challenges, by leveraging on the integration of cutting-edge technologies and the expertise of the
consortium:
o The fast pace at which technology improves allows multi-core architectures to be the basic block
also for embedded systems, which now are evolving into smart connected cyber-physical
systems;
o Data centres offer the substrate for implementing more and more sophisticated services that
smart embedded systems can exploit in connection to the physical world. There is need for
improving not only computing capabilities, but also the energy efficiency;
o Since traditional cloud workloads are progressively encompassing HPC workload, improving
performance by incorporating heterogeneous architectures it is becoming a strategic aspect;
OPERA addresses specific requirements coming from the EC in terms of advancement of computer
systems:
(i)
integrated system (represented by the ULP devices and by LP datacentre server modules)
(ii)
tools and platform (represented by the integration of ULP devices and LP datacentre structure
into a computing platform, and by considering real-life applications)
(iii) embedded specialized computing (integrating heterogeneous architecture and FPGA
accelerators),
(iv)
vehicle stability (different real-life application scenarios).
Moreover, OPERA has many aspects that represent a source of potential innovation. Approaches for
improving energy efficiency of computer systems typically focus on the optimization of a single component
(e.g., design of low power processors). However, integrating such optimized components into a large-scale
computing platform does not guarantee that globally the computing platform is more efficient.
OPERA potential innovation in this context is carried out using a holistic approach, where models, methods
and algorithms for monitoring the energy efficiency and for actively manage the resource are widely
implemented. OPERA will contribute to the performance improvement of datacentre infrastructures by
means of large use of heterogeneous architectures, FPGA accelerators and efficient workload distribution.
OPERA will explore decomposition of workloads, placement of components, and automation of these
processes in an innovative way.
The heterogeneous architecture is built from existing hardware components of various vendors and types
(OpenPOWER, ARM, INTEL X86), and the combination of these components using the CAPI cachecoherent protocol is the basis for innovation. CAPI is built on PCIe, and has extremely low latency and
power consumption as compared to Ethernet, which is in common use today. The tight coupling of the
D2.5 | Innovation Potential of OPERA
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compute nodes allows various software components to communicate with a very low cost, which was not
possible previously. Moreover, the software can take advantage from the capability of dynamically
distributing tasks on the more suitable computing node, depending on its characteristics. Besides the use of
general-purpose processing architectures, the adoption of customized hardware allows us to further improve
efficiency, both in terms of performance and energy consumption. Instead of using conventional ASICs
that require long period of time to be designed and verified, we explore FPGA devices. FPGAs can be
reconfigured to meet the requirements of different applications at different times. OPERA will provide a
great potential innovation by the integration of FPGA devices into modular server architecture and making
the software able to dynamically explore their acceleration characteristics. Various software functionalities
can be translated in hardware circuits that can be used to extend conventional processing pipelines. It is this
fundamental change in the hardware that allows us to modify the software in such a way as to gain huge
improvements in resource utilization, reducing power consumption and TCO (total cost of ownership) for
the datacentre. To demonstrate the benefit of the proposed system, OPERA will integrate these innovations
in a prototype, which will be validate in real-life application scenarios. Ultra-low power embedded systems.
OPERA will contribute to the deployment of innovative smart embedded systems with an advanced systemon-chip (SoC) equipped with both an image sensor and a computing layer. To maximize the energy
efficiency of the system, ultra-low power (ULP) technologies will be used. ULP processing elements will
be integrated to provide the embedded system with computational capabilities required by future smart
applications, such as the capability of the embedded system not only to gather large amount of data, but
also to process them with advanced algorithms. In the context of image and video processing applying
complex analysis algorithms without impacting on the energy consumption of the system is still a challenge.
OPERA will have the potential to innovate smart embedded systems, not only from the energy efficiency
viewpoint, but also in terms of processing capabilities. The usage of convoluted neural networks allows
OPERA to back a camera sensor with ULP electronics that can run complex manipulation and analysis
algorithms. OPERA will optimize its architecture for efficiently running such kind of algorithms. Preprocessed data can subsequently feed large-scale datacentre infrastructures for further analysis.
These potential innovations can be further transferred to other types of smart sensors and embedded systems
with a beneficial impact for the emerging sector of cyber-physical systems. Business, emergency and
environment monitoring support, and smart applications. The implementation of fully working prototypes
for the small form-factor low power datacentre and the ULP embedded system allows OPERA to verify the
results carried out by the proposed research with real-life applications.
Three different scenarios are used by OPERA to demonstrate the wide applicability of the proposed
technology in different contexts:
a. business applications (a service for remotely make a virtual desktop available to a large set of
thin-clients)
b. emergency and environment monitoring support (using a truck to move computing power in
specific sites for environment monitoring and emergency support activities)
c. smart applications (road traffic monitoring and management).
In the first case, thin clients will access a virtual desktop platform made available as a remote service on a
low power small form-factor datacentre. In the second case, the computing capacities of a datacentre are
deployed within a moving platform (truck) in order to process on-site photo image and video, recorded by
a drone. In the last case, ULP-based cameras are used to monitor roads. The camera electronics would
support autonomous decisions by the camera and by feeding a remote datacentre with (pre-processed)
data it is possible to do further analysis such as distinguishing and counting specific vehicle types.
The prototypes represent a source for potential innovation in different industrial contexts not directly
addressed by OPERA.
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3 METHODOLOGY
3.1

HOW TO

This Section, on methodology, will describe how the OPERA project is going to reach its objective,
described in section 2.1.
This objective will be reached by using different sources (described in section 3.3):
e)
f)
g)
h)
i)
j)
k)
3.2

Identifying the Innovation EnVisaged (Section 4)
Identifying How to achieve the 9 Objectives (Section 5)
Identifying Innovation of OPERA solutions (Section 6)
Identifying Potential Markets (Section 7)
Analysing the Market in Market analysis (Section 8)
Analysing what other OPERA- relevant H2020 projects doing in Other H2020 projects (Section 9)
Identifying Impact Envisaged (Section 10).
DEFINING THE SCOPE

First starting point is to identify the scope of this research. To define the innovation potential of the OPERA
products and services, we need to know the following scope of:
o
o
o
o
3.3

OPERA Products
OPERA Services
Potential spin-off products and services
Potential markets.
SOURCES

Several sources have been used, as can be learned from the reference list (See section 11). Next to using
relevant information that is already out there, the main starting point has been the brainstorming exploited
by the experts available in OPERA consortium. Within the OPERA consortium potential relevant market
organizations are present. To identify the whole market potential, we need also to look outside of the
consortium. So, last but certainly not least, the consortium will have to get and stay in touch with several
relevant market parties to keep in touch with where the market is going to. The potential market places will
be the ones that this document identifies. The sources are:
o
o
o

Literature, websites, industry magazines, academic and other research based publications
Brainstorming within the OPERA consortium
Addressing, interviewing potential relevant market organizations.

The form of accessing the information is via desk research, brainstorm meeting, writing sessions,
interviewing selected market players and seminars & conferences that have been attended, where either
OPERA has been presented and/or consortium members attended.
Therefore, each iteration of this document (D2.5 – this document – D2.6, D2.7 and D2.8) will offer deeper,
additional insight in the innovation potential of the OPERA product and services.
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4 INNOVATION ENVISAGED
Before the envisaged innovations can be isolated, the objectives of OPERA will be described, using an
excerpt of the description in the original DoA. Then the envisaged OPERA innovations are being described.
4.1

WHAT AND HOW OPERA INTENDS TO ACHIEVE ITS OBEJECTIVES

OPERA is an H2020 project funded by the European Union. OPERA aims at deploying an energy efficient
large-scale computing platform, explicitly looking at the integration of two main targets (Consortium,
2015):
1. Remote high computation capabilities – the development of high-performance, low power, highdensity servers that can efficiently run parallel workloads, and acting as the “brick” for the
implementation of small form factor datacentres;
2. Local data acquisition and pre-processing capabilities – the development of ultra-low power smart
embedded systems incorporating sensors, computing resources, and communication interfaces.
These two elements, adequately integrated into a large-scale platform cover different levels of the
computing continuum. To achieve this goal, OPERA will resort to a mix of technologies, both hardware
and software.
Figure 2 shows the whole organization of the OPERA project. The first objective is the implementation of
a scalable low power datacentre resorting to a mix of advanced computing hardware technologies and
management software. Heterogeneous hardware provides the proper computational power required to
process and analyse the enormous amount of data coming from connected smart embedded systems and
sensors. The HP Moonshot chassis offers the possibility to integrate different processing elements by
exploiting a micro-server design: a single cartridge contains the specific processing element (CPU, DPS,
GPU, FPGA), memory and storage. The HP moonshot platform, developed by HP and coming to market
during the OPERA project, as well as the IBM power8 platform, are not OPERA products by themselves,
the OPERA project will use these platforms as building blocks for the heterogeneous architecture that is at
the heart of the OPERA innovation contribution.

Figure 2 Envisioned OPERA computing platform with the interaction between smart ultra-low power embedded systems
and scalable low power datacenters (Consortium, 2015).

OPERA will design an FPGA-based processing board that will be integrated in the HP Moonshot and IBM
Power8 chassis to act, not only as an energy efficient application accelerator but will also be used to create
the low latency high-speed interconnect needed to cement the two compute platforms into the
heterogeneous compute platform that is the basis for the Opera project. To make the FPGA accelerators
easily accessible by the applications, the CAPI technology will be implemented on the board placed in the
IBM Power8 chassis: the core functional unit of the accelerator can transparently access the memory
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hierarchy of the multi-core processor that intends to use it. The transparency is obtained by encapsulating
the commands and responses for the accelerator into the protocol messages of the interconnection link.
Making the external accelerator coherent with the rest of a multi-core processor avoids the use of complex
data transfer techniques that limit the performance. The FPGA cards incorporated in the HP Moonshot
platform will use OpenCL as a means for communication between the card and its supporting X86 based
cartridge. OPERA will also leverage the use of an optical interconnection between multiple FPGA cards
and the CAPI and OpenCL technology to implement an innovative system that binds the FPGA card based
ARM-efficient processors, the high-performance Intel/IBM processors and the FPGA accelerator into a
single heterogeneous platform enabling application access to a range of disparate compute resources. The
capability of characterizing the workload’s behaviour will allow OPERA to develop approaches and
methodologies for optimally partitioning the workload into tasks assigned to the most suitable processing
element. An integrated HW/SW approach will be used by OPERA to monitor the energy efficiency of this
datacenter in a box. To this end, OPERA will develop algorithms and techniques for resource allocation,
configuration and selective switching-off of the lower building blocks of the datacentre, such as containers,
I/O devices, memory, multicore, HW accelerators, and transmission components, to impact the efficiency
of the system in terms of energy and costs.
Project and initiatives with similar objectives will be monitored (see Section 9 Other H2020 projects) to
avoid a waste of effort in providing new models, methods or algorithms if there are other qualified
alternatives already available.
Finally, OPERA will test these methods and algorithms in real life scenario’s/use cases.

Figure 3 Accelerator (FPGA device) integration into an energy efficient and scalable architecture (Consortium, 2015).

Due to the large availability of open-source software, OPERA will test the capabilities of this workload
management module on the OpenStack platform that will be part of the OPERA platform. Other
Opensource initiatives will be used for the needed application characterization, Opera plans to develop
extensions to currently available application descriptors to enable a system for selecting the most efficient
resource for a specific task.
The second key part of the platform consists of the development of an ultra-low power (ULP) embedded
system. This system will be composed of an innovative embedded system manufactured with a System on
Chip with a highly parallel many-cores system with accelerated functions for computer vision to increase
the performances and a reconfigurable radio communication system (see Figure 5: Ambition of ULP
OPERA platform). An image sensor coupled with a computing layer will form such a device. The state of
the art device is composed by an image sensor, used to capture both static images and videos, and a
computing layer in charge of (pre)-processing the acquired image flow and applying filters and other
specific manipulation algorithms. Generally, image processing requires high computational resources,
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especially if the processing is performed in a time-constrained manner (real-time applications). Moreover,
this kind of tasks generally shows a high degree of parallelism, since the processing functions can be applied
to different pixels (or groups of pixels) in parallel. For this reason, OPERA embedded system adopts a
highly-parallel architecture based on a ULP multi-core solution designed to operate with very low supply
voltage and currents as an example, a solution that operates at 1.2-1.5V @ 30-40uA, and equipped with 4
DSPs (based on the RISC 4 core: 32bit RISC microcontroller with a 5-stage pipeline combined with a highperformance DSP and SIMD extensions) with private L1 instructions and data caches. A shared L2 data
cache memory allows the data sharing between cores, and dedicated instructions are available from
STMicroelectronics. A dedicated image processing unit allows this embedded device to perform complex
operations, such as moving object detection and image/video compression, at a low energy consumption
when compared with other embedded platforms. Starting from a similar solution, OPERA aims at further
improving the performance and capabilities of such systems by integrating new HW/SW approaches based
on convolutional neural networks. At the end of the processing phase, data are sent to the remote site for
the subsequent complex analysis. To further extend the applicability of the OPERA embedded device, an
ultra-low power reconfigurable radio-frequency (RF) communication interface is added. This interface is
designed to take advantage from the capability of the RF system to adapt the transmission to the
channel/protocol features. Several application scenarios require either to reduce the amount of data
transferred to the remote site (e.g., video surveillance and monitoring scenarios) or to save energy as much
as possible (e.g., when the device is powered by a battery). Due to the overall complexity of the proposed
system, dedicated energy management algorithms will be used to maintain as much as possible low energy
consumption without negatively impacting on the performance. These algorithms will be implemented as
dedicated hardware module when possible, while software implementation will be used in case of more
complex approaches.

Figure 4: state of the art ULP platform

4.2

Figure 5: Ambition of ULP OPERA platform

INNOVATIONS ENVISAGED

To be able to meet the objectives OPERA envisages the need for the following unique (not done/never seen
before) innovations (see Figure 6 Brainstorm essential OPERA innovations):
A.
B.
C.
D.
E.
F.
G.
H.

Virtual Memory Model
Energy Aware workload manager
Cross ISA compiler
Extensions on the TOSCA descriptor
The implementation of CAPI on FPGA
Reconfigurable Antenna
Redfish power management on the PCIe based FPGA card
Load sharing between 2 disparate (hosted in different systems) FPGA cards

D2.5 | Innovation Potential of OPERA

17

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

Figure 6 Brainstorm essential OPERA innovations
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5 HOW TO ACHIEVE THE 9 OBJECTIVES
In this section, the objectives of the OPERA project are described and how OPERA will achieve these
objectives. The main source document of this description is the original project description (Consortium,
2015).
5.1

OBJECTIVE 1: HETEROGENEOUS ARCHITECTURE

Heterogeneous systems are composed of different types of processors, each with its own advantages.
Heterogeneous architectures are used to build systems that combine the relative strengths of different
components to maximize efficiency under a set of constraints such as physical space, available power, or
execution time. Such systems may be composed of different kinds of general purpose CPUs of the same
ISA (such as Intel’s Xeon PHI or ARM’s big.LITTLE configuration) or different ISA (i.e. add-in
accelerators such as GPUs or FPGAs). One of the biggest challenges in building a heterogeneous system is
modifying existing software to be able to take advantage of such as system. Most software today is written
and compiled for a specific architecture (ISA), and can be run on any general-purpose processor that
implements that ISA. However, for specific applications where performance is important, there can be
dependencies on specific hardware such as offload engines that perform some of the calculation orders of
magnitude faster than if run on a general-purpose processor.
The proposed approach is to decompose existing software (break it into small pieces) that can be run in
parallel. By describing the inter-dependencies of the components, we will be able to determine the
resource requirements (processor speed, memory utilization) of each component, and be able to place
those components manually on the appropriate type of processor. By matching software components with
available resources, we will be able to maximize the utilization of the allocated hardware, thereby
increasing system efficiency. Part of the system management includes monitoring utilization of the
resources, including power consumption, throughput, latency, processor and memory utilization. By
keeping a close eye on resource utilization, we will be able to adjust and reallocate if required. In addition,
OPERA provides a disruptive approach on energy efficiency of heterogeneous systems in shared
ecosystem by enabling mixing of CPU architectures and accelerators inside a single chassis to answer
specific performances on workload (such as video processing, mobile workspace and Big Data).
5.2

OBJECTIVE 2: NEW GENERATION SERVERS

Most today’s “heterogeneous” computing platforms comprise of only two types of processor technology:
x86 and GPU. Other technologies such as Intel’s Xeon Phi and ARM have started to gain adoption, however
the datacentre is not yet truly heterogeneous, and as a result, is not as power efficient as it could be.
In OPERA a new FPGA hardware that will be integrated in a scalable, heterogeneous, datacentre-in-abox platform will be developed (Figure 7 New FPGA low power cartridge). This hardware will feature
multiple high bandwidth, low latency optical interfaces allowing heterogeneous hardware to be
interconnected (Figure 8 Heterogeneous hardware integration). This allows dramatic scalability and tight
coupling of very different processor technologies within a single platform.
OPERA will also deliver an OpenCL tool flow allowing FPGAs, and other processors within the system,
to be targeted with a variety of different application types.
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Figure 7 New FPGA low power cartridge

5.3

Figure 8 Heterogeneous hardware integration

OBJECTIVE 3: ULTRA LOW POWER ARCHITECTURE

The ULP computing platform has in general already good performances in terms of power consumption
and support of basic use cases. To reach this goal, the platform has been reduced in terms of memory
availability and operating frequency. To implement more advanced use cases and applications, and to
improve the quality of the actual supported applications new accelerated functions should be added to the
system and new approaches for the computer vision algorithms should be considered. The approach of
convolutional neural networks will allow, with a limited increase in the used resources, the implementation
of a variety of new applications and improve the identification of classes of objects, that will be the basis
of any video surveillance application where the recognition of the actors on the scene is fundamental to
automatically understand the actions happening in the scene itself.
OPERA will investigate the definition of new HW/SW methodologies for specific computer vision
application with a new approach based on convolutional neural networks that will be implemented in the
newly integrated HW/SW local processing nodes. For validating the results of the project OPERA realize
prototypes of smart local sensors build of imaging sensors and processing cores,
To obtain ultra-low power architecture, attention should be paid to the electrical design and the power
optimization of every component which will contribute to the whole system behaviour. In fact, energy
efficiency in new generation datacentres is normally focused on the power optimization of the data
processing modules and the adopted wireless communication protocols. To reach a higher level of energy
efficiency, we must also consider the selection of the active components by giving priority to the techniques
and the technologies that guarantees the optimum trade-off between system performance and power
consumption constraints. As a practical example, take the case of the reconfigurable antenna which is part
of the wireless transmitting system may be driven by means of Radio Frequency Microelectromechanical
system (RF MEMS). These components embed a series of sub-millimetre-sized parts that act as a micromechanical radiofrequency switch. These parts are moved by electrostatic charge, requiring therefore very
low power consumption during commutation and almost zero power consumption in static conditions.
It is noteworthy that, as reported in the “STRATEGIC RESEARCH AGENDA of EPoSS - THE EUROPEAN
TECHNOLOGY PLATFORM ON SMART SYSTEMS INTEGRATION”1, the use of steerable antenna arrays
will be important for the wireless connection between smart objects.
Regarding the RF communication OPERA wants to move the efforts on the optimization of the radiofrequency front end, designing a real-time reconfigurable antenna capable of concentrating the radiofrequency energy along a specific spatial direction, requiring therefore less energy to be operated.

1

STRATEGIC RESEARCH AGENDA of EPoSS, http://www.smart-systemsintegration.org/public/documents/publications/EPoSS%20SRA%20Pre-Print%20September%202013
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5.4

OBJECTIVE 4: HIGH PERFORMANCE ON ULTRA LOW POWER ARCHITECTURE (SOC)

In the cases where the improvement in software implementation and addition of hardware function reach
their limit a new technological approach should be considered. The main technology research activity that
will be beneficial for OPERA will be the definition of a new many-core based on ULP processors capable
to implement new processing algorithms based on convolutional neural networks. The technology that will
be used to realize this architecture in a SoC will be the FD-SOI technology that will allow the extreme
miniaturization of the chip with a significant reduction of the power consumption respect to the traditional
bulk silicon devices.
OPERA will also provide an active development in terms of highly parallel applications and libraries to be
applied to these many core architectures.
5.5

OBJECTIVE 5: METRICS FOR ENERGY EFFICIENCY

The claim to energy efficiency is easily made. It is surprising that quite a few solutions have the statement
of being energy efficient. There are a few metrics for energy efficiency around. The most famous in the
datacentre industry is the PUE (Power Usage Effectiveness) ratio. The PUE also plays an important role in
the European Code of Conduct for datacentres2. The challenge is that even this widely used metric is not
actually an energy efficiency metric, but rather an energy effectiveness metric that indicates how effective
a datacenter maintains the needed power and environmental conditions needed for ICT equipment
operation. It is a real challenge to define usable, verifiable and meaningful metrics, even for professional
and specialized organizations whose intentions are good. Let alone the preferred idea that metrics are
measured and deliver the same outcomes, independent from who is measuring for a certain metric/energy
efficiency ratio. The industry, users and buyers are entitled to know the real value of an energy efficiency
metric. The claim of an energy efficiency metric needs to be realistic, trustworthy (measurable, verifiable)
and aligned with other energy efficiency initiatives, aligned with current standards and methods that are
academically sound.
OPERA will conduct research to find the right energy efficiency metrics, derived from the researched
model and translated in algorithms that are the best fit for the circumstances, and describing the right way
for measuring, comparing and monitoring these metrics.
5.6

OBJECTIVE 6: WORKLOAD MANAGEMENT CONSOLIDATION ON SCALABLE SMALL FORM
DATACENTRE

Heterogeneous systems are hybrid computer systems where different computing elements are used together.
The heterogeneity is obtained in different forms. For handling this heterogeneity and complexity new
automatic or semi-automatic techniques are needed enabling the system to manage its workload, selecting
resources and connectivity that optimize performance and performance per Watt and map applications to
required and available resources. The workload management on the heterogeneous architecture is expected
to surpass homogeneous systems by increasing efficiency and exploiting parallelism.
OPERA will develop an efficient workload decomposition system that automatically and dynamically
executes tasks on the most suitable processing element. The result of the integration of this workload
decomposition system is to make optimal use of computing resources and application in a heterogeneous
architecture so that it is possible to guarantee high performance computing capabilities in a scalable
(cloud) energy efficient infrastructure perspective.

2

2015 Best Practice Guidelines for the EU Code of Conduct on Data
Centres,
http://iet.jrc.ec.europa.eu/energyefficiency/sites/energyefficiency/files/files/documents/ICT_CoC/2015_b
est_practice_guidelines_v6.1.0.pdf
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5.7

OBJECTIVE 7: INNOVATIVE POWER MANAGEMENT

Power management today is used to monitor and manage power of the hardware itself. Power management
can be used in different ways3:
o Balanced Power and Performance Mode: this mode enables power management options that
have negligible impact on system performance;
o Maximum Performance: this Power Profile setting delivers maximum performance without
regard to system power usage;
o Minimum Power Usage: this setting minimizes system power usage by enabling power reduction
mechanisms that may affect performance.
What is currently missing is a holistic power management that is tightly integrated with workload
management. Such an energy aware workload manager would optimize the application placement and
resource allocation to achieve the most energy efficient configuration for the entire heterogeneous system.
OPERA aims to optimize the quest for energy efficiency in combination with the performance of the
datacentre. The innovative challenge is to find ways to manage power in a more holistic way. For
example, power management on 1 server could manage only that server and may ‘decide’ that it is
running very efficiently on 90% of its capacity, while in fact it could be more energy efficient to share
the workload over 2 different servers and have the servers work at 45% of their capacity.
To go into the energy efficiency via the power management of the hardware itself is and that in a holistic
way by researching the possibilities to get the surrounding hardware in its system involved is the
innovative aspect. OPERA aim also to deliver a new management tools allowing for predictive workload
and tightly integrated with server capabilities through standard interfaces.
For maximizing the impacts of the OPERA outcomes, a phase of validation under real life workload has
been planned. The objectives of OPERA in this regard are:
5.8

OBJECTIVE 8: ULTRA LOW POWER WORKING PROTOTYPE ON REAL TIME CONSTRAINT FOR
TRAFFIC MONITORING

The characteristics of road traffic are rapidly evolving especially:
o The diversity of vehicles is growing: beside cars, trucks and bus the traffic of motorcycle, of
cycles, of small electrical vehicles is growing; trams and pedestrians are also tied of the road
traffic, vehicles are now becoming connected.
It results in new problems in term of safety, in terms of traffic management, in terms of security, in terms
of planning. To address these problems, we need suitably adapted sensors. Existing sensors are difficult to
maintain (under the carriage way) and the cameras require a connection to the main electricity and to a
wired communication network, and eventually all require civil engineering. These requirements are due to
the processing power that must be integrated in these sensors. For instance, image processing algorithms
should work in real time and process millions of pixels each 1/20th of second. It results in power
consumptions reaching 10 watts. Consequently, only very simple processing can be integrated in solar
powered systems, and nothing is feasible on an autonomous system.
Moreover, ULP technologies are non-intrusive devices, with wireless communications thus a high scale
deployment of these technologies will enable to collect and give information to areas with little traffic and
could enable social links in these regions.
The objective of OPERA for this use case is to build a demonstrator, both in countryside and urban areas,
of a traffic monitoring system composed by a very low power video traffic sensor and a datacentre-in-abox that can be used in critical environments where electricity is not available or is difficult and expensive
to access. The demonstrator will be a technological validation for the data processing chain from the field
in a real use-case (Département de l’Isère).
3

http://h20565.www2.hp.com/hpsc/doc/public/display?docId=emr_na-c03161908

D2.5 | Innovation Potential of OPERA

22

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

5.9

OBJECTIVE 9: SCALABLE SMALL FORM FACTOR DATACENTER

As traditional datacentres strive to become more power efficient, FPGAs will begin to be deployed in more
and more applications. A typical FPGA co-processor card delivers significant acceleration while consuming
only 25W of power. Compare this to a GPU card which consumes up to 300W. The massive parallel
resources of an FPGA allow the hardware to execute functions in only a few clock cycles instead of the
hundreds to thousands of clock cycles that the sequential operation on of a processor would require. Because
so few clock cycles are required, FPGAs can operate with much slower clocks speeds and still provide a
performance boost. The lower clock speeds result in lower power consumption, making an FPGA
coprocessor much more power-efficient than a processor.
For circumstances where users need datacentre levels of performance but within small, mobile platforms
(such as a truck) the SWaP (Size Weight and Power) considerations familiar to the embedded designer
begin to resonate strongly, forcing users to embrace energy efficient accelerators more than would
otherwise be the case. FPGAs are then considered “essential” rather than “desirable”.
OPERA will provide a datacentre in a box approach with a chassis are able to have up to 180 servers in
a single 4.3U chassis. This also includes redundant low latency network switches and some storage
capabilities, which can be shared among all servers inside the chassis. Smaller chassis might also be
considered to fit use cases where low power servers need to be integrated into environment where the
size is a constraint, such as a truck. This will be the one of the objective of OPERA where orders of
magnitude acceleration are demanded within a scalable, small form factor. The consortium ability to
engineer a high-performance FPGA coprocessor that is compatible with datacentre-in-a-box platform is
key to achieving acceptable application performance outside the datacentre. A next-generation
datacenter-in-a-box based on outcomes of OPERA will be provided for improving energy efficiency of
computing resources. Moreover, an assessment of currently systems will be performed to optimize
process and power waste.
This innovation in scalable small form factor datacentres will be validated in three real-life workloads usecase.
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6 INNOVATION OF OPERA SOLUTIONS
This report, the first iteration D2.5, has identified the following innovation potential for the OPERA
products and services.
6.1

PRODUCTS AND SERVICES

When we look at the product of OPERA, we expect to develop the following technical solutions:
1. A FPGA card as application accelerator and high speed interconnect, developed for OPERA also
outside of the OPERA platform. Nallatech has developed an FPGA accelerator card that incorporates
two innovative features for the Opera project. First is the use of a SOC device as an accelerator. Due to
their high level of integration, SOC devices are usually used in isolated standalone devices, where space
and energy consumption are of high importance. However, for the Opera project the SOC will be
coupled with a host server via PCIe interface. In this way, servers that traditionally did not have a power
budget, and very loose space requirements can also benefit from the tight integration of an SoC. The
FPGA portion of the SoC will be used to accelerate the most compute-intensive parts of the photo
processing algorithm, The SOC ARM processor will be used to accelerate parts of the MICMAC
application (See D6.1) as part of heterogeneous system of ARM, x86 and FPGA devices. This device
will also support an OpenCL tool flow that will allow a common programming approach to be used
between the 3 technologies.
2. The second innovation is the development of a low-latency, high speed interconnect. To minimize the
time taken when serving a remote page fault during process migration, it is necessary to prototype
hardware using the latest generation FPGA chips. The FPGA communicates with the IBM server by
using the CAPI protocol, which gives the FPGA direct access to the virtual memory subsystem of the
host, minimizing the need for software intervention on the data path. By connecting an additional card
over PCIe to the HPE server, the interconnect between the different platforms allow them to collaborate
efforts in a single heterogeneous system.
3. Incorporation of the HPE Moonshot platform in the low power heterogeneous architecture. The HPE
Moonshot platform has been developed by HPE independent of the Opera project. The Moonshot
platform constitutes a platform able to incorporate several server cartridges, these cartridges can contain
several different processor types, X86 and ARM. Each cartridge runs its own operating system and has
access to individual resources (such as processor, memory and a PCIx FPGA card). The HPE Moonshot
Chassis incorporates everything that is a common resource in a traditional server; power, cooling,
management, fabric, switches, and network uplinks are all shared across 45 hot-pluggable server
cartridges in a dense form factor. Aside from this high-density chassis, Opera will also use the lower
density “Edge” variation of the moonshot chassis, being able to hold 2 server cartridges. Pooling of
the common server components creates high power efficiency with the cartridge design giving Opera
the scalability and flexibility to introduce multiple variations of processor technologies in the
Datacenter in a Box solution.
4. Incorporation of the IBM Power8 platform in the low power heterogeneous architecture. The IBM
Power8 platform is not a system created specifically for the OPERA project, it is however one of the
building blocks for the projects heterogeneous architecture. The addition of the RISC based Power8
processor complements the Opera datacenter in a box solution with a high frequency, multicore, high
performance CPU that because of its very different design compared to X86 processors has a very
different application sweet spot. The Opera platform will exploit these differences with workload
management across the platform to achieve the highest possible energy efficiency.
5. Integration of HPE Moonshot and IBM Power8 platform. The integration of the Moonshot and Power8
platform through a FPGA based interconnect creates the heterogeneous system that is the basis for the
OPERA project. The integration involves more than just a physical coupling between the two platforms,
each of the platforms will run a similar version of the Linux operating system and run containers with
applications compiled with the cross-ISA compiler that will be developed within the opera project. This
way, live application mobility with “post copy” of memory pages will be realized. The “post copy”
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migration allows application mobility while the memory associated with the application temporarily
remains on the original system. Memory addressing from the application is handled over the FPGA
interface. Virtually this integration creates a single memory space across the nodes of the heterogeneous
system.
6. An ultra-low power autonomous traffic monitoring camera. The target for the ultra-low power
autonomous camera is twofold, In the first place the autonomy, the camera will be equipped with a SoC,
enabling decision making based on the received images. This autonomy will drastically lower the
human workload in the traffic management center (TMC) through predetermined responses to common
traffic management situations. As an example, the camera can signal road signs to warn vehicles for
bicycles traveling in the opposite direction. The second target is extreme low energy/power
consumption, creating a device that can run on a small solar panel. The ULP makes it economically
feasible to place these cameras in remote areas where there is no access to the electrical grid. The
combination of low power and autonomy is needed to fulfil the wish for managing a wide network of
urban roads without the need for connecting to an electrical grid and without overwhelming the
personnel in the Traffic Management center. The Camera’s “intelligence” creates an additional need
for power, however this need is offset by the fact the electronics are designed for low power
consumption and manage the other camera components, such as the communication channels, to
minimize the power requirements.
7. An open source Cross ISA compiler, enabling application migration over different CPU architectures.
Theoretical work on cross ISA compilers has been conducted in the past, in a publication from the
University of California, San Diego (DeVuyst, Venkat, Tullsen, 2012) it is shown that the effect of
heterogeneity on energy efficiency is significant. The article defines multiple directions for the creation
of a cross ISA compiler that can create binaries for all ISA’s in the system. The Opera choice is to
develop a cross ISA compiler with a coherent memory structure to allow cross ISA workload migration.
To this end, a unified address space model is incorporated in our design. However, this presents a unique
challenge to compilation and process migration, because the memory layout and runtime state of a
program is always architecture specific. As discussed in the point on system integration however, the
unified address space is key to the “post copy” migration aspect, allowing not only different applications
to reap the benefits of heterogeneity but also open the way for dynamic application migration based on
a single application reaching a phase in its execution that would benefit from a different ISA.
8. An energy aware workload management to maximize power efficiency of the heterogeneous
architecture under different application loading - This is an essential component of the datacentre
infrastructure, since it allows to match the application requirements with the actual load of the nodes.
To be energy aware, however, the management system needs to correlate the load of the nodes with
their energy usage. The innovative contribution carried out in OPERA, is the integration of a mechanism
to automatically select the most effective machine (i.e., the one that offers the best energy/performance
ratio) depending on an online measurement of the status of the machines, which are profiled by the
application developer (i.e., the application developer explicitly indicates which are the most suitable
platform to run each software component). Since an evaluation of the energy would require an
estimation of the execution time required to complete a task, in OPERA we use a model based on the
average power consumption of the machine. Depending on the actual load (in terms of CPU load,
memory occupancy, etc.) that is calculated at run-time, it is possible to assign the execution of a specific
task on the proper platform. For instance, a database management system could be estimated to better
run on a X86_64 machine equipped with large memory (e.g., 256GB), rather than on a POWER8 server.
However, if the load on the X86_64 machine is higher than a threshold (we could consider, for example
80% of the whole machine capacity), it could be preferable to switch on the POWER8 node that is less
loaded and that can execute tasks (e.g., DB transactions) in less time (thus being more efficient in terms
of energy). The innovative contribution provided by OPERA will be the creation of such engine and its
integration into an existing cloud management ecosystem represented in our case by OpenStack. to the
best knowledge of the OPERA consortium this is the first example of such integration into the
OpenStack environment. It is also to worth highlighting that OpenStack is one of the most widely
adopted cloud management system, with several projects and infrastructures that use and support it.
From this viewpoint, OPERA think that the purpose of developing and integrating such energy-aware
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engine, will generate a positive reaction within the OpenStack community, and will also represent a
benefit for other projects and infrastructures that use OpenStack.
9. Smaller mobile datacenter solutions offering superior compute power per Watt in a small form factor
For the mobile application, Opera intends the use of the HPE Edgeline EL4000. The slim, 1U form
factor can be configured with a combination of one to four HPE ProLiant m510 (Intel® Xeon® D – 8
or 16 core) or HPE ProLiant m710x (Intel® Xeon® E3 – 4 core with workstation-class GPU) compute
nodes. The same cartridges that fit the previously mentioned Moonshot chassis. The HPE Edgeline
EL4000 also supports I/O expansion using up to four PCIe cards (one per compute node) or up to four
PXIe modules (one to four assignable to any compute node). These expansion slots will be fitted with
the OPERA designed FPGA card for application acceleration.
10. Extension of the TOSCA application description TOSCA is an open standard developed with the aim
of ease the description and deployment of an application in a cloud environment. To this end, both the
composition of the services (software modules) forming the application, and the set of nodes where
such services must be deployed is described in a template file. Up to now, such description totally
misses the capability of managing “efficiency”, meaning that it is not possible to associated the most
efficient node where to run a specific service (unless to manually manage such kind of operations). The
innovation carried out in OPERA comes from the integration of such standard description with an
extended management mechanism incorporated in OpenStack. Specifically, the TOSCA model does
not describe directly the capability of the infrastructure nodes, but rather the “desiderata”: for instance,
a database that requires large memory nodes, will be required to run on a “memory intensive” node. It
will be responsibility of the extended OpenStack system to select the most efficient node (among a list
of possible ones), based on several parameters measured at run-time (e.g., cpu load, memory load,
number of processes running, consumed bandwidth, etc.). The selection is based on an efficiency model
that combines all these parameters in a specific way. This greatly contribute to the improvement of the
cloud infrastructure by better matching application modules with hardware resources, in a completely
automatized manner.
11. Using CAPI (Coherent Accelerator Processor Interface), a custom acceleration engine connects to the
coherent fabric of the POWER8 chip. The hybrid solution has a simple programming paradigm while
delivering performance well beyond today's I/O-attached acceleration engines. Using CAPI, an
accelerator acts as a peer to the POWER8 cores, creating a truly shared memory space between the
application and FPGA accelerator. The accelerator essentially becomes another thread of the
application. Coherency Application developers can use a hardware managed 256KB cache in the FPGA
for improved latency and synchronization with the main application threads. The FPGA cache is fully
coherent with the caches in the POWER8 cores. Specific to Opera is that not only application
acceleration is more easily addressed, but also the communication between the moonshot and the IBM
power8 nodes through the FPGA optical connections is improved using CAPI.
12. Virtual Memory Model, Developed for OPERA platform and applicable also outside of the OPERA
platform. Virtual memory offers many advantages and plays a vital role in computer systems, but its
comes at the price of performance degradation and increased energy consumption. The commonly used
implementation as x86-64 radix page tables require 4 and 24 memory references per walk in bare-metal
and virtualized systems respectively. Current radix designs attempt to hide these expensive accesses to
the memory hierarchy with PWCs. But this approach is suboptimal, as emerging big-data workloads
are becoming harder to cache as they reference vast amounts of memory with low locality. OPERA will
show that carefully designing hashed page tables shrinks bare-metal and virtualized page walks to just
above one and three memory reference per walk, respectively, without resorting to PWCs. Hashed page
tables outperform existing PWC-aided x86-64 hardware, shortening benchmark runtimes and reducing
energy by 1%–27% and 6%–32% in bare-metal and virtualized setups. The disadvantage of hashed
page tables is that they make it more challenging to efficiently provide such functionalities as super
pages and page sharing. This disadvantage will be carefully weighed against the performance and
subsequent energy efficiency during the OPERA project.
13. Incorporation of the reconfigurable antenna for low power wireless connectivity. Radio frequency links
are an important part in a modern cyber-physical system (CPS), since they provide (or extend) the set
of communication interfaces to exchange data. However, one of the main drawbacks of radio frequency
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links is the large power consumption required to operate. From this viewpoint, OPERA aims at both
improving the energy efficiency of the proposed CPS solution, and increasing flexibility, by
incorporating reconfiguration capability in the RF antenna. To this end, the antenna designed in
OPERA, can adapt several parameters (frequency, steering the beam, etc.), so that the information
transmission always matches the best features of the physical channel. The adoption of low power
components for building the antenna, allows to reduce as much as possible the power consumption
during the antenna operation. Furthermore, it allows to adapt the transmission to a specific
communication protocol without passing through a complete redesign of the antenna itself. All these
elements greatly contribute to increase the whole energy efficiency of the CPS solution proposed by
OPERA.
14. Implementation of Redfish on the FPGA (PCIe) card. The Redfish® API is an open industry standard
specification and schema that helps enable simple and secure management of modern scalable platform
hardware (Distributed Management Task Force inc., 2017). Although commonly used for systems
management, the current implementation does not support management of PCIe cards. The OPERA
project will provide input to enhance the standard for inclusion of PCIe card management and will
implement Redfish based power management on the FPGA card. The FPGA card can thus be managed
separately much like the host nodes of the heterogeneous solution that form the OPERA Datacenter in
a Box solution.
15. Coupling of multiple disparate FPGA boards. Nallatech has added the capability to expand FPGA
acceleration beyond a single FPGA by creating a bare bones high speed low latency serial interconnect.
Algorithms too large to fit within a single FPGA can be partitioned, if functionally possible, between
one or more FPGAs. For the truck use case, up to two FPGA's can be supported providing over 2 TFlops
of single precision compute. The high-speed serial interconnect is quicker, lower latency and lower
power than passing data over the PCIe interface. An additional benefit of this backdoor coupling is that
the acceleration is obtained without incurring additional CPU cycles on the systems that host the
additional cards, supporting the claim of lower power consumption for this method of coupling.
6.2

TECHNOLOGY INVOLVED IN OPERA

The innovative technology developed in the OPERA project will be proven with three specific use cases
that are part of the project deliverables. These technologies do however have a much wider area of
applicability. It is in the adaptation of the OPERA technologies in these much broader arenas that the true
benefits in terms of resource and energy efficiency will pay out.
The following paragraphs detail some of the more prominent application scenarios, this list is not meant to
be complete but instead will grow when adoption of OPERA technology becomes more widespread and
the project progresses.
6.3

APPLICATION SCENARIOS

How the program platform and innovations can make a difference in the market and the potential markets
will be indicated in this section. With more and more intelligent and connected sensors that produce heaps
of data, the performance and energy efficiency of the devices involved, are of great importance. The
combination of mobility, less dependency on power (energy efficiency) and performance will introduce the
OPERA products into different markets (market development) or may deepen the presence of OPERA
products in existing markets (market penetration). We expect also to find innovative applications for which
the OPERA products may be well suited. In the best case this will involve new markets and new
applications, to enable the members of the consortium to find a new ‘empty’ competitive grid where it can
lead to the leading edge of technology and stay in front of competition, like in a ‘Blue Ocean’ (Kim, 2005).
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Figure 9 Finding a new Blue Ocean

One of the problems (market needs) that the OPERA products and services is going to address is the
proliferation of data intensive sensors at the edge of the network. The proliferation of these devices is part
of the IoT (Internet of Things, “Internet of Things Primer for 2016” (Gartner, 2016),) development. The
amount of data that will be generated by these devices can simply not be transferred to, handled and/or
stored on, a centralized architecture. What is needed is a consecutive layer of data filtering and handling by
first the sensor itself, secondly by highly capable edge computing devices and finally by the central
infrastructure itself. The OPERA project targets each of these application areas through individual use
cases.
Energy use in each of these layers is at least as important as the computational capabilities of these layers.
The OPERA project is strongly focused on energy efficiency to expand the usability of the sensor networks
while maintaining and enhancing the sustainability of the entire ICT infrastructure.
6.4

KEY ASPECTS OF OPERA INNOVATIONS

Here we will highlight a specific description of the key aspects of the innovative solutions/technologies
designed and used in OPERA (from the innovation point of view):
a. Heterogeneous architectures (ARM, X86, FPGA, POWER);
CAPI is intended for providing a cache-coherent view of system memory with attached accelerators over
PCIe (I/O bus). That means the accelerator can access the host’s memory through virtual addresses. This
’built-in MMU’ makes setting up a shared region trivial, as the entire virtual address space of the application
is automatically shared. We can use this property for building a very low-latency interconnect for
transferring memory between machines. Each host will be attached to the interconnect through an interface
card. The card can service page requests from multiple address spaces simultaneously, by adding the ASID
(address space identifier) to each request. Using virtual addresses also relaxes the requirement for pinning
memory before DMA accesses. Since each virtual address is translated before access, it is possible that a
mapping does not exist (page not present) meaning the virtual memory has been swapped out to disk, or
(more likely) not yet been mapped to a physical page by the operating system. When a translation fails, the
kernel is notified by the card for resolution. These faults are handled on a page-by-page basis by the
operating system in the same manner as if the fault were caused by the CPU.
b. Hardware acceleration:
There are several accelerator technologies available including FPGA’s (Intel, Xilinx), GPU’s (NVIDIA,
AMD) and Many Core devices (E.g. Intel PHI). Each technology has its advantages and disadvantages, but
GPUs, particularly NVIDIA Tesla devices, have had the greatest impact on high performance computing.
NVIDIA is therefore the benchmark for server attached acceleration.
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As stated in D6.1, there are many different accelerator technologies all capable of accelerating the
MICMAC Orthophoto processing software required for truck use case. The following table lists available
technologies suitable for this application and their relative performance.”
Accelerator Technology

Footprint

Performance
GFlops (Single
Precision)

Power
Watts

GFlops/Watt

Proposed SOC FPGA

NIC Size

15004

30

50

385a FPGA GX1150

NIC Size

1500

30

50

K80

GPU Size

8500

300

28

X-Gene (8 cores)

Bespoke

80

80

1

Xeon E7-8890 2.2GHz (24
Cores using AVX)

Server zif
socket

844

165

5

Table 3 Peak performance of various processing technologies

c. The innovative vision of OPERA
FPGA accelerators are exceptionally powerful devices for performing parallelisable image processing
problems. However, for complex image processing problems it is often not possible to efficiently parallelise
all the operations. In this situation, the host CPU is required to take over for these sequential or recursive
sections of the image processing task. To do so, the FPGA must return any data to the host that is required
for these troublesome elements of code. The amount of data required to transfer to and from the host can
quickly become the system bottleneck, hence care must be taken to partition the problem between host CPU
and accelerator. The inclusion of the ARM processors on the FPGA/SoC device can reduce the host
bottleneck by tackling some of less FPGA-friendly pieces of image processing code on the ARM cores.
This can significantly reduce the time spent transferring data and reduce host CPU cycles. By using the
ARM and FPGA in tandem more of the MICMAC application code for WP6 can be ported to the FPGA
increasing overall performance. More data movement equates to more power and the improved partitioning
will therefore yield a decrease in the overall power consumption of the system.
The SOC device also has the ability to become the master in the system. If suitable the SOC can work in
isolation to the host server allowing the server CPUs to sleep whilst it’s not needed. This could potentially
have huge power savings with the server kept in a lower power state until the SOC completes its task. This
only makes sense if the host server is unable to proceed without the data generated by the SOC.
The flexibility of the FPGA fabric allows different protocols to be enabled in a single device. This uniquely
enables FPGAs to act as interface between otherwise incompatible architectures. For the OPERA project
this facilitates connectivity between IBM power8 devices and HPE Moonshot systems, by supporting CAPI
and PCIe protocols respectively. The optical interconnect allows a FPGA accelerator in each system to be
directly connected in a point to point arrangement.
d. High density server platform;
A core element of the heterogeneous architecture will be the HPE Moonshot platform.
4https://www.altera.com/products/fpga/arria-series/arria-

10/overview.html?utm_source=Alterautm_medium=press_releaseutm_campaign=gen_10
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This high-density server platform comes in 2 variations, the Moonshot 1600 able to handle 45 cartridges in
a 4.3U package, and the Edgeline, with capacity for either 1 or up to 4 cartridges (in 1U).
The cartridges themselves can contain a variety of different processors and memory configurations,
supporting 1 or 4 server nodes per cartridge. (HPE, 2017).
Although the principles of the OPERA heterogeneous platform can be demonstrated on any generic server,
the choice for the Moonshot family is not random. The design of the Moonshot 1600 chassis is such that
45 cartridges can work in a 4.3 rack unit space. This design makes special demands on the cartridges
themselves:
1. The limited total power budget requires low power use from the server cartridge, in line with the
design criterion for OPERA;
2. To fit these many cartridges in such a small space, the cartridges themselves are placed in 3 rows,
each consecutive row is situated directly behind the preceding row.
A result of this setup is that air temperatures inside the chassis will also exhibit 3 zones. Relatively cool for
the first row, but the second row is cooled with exhaust-air from row 1, and is consequently at a much
higher temperature. The third row is cooled with the exhaust air from the second row, by this time air
temperatures can be well above 40 Celsius.
The Moonshot cartridges are designed to handle these extreme temperatures, a feature that will help in the
cooling and airflow constrained environment of the mobile datacentre use case.
e. Programming model and tool flow;
As discussed in deliverable D6.1, heterogeneity brings with it the added complexity of multiple operating
systems and device design processes. The seamless integration of these different design processes within a
single environment will be crucial to the success of the MICMAC use case. The goal is to evaluate what
design processes work best for heterogeneous systems and what is not possible. To evaluate the design
process, it is necessary to develop a new board support package (BSP).
The OPERA hardware is uniquely different to any BSP previously developed by Nallatech and Intel. The
presence of the ARM processor within the chip provides unique challenges and problems. The main
challenge is to how to handle the presence of two Master interfaces using the OpenCL tool flow that expects
a single Master, Slave relationship.
The Intel FPGA OpenCL tool flow provides a set of utilities and a compiler for targeting FPGA accelerators
using the OpenCL work flow. For the tools to be able to target an FPGA accelerator, the accelerator vendor
must create what is known as a board support package (BSP). This BSP is a non-trivial piece of firmware
that connects required Intel FPGA IP with bespoke vendor logic to give the OpenCL tool flow access to
the accelerator and its unique capabilities.
f. Power management and energy efficiency;
Energy efficiency will be improved in several aspects. First, by building a low-latency interconnect to
support post-copy container migration, we enable computers to work together in the data center that
previously could not be deployed together. This is an important step towards heterogeneous computing,
since we can now take advantage of the relative strengths of different systems, and not have to worry about
application placement being a permanent choice. By lowering the cost of container migration, and enabling
container migration to take place across the entire data center, we pave the way for middleware to make
decisions regarding run-time optimizations, and implement any necessary policies regarding workload
placement. The second aspect is related to the implementation details of the interconnect itself. Rather than
using a standard network, we can further reduce communications costs by specializing the hardware to the
specific case of transferring memory in response to a page fault. By implementing practically all
communications and decisions in hardware (FPGA), we remove software (drivers, operating system,
network stack) from the data path, reducing both power consumption as well as latency.
g. Workload decomposition;
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TOSCA is an open standard developed with the aim of ease the description and deployment of an
application in a cloud environment. To this end, both the composition of the services (software modules)
forming the application, and the set of nodes where such services must be deployed is described in a
template file. Up to now, such description totally misses the capability of managing “efficiency”, meaning
that it is not possible to associated the most efficient node where to run a specific service (unless to manually
manage such kind of operations). The innovation carried out in OPERA comes from the integration of such
standard description with an extended management mechanism incorporated in OpenStack. Specifically,
the TOSCA model does not describe directly the capability of the infrastructure nodes, but rather the
“desiderata”: for instance, a database that requires large memory nodes, will be required to run on a
“memory intensive” node. It will be responsibility of the extended OpenStack system to select the most
efficient node (among a list of possible ones), based on several parameters measured at run-time (e.g., cpu
load, memory load, number of processes running, consumed bandwidth, etc.). The selection is based on an
efficiency model that combines all these parameters in a specific way. To better achieve energy efficiency,
containers are preferred as software objects incorporating the specific services, since they provide same
functionalities of a traditional virtual machine, with a lower memory footprint. By the way, the proposed
system maintains a compatibility with virtual machines, when their use is mandatory.
All these features greatly contribute to the improvement of energy efficient use of the cloud infrastructure
by better matching application modules with hardware resources, in a completely automatized manner.
h. Server-side interconnection systems;
As stated in OPERA D6.2. to provide scalability and communication between different hardware vendors,
the development of serial interconnect was required. This serial interconnect acts as a common interface,
via the FPGA, for power and x86 systems.
i. RF link for the CPS;
Radio frequency links are an important part in a modern cyber-physical system (CPS), since they provide
(or extend) the set of communication interfaces to exchange data. Since, CPS are generally intended (not
only from the perspective of the OPERA project) to operate in physical environments where it is difficult
to have wired links, RF interfaces provides a good solution for exchanging information with external
infrastructures (e.g., a remote cloud infrastructure). One of the main drawbacks of radio frequency links is
the large power consumption required to operate. To this viewpoint, OPERA aims at both improving the
energy efficiency of the proposed CPS solution, and increasing flexibility, by incorporating reconfiguration
capability in the RF antenna. To this end, the antenna designed in OPERA, can adapt several parameters
(frequency, steering the beam, etc.) so that the information transmission always matches the best features
of the physical channel. The adoption of low power components for building the antenna, allows to reduce
as much as possible the power consumption during the antenna operation. Furthermore, it allows to adapt
the transmission to a specific communication protocol without passing through a complete redesign of the
antenna itself. All these elements greatly contribute to increase the whole energy efficiency of the CPS
solution proposed by OPERA.
j. Convolutional Neural networks (both inside the ULP device and on the FPGA);
To efficiently recognize elements within the information gattered by the image detector, a convolutional
neural network (CNN) will be simulated by the SoC board that is part of the Ultra-Low Power device. The
use of CNN has been shown to be very effective for image recognition and allows the device to “learn”
from the data collected over time.
A choice has been made, not to include the FPGA card in this ULP device because of the expected power
draw of the FPGA board. The SoC uses much less power, and although computational power is also much
lower, the required computational speed for those functions that require the ULP to take autonomous
decisions or actions (for example cycle detection and congestion and wrong way traffic detection) is
available from the electronics in the SoC board.
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The entire Datacenter in a Box solution, including the FPGA acceleration comes into play, when more
elaborate image recognition is needed. The ULP camera system will, upon detection of an event, sends a
limited video stream or set of still pictures over the wireless link to the Traffic Management Center (TMC)
Depending on the event, the video stream is displayed directly to one of the traffic manager on duty and/or
the data is stored for offline analysis.
Direct display will be initiated when the camera detects accidents or “wrong way traffic”, that is, a vehicle
traveling on the “wrong side of the road”. These events, need immediate confirmation from a traffic
manager since it may spark a series of actions such as police intervention and road closures.
Offline analysis will be used for amongst others, cycle counting or differentiation between cycle types.
When a cycle is detected, images are sent to the TMC, these images are later analysed by the OPERA
system. The system includes the OPERA FPGA board that can very efficiently run CNN based analysis.
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7 POTENTIAL MARKETS
Why
The consortium defined that markets could take the advantage of the OPERA proposition because it is all
about mobile computing; where size, weight and power (SWAP) is a genuine issue (flight time, battery).
Who
Thinking about industries, the consortium came up with:
Oil and Gas industry (HPC in the OPERA fit out)
Maintenance industry, drones (checking planes, as a part of maintenance of air planes)
Other Industries; in need of mobile platform, high computations. Edge.
Customers without a datacenter (ship, car, plane, submarines)
Cyclomedia (a la Google, but measured).

o
o
o
o
o
Where

Based on:
o Market need
o Market size
o Market growth
o Accessibility of the market
o Amount of investment to make to enter the market
o Competitive forces
o Sustainable competitive advantages
o Financial opportunities
o Sustainability of the solutions
… and other indicators that help to predict success when considering the introduction of products
(applications, services, specific product market combinations) to markets, the OPERA consortium
identified the following markets.
7.1

INTERNET OF THINGS (IOT) ANALYTICS

One of the markets that will benefit from Opera’s “datacenter in a box” containing different ISA processors
and an energy aware application management layer is the “Internet of things (IoT) analytics”.
OPERA itself has a use case associated with the “internet of things” trend. The road management camera
is such a device that generates a wealth of information and communicates directly with other automated
systems with little to no human intervention.
The market for IoT analytics spans industrial, enterprise and consumer applications. The Gartner report
Cool Vendors in Internet of Things Analytics, (Gartner, 2016) emphasizes vendors innovative in the fields
of industrial and consumer IoT analytics. In general, these vendors have novel ways to automate or make
advanced analytics accessible to a broad range of users by mining insights from streaming and other large
and multi-structured data sources (relational, NoSQL, text, video, audio, social data and so on) to optimize
industrial assets and processes and customer experiences. Their platforms typically feature connectors to,
or partnerships with, device middleware vendors. They also offer industrial-domain- and assetoptimization-specific algorithms, customer-engagement-specific algorithms, analytical techniques and
analytics applications.
Data and analytics leaders should consider IoT analytics solutions when they want to include an information
component in an asset-based product to deliver more value to customers and engage with them better. They
should also do so when they want to add sensors to their own assets and apply analytics to data derived
from those sensors in combination with other sources to lower operating costs and extend asset life.

D2.5 | Innovation Potential of OPERA

33

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

Most industrial companies are still at an early stage in their adoption of IoT analytics, and at various levels
of maturity with it, as they strive to become digital companies. They tend to be conservative companies that
have flat productivity and that are investing in a digital strategy and IoT analytics to innovate again. They
must embrace and use distributed data, analytics, processes, tools, skills and an expanded ecosystem to
remain competitive as increasing numbers of them follow companies like GE into the digital future.
As is apparent from the underlined list of algorithms, applications and data sources, IoT analytics will be
one of the industries that will benefit from the different instruction set architectures (ISA’s) that are part of
the OPERA solution. The expected increase in dataflow from sensors, including video, and the need to
contain costs underline the targets set for OPERA, doing things faster and more efficient then can currently
be done.
7.2

IOT COMMUNICATION – EDGE ANALYTICS

Gartner in its document “Internet of Things Primer for 2016” (Gartner, 2016), predicts that we are quickly
approaching the era where tens of billions of networks enabled devices are in use.

Figure 10 source: Gartner March 2016, IoT overview

To sustain that many, mostly wireless, devices, both communication and the device itself must operate with
extreme energy efficiency and Ultra low power (ULP).
IoT "edge" analytics means that the analytics are executed in distributed devices, servers or gateways
located away from corporate data centers or cloud servers. Historically, analytics has been typically
performed by bringing all the data into a centralized location. With IoT, devices are connected and are
either producing or consuming data, but often need to process that data locally within the device or a nearby
server or gateway rather than simply transmitting the data to or from a central location, such as a cloud
platform or traditional enterprise server or data warehouse.
One of the many types of IoT devices is a camera, specifically OPERA will work on a traffic management
camera usable in area’s that lack both electrical as well as wired communication grids.
The technology developed for OPERA is a reconfigurable directional antenna for wireless communication
and an ULP image processing addition to the camera that will limit the amount of data sent by the camera
and support autonomous operation of the device for traffic safety purposes.
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It is to be expected that this technology will have a broad range of applications. Many of the billions of IoT
devices will operate without either a wired network or wired energy connection and must function for most
time without human intervention. Demonstrating a highly functional element such as a traffic management
camera will open the way for many other applications.
7.3

ENVIRONMENTAL MANAGEMENT

Interestingly, environmental management is a market that itself is creating an enormous amount of data
collected by sensors that need to be analysed for decision support.
Gartner states in an article “Cool Vendors in Sustainability, 2016” (Gartner, 2016) that by 2020, 38% of
the 6.8 billion installed IoT devices will be operating with off-grid energy sources.
Experience with just such sensors, specifically with energy harvesting, energy efficient communication and
data collection, is collected within OPERA through a use case where an off-grid road management camera
is being developed. The technology involved, pre-processing video data and a reconfigurable antenna
capable of communicating with different networks and tight radio beams will be of great use in curbing the
energy demand from these billions of sensors. In this way, OPERA will contribute to a greater usability
and proliferation of these sensors, supporting a better decision support system in environmental
management.
7.4

HYPER CONVERGED INFRASTRUCTURE

Hyper converged infrastructure has, according to Gartner’s “Cool Vendors for Compute Platforms”
(Gartner, 2016), a growing enterprise adoption. The same article however states: “The increasingly vibrant
and congested HCIS/SDS market creates challenges for start-ups to truly differentiate themselves versus
rivals”
The datacenter in a box that Opera is creating could be at the heart of such a differentiating Hyper
Converged Infrastructure Solution, offering better energy efficiency and greater capacity for application
hosting then current solutions in the market.
Also, the experience in the use of ISA independent compilation needed for cross ISA migration of
containers is use full in the further abstraction between applications and cloud infrastructure
7.5

CLOUD

Cloud is a booming industry where, according to Gartner’s “Cool Vendors in Cloud Infrastructure”
(Gartner, 2016), containers are an emerging technology for delivering cloud services. The company
Mesosphere, has created a dedicated software platform for running container technology. The product is an
extension of the Apache Mesos functionality by adding other operational features: packaging and
installation services, resource management, scheduling, provisioning, and orchestration, all bundled within
a unified software stack.
Through the VDI use case, OPERA adds energy aware resource management to the mix. This knowledge
will enhance and strengthen the container marketspace and through energy efficiency resulting from the
resource management across different ISA’s contribute to lowering the environmental footprint of clouds
across Europe.
OPERA could get in touch with Cloud Service providers discuss high level infrastructure, options to save
money, energy efficiency. And approach datacenter owners. Even end user may profit (benefit of
acceleration).
7.6

VIDEO VISION

Video vision, machine recognition or cognitive computing (Villa, 2016), all refer to the ability of video
sensors to analyse video data autonomously and base decisions on this data. The market is growing quickly
as identified in the Gartner analysis “Internet of Things Primer for 2016” (Gartner, 2016).
A use case addressing exactly this trend is part of the OPERA project and will result in a demonstrable
product for use in industry workshops.

D2.5 | Innovation Potential of OPERA

35

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

7.7

ADAS

Advanced driver assistance systems (ADAS) are systems developed to automate/adapt/enhance vehicle
systems for safety and better driving. Safety features are designed to avoid collisions and accidents by
offering technologies that alert the driver to potential problems, or to avoid collisions by implementing
safeguards and taking over control of the vehicle. Adaptive features may automate lighting, provide
adaptive cruise control, automate braking, incorporate GPS/ traffic warnings, connect to smartphones, alert
driver to other cars or dangers, keep the driver in the correct lane, or show what is in blind spots.
Driving cars means producing data; who is where and when. Interesting for governments and insurance
companies. The ADAS will likely include more than one video sensor, this sensor will need the capability
of cognitive computing, selecting data for logging and making decisions such as braking, steering or
alarming a driver when the situations warrants such actions.
7.8

HAAS

Ideas like Hybrid HPC and cloud PC. ‘HPC as a Service’ – could be tight to the OPERA solution. Stack of
components. While a focus on power use might be absent, many high-performance compute clusters are
limited to a fixed power envelope. This means that a performance per Watt increase would result in higher
compute capability. Furthermore, an automated ISA selection based on performance per Watt
characteristics might further increase the HPC performance since this selection automatically selects the
best ISA fitting the computational tasks underway.
7.9

DEEP NEURAL NETS

Deep neural nets (also called deep learning) is a variant of machine learning that involves neural nets with
more than two processing layers. Neural networks are algorithms, modelled loosely after the human brain,
designed to recognize patterns and do predictions.
The Deep Learning market is moving very quickly with different benchmarks being undertaken. Intel and
NVidia have already started a war of words arguing which processor technology delivers the best results,
and which datasets/test benches should be used (NVIDEA, 2016).
Detaching the SoC (see Figure 11 Idea generation Brainstorm 14 July 2016) from the PCIE will enable
other Deep Learning applications/markets:
o
o
o
o
o
o

Speech control and queries
Computer-based dialogue systems
Face, bike(!) recognition
Machine translation (text to text and speech to speech)
Emotion detection
Sentiment analysis.

Figure 11 Idea generation Brainstorm 14 July 2016
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8 MARKET ANALYSIS
In this first iteration of the innovation potential deliverable in this OPERA project, we are not yet able to
oversee the markets, market size and growth, in full. Having 3 different OPERA use cases to work on, the
impact, reach and consequently the most fruitful applications (markets) are yet to be discovered. This is
part of the project and the reasoning for having another 3 iterations of this deliverable (D2.6, D2.7 and
D2.8). What we expect is that the further the project will evolve, the more insights in the market potential
of the OPERA project can be obtained. To be continued.
8.1

MARKET SIZE

In the abovementioned description of the Potential Markets for OPERA products, we expect OPERA to
contribute to and/or influence these applications and markets. The success of OPERA is important to the
success of these applications and markets. OPERA develops solutions that are energy efficient, enabling
the making and processing of edge data and transferring results in a proven way to make data generation
easier in areas that were not accessible before and in a much more energy efficient way. Still, we need to
give these expectations some time to prove by looking at the results of the different use cases that OPERA
will study.
8.2

MARKET GROWTH

Even though it is hard to oversee the markets at this moment in the project, it is expected that the OPERA
products may very well play an important role in the success of several applications and markets that are
expected to develop in the coming years. When we look at the Hype Cycle of Gartner ( (Gartner, 2016),
several of the applications and markets the consortium identified earlier, see section Potential Markets (red
arrows in Figure 12 Hype Cycle for Data Science) as potential markets, are expected by Gartner’s research
to become bigger in the next few years:

Figure 12 Hype Cycle for Data Science

8.3

MARKET ORGANIZATIONS

In the field of energy efficient, mobile products. We will expand on this section in more detail in D2.6,
D2.7 and D2.8.
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8.4

MICHAEL PORTERS 5P ANALYSIS

Porters model of competitive forces is a popular framework to assess competition is a certain market. The
attractiveness for a player in the marketplace depends on the power of competition. And, how easy it is to
step into an attractive market? Sometimes competitors ‘pop-up’ from unexpected directions and with new
business models. The model assumes that there are five competitive forces that identifies the competitive
power in a business situation. These five competitive forces identified by the Michael Porter are:

Figure 13 Five forces of Competition

When we will analyse the different forces in the potential market of the OPERA products we will see the
competitive landscape in the next iterations of this deliverable. We will describe the competitive market in
more detail in D2.6, D2.7 and D2.8.
1. Threat of substitute products
The solutions that will be found and used in the use cases will be the basis of the identified, potential
OPERA products are not unique. The applications, the improved combination of existing and innovative
technologies will show whether substitute products will have a chance to be successful in the identified
markets, for the identified applications of OPERA products. At first sight; the threat of substitute products
is realistic. We will expand on this section in more detail in D2.6, D2.7 and D2.8.
2. Threat of new entrants
The perceived attractiveness will lure new parties to the market the OPERA product will be traded on. The
market could very well be a niche market, with highly specialized sellers and buyers. It also may take
substantial capital investments to enter these markets. At this moment, a few entrants that have the
knowledge, drive, existing distribution networks and capabilities to enter are expected to be: Deutsche
Telekom, Vodafone, Orange, ABB, Priva, ICT Automation, etc. We will expand on this section in more
detail in D2.6, D2.7 and D2.8.
3. Intense rivalry among existing players
Existing market players may well intensify competition. OPERA products will be traded on some existing
markets and may trigger existing players to increase their competition (i.e. stay out pricing, offering
competitive substitutes). We will expand on this section in more detail in D2.6, D2.7 and D2.8.
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4. Bargaining power of suppliers
As soon as the suppliers will have been identified during the project, more can be said of the expected
bargaining power of these suppliers. We will expand on this section in more detail in D2.6, D2.7 and D2.8.
5. Bargaining power of Buyers
As soon as the buyers and end users will have been identified during the project, more can be said of the
expected bargaining power of these parties. We will expand on this section in more detail in D2.6, D2.7
and D2.8.
8.5
•
•
•
•
•
•

GLOBAL TRENDS
Need for more safety
Need for first responder speed
Internet and connectivity (IoT)
Drive for increased energy efficiency
Trust in technology
Data mining and analytics

We will expand on this section in more detail in D2.6, D2.7 and D2.8.
8.6
•
•
•
•
•
•
•
•
•
•

MARKET TRENDS
Pay per use
Lower total cost of ownership (TCO)
Real time processing
Datacentric solutions
Low upfront cost
‘All programmable’: Hardware, software and I/O (Xilinx Inc., 2016)
Highly flexible technology (video standards change too quickly)
Adaptable, reprogrammable (signal processing, easy prototyping) interfacing I/O, buffering, filtering
Extending lifespan of machines
Security, encrypting.

We will expand on this sections in more detail in next iterations; the deliverables D2.6, D2.7 and D2.8.
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9 OTHER H2020 PROJECTS
To correctly position the innovations proposed by OPERA, other H2020 programs currently under way will
be monitored to avoid doing the same thing twice and therefor wasting precious resources.
The sections below describe the following relevant programs and their targets.
o
o
o
o
o
o
9.1

dRedBox --- regarding the use of heterogeneity in data centers. (DRedBox, 2016)
Vineyard -- heterogeneity in the data centers. (Vineyard, 2016)
EMC^2-DP --- regarding the Cyber-Physical Systems. (artemis-emc2, 2016)
AXIOM --- regarding Cyber-Physical Systems. (axiom, 2016)
exaNest --- regarding heterogeneity for next gen. data center and hpc systems. (exanest, 2016)
Aparapi, a HPE/Nallatech sponsored project. (Gitlab, 2016).
DREDBOX

The following description has been taken directly from the dRedBox website (DRedBox, 2016):
The dReDBox project - funded under agreement No. 687632 by the EC H2020 programme aspires to
innovate the way we build datacentres today, shifting to employing pooled, disaggregated - instead of
monolithic, tightly integrated components. By doing so, the dReDBox proposition has the ambition to lead
to significantly improved levels of utilization, scalability, reliability and power efficiency, both in
conventional cloud and edge datacentres.
In today’s cloud data centres, the physical system is composed of individual server units contributing
processing, memory, accelerators and storage resources. However, this arrangement incurs a significant
waste of these resources as well as low power utilization, due to the inherent inability to closely match user
IT requirements to the resources available within a single server or sets of servers. The challenge in this
arrangement is to be more efficient, flexible and agile with these resources.
dReDBox aspires to remedy this by moving from today’s server-as-the-unit model to a pooled-computing
model, enabling an arbitrary sizing of disaggregated IT resources, deploying them where and when
required, to perfectly match cloud user requirements. By doing so, dReDBox aims to transition cloud to
unprecedented efficiency levels while reducing electric power consumption by up to 20%.
The consortium plans to deliver a full-fledged, vertically integrated data centre-in-a-box prototype to
showcase the superiority of disaggregation in terms of scalability, efficiency, reliability, performance and
energy reduction. The prototype will be used as vehicle to demonstrate the value of dReDBox in three pilot
use-cases stemming from three market segments: Security, Network Analytics and Telecom.
The dReDBox consortium features a versatile set of prominent European R&D organizations, including
IBM Research (Ireland), Telefonica (Spain), University of Bristol (UK), University of Thessaly (Greece),
the Foundation for Research and Technology (Greece), Barcelona Supercomputing Center (Spain), Naudit
(Spain), Sintecs (Netherlands), Virtual Open Systems (France) and Kinesense (Ireland).
9.1.1 Relation with OPERA
In the previous paragraph, we have marked in italic those elements that bear direct relations to the OPERA
project. dRedBox also aims at producing a data centre in a box (DiaB) prototype and has as one of the
targets an energy reduction of 20%.
The DiaB produced by dRedBox will be very different from the prototype build by OPERA. OPERA aims
to incorporate heterogeneous Instruction Set Architectures (ISA) utilizing industry standard servers and a
newly developed interconnect, dRedBox aims at a homogeneous ISA, disconnecting the memory from CPU
scalability. As both systems are underdevelopment now, it is too early to discuss integration of these
different concepts. Once the concepts from both programs have been proven, a discussion can be started
between the two project leaders to investigate whether future development of an integrated version of the
two DiaB concepts is feasible and/or useful.
dRedBox aims at a reduction in energy use of 20%, unfortunately, the available documentation does not
indicate what will be used for comparison. Again, the target differs from the OPERA project, in OPERA
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the aim is to improve energy efficiency, as detailed in OPERA deliverable 4.1 energy efficiency and energy
reduction are not identical, but in general efficiency supports a reduction. The OPERA target of an
efficiency increase of 2 orders of magnitude does seem more aggressive than an energy reduction of 20%.
A collaboration between the two projects on the aspect of energy (efficiency/reduction) now does not seem
opportune, given the different targets.
9.2

VINEYARD

The following description has been taken directly from the Vineyard website (Vineyard, 2016):
Vineyard aims to develop an energy-efficient integrated platform for data centres. The platform will consist
of energy-efficient servers based on: customized hardware accelerators (programmable dataflow engines
and FPGA-based servers), and a programming framework that will allow users seamlessly to leverage
hardware accelerators in heterogeneous computing systems by using typical scalable cloud frameworks
(i.e. Spark).
The VINEYARD project will develop novel servers based on programmable dataflow accelerators that can
be customized based on the datacentre’s application requirements. These programmable dataflow
accelerators will be used not only to increase the performance of servers but also to reduce the energy
consumption in data centres.
Furthermore, VINEYARD will develop a programming framework that will hide the complexity of
programming heterogeneous systems while at the same time providing the optimized performance of
customized and heterogeneous architectures.
VINEYARD will also develop a new programming framework that seamlessly leverage workload-specific
accelerators based on the application requirements. In this suite, the user works with familiar programming
frameworks (i.e. Spark) while a run-time manager selects appropriate accelerators based on application
requirements such as execution time and power consumption.
Finally, VINEYARD will provide the necessary middleware that binds together servers with accelerators.
Along this task, VINEYARD will consider both physical servers and virtual machines (VMs). The
middleware also handles QoS concerns that arise with the shared use of the accelerators. In this way, the
VINEYARD project will develop an integrated platform for heterogeneous accelerator-based servers.
The VINEYARD platform will include both the hardware components (customized accelerators) and a
software framework, which consists of two novel components: (i) a programming framework that integrates
familiar programming models into heterogeneous systems, and (ii) a middleware layer that supports this
heterogeneity in virtualized data centres.
9.2.1 Relation with OPERA
As with OPERA, Vineyard will make use of customized FPGA boards. In Vineyard, these FPGA boards
and their embedded ARM processors will form the basis of new servers that will be built in this program
whereas in OPERA these cards will complement existing servers and couple their capabilities. The
Vineyard project aims at “significant” improvements in energy efficiency, contact with the Vineyard group
might be useful to discuss the subject of measuring efficiency and determining energy efficiency metrics.
9.3

EMC2-DP --- REGARDING THE CYBER-PHYSICAL SYSTEMS

The following description has been taken directly from the EMC2 website (artemis-emc2, 2016):
EMC² – ‘Embedded Multi-Core systems for Mixed Criticality applications in dynamic and changeable realtime environments’ is an ARTEMIS Joint Undertaking project in the Innovation Pilot Programme
‘Computing platforms for embedded systems’ (AIPP5).
Embedded systems are the key innovation driver to improve almost all mechatronic products with cheaper
and even new functionalities. They support today’s information society as inter-system communication

D2.5 | Innovation Potential of OPERA

41

OPERA: LOw Power Heterogeneous Architecture for Next Generation of SmaRt Infrastructure
and Platform in Industrial and Societal Applications

enabler. A major industrial challenge arises from the need to face cost efficient integration of different
applications with different levels of safety and security on a single computing platform in an open context.
EMC² finds solutions for dynamic adaptability in open systems, provides handling of mixed criticality
applications under real-time conditions, scalability and utmost flexibility, full scale deployment and
management of integrated tool chains, through the entire lifecycle.
The objective of EMC² is to establish Multi-Core technology in all relevant Embedded Systems domains.
9.3.1 Relation with OPERA
The overlap with the OPERA project is hard to evaluate, the Artemis EMC2 project is a huge project on
embedded systems. The technology developed here will undoubtedly have links to the work done in
OPERA on ISA independent compilation and energy aware workload management. The difference in
project size is however a hindrance for effective collaboration given the fact that a direct overlap is not
apparent.
9.4

AXIOM --- REGARDING CYBER-PHYSICAL SYSTEMS

The following description has been taken directly from the AXIOM website (axiom, 2016):
AXIOM EXECUTIVE SUMMARY
We are entering the Cyber-Physical age, in which both objects and people will become nodes of the same
digital network for exchanging information. Therefore, the general expectation is that “things” or systems
will become somewhat smart as people, allowing a rapid and close interaction not only system-system, but
also human-system, system-human. Moreover, through smart systems, the human behaviour is improved
and simplified. More scientifically, we expect that such Cyber-Physical Systems (CPS) will at least react
in real-time, provide enough computational power for the assigned tasks, consume the least possible energy
for such task (energy efficiency), scale up through modularity, allow for an easy programmability across
performance scaling, and exploit at best existing standards at minimal costs. The whole set of these
expectations impose scientific and technological challenges that need to be properly addressed.
The AXIOM project (Agile, eXtensible, fast I/O Module) aims at researching new software/hardware
architectures for CPSs to meet the above expectations.
The current solutions for providing enough computational power are mainly based on multi- or many-core
architectures. For example, some current research projects (such as ADEPT or P-SOCRATES) are already
investigating how to join efforts from the High-Performance Computing (HPC) and the Embedded
Computing domains, which are both focused on high power efficiency, while GPUs and new Dataflow
platforms such as Maxeler, or in general FPGAs, are claimed as the most energy efficient ones. For this
reason, our research will not be limited to only one kind of technology, but it will start from power efficient
multi-cores such as ARM cores and FPGA accelerators on the same die as in the Xilinx Zynq.
Programmability: we observe that current toolchains for CPSs are too specific to the selected domain,
involving customized or expensive Software Development Kits (SDKs). Recent examples such as
Raspberry Pi or UDOO (the latter being funded by two of AXIOM partners) represent successful examples
of eliminating the tedious learning steps of customized SDKs and their associated high costs, relying on
totally open hardware designs and open-source software. This has the potential to open the development to
a broader community not confined to experts but also open to other end-users like the wider educational
sector and the “Makers” community.
Parallelism: several solutions have been proposed during the last decades. However, a unanimous
consensus on the best solution has not been reached. In this project, we build on the consolidated expertise
of partner BSC in the HPC domain to bring, also in the CPSs domain, the simplicity and scalability of the
OpenMP framework. We will focus on its extension to the StarSs paradigm, called OmpSs.
Interaction Design: one additional key element of this proposal is the availability of expertise from partner
UNISI on Interaction Design. This expertise will ensure a high usability of our CPS and the adoption of
appropriate patterns (also from a psychological point of view) for the interaction and the communication
with the humans.
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Computer Architecture: previous experimentation brought the UDOO as the first world-wide board
integrating a powerful quad-core ARM (able to run both Linux and Android smoothly) and the Arduino
Due compatible interface, for an easy plug-and-play of a huge number of sensors and actuators. Our project
will push further the idea of a general, modular, reusable single module capable of providing further
specialization through the re-configurability features of the FPGAs.
Interconnects: not only our CPS will include classical connectivity (e.g., Internet), but we will bring
modularity to the next level by allowing to build more compute intensive systems through a low-cost
scalable high-speed interconnect. This interconnect, subject of research and design during the project, will
be developed by partner FORTH, on the experience coming from the ENCORE project and used in the
Formic platform for creating a 512-core system. Such connectivity will allow to build (or upgrade at a later
moment) flexible and low-cost systems with simplicity by re-using the same basic (small) module without
the need of costly connectors and cables.
Real-Time: another relevant aspect is the necessity of properly managing actions in real-time and through
an Operating System (such as Linux). One key partner (EVIDENCE) will provide the consolidated
expertise to integrate real-time management having recently succeeded in integrating the Earliest Deadline
First (EDF) real-time scheduling algorithm in Linux 3.14. Moreover, EVIDENCE will integrate features in
the OS drivers to allow a fast balancing of the work across the basic modules through the high-speed
interconnects. Current solutions for work balancing across distributed systems are expensive, too
customized, or too difficult to program (with paradigms such as MPI). We want to investigate the usage of
OmpSs on top of a variant of a Distributed Shared Memory (DSM) that will be topic of research and
development during the project.
From an exploitation point of view, one partner (SECO) has the full capability to build and commercialize
the module designed in the project. Being member of the European standardization effort SGET, SECO
will can contribute to a European standard for the module.
Moreover, partner UNISI will provide evaluation and design space exploration technologies consolidated
in recent experience in the TERAFLUX and ERA projects and further develop open-source components
for the thread scheduling and consistency. UNISI will provide at any time during the project the evaluations
and measurements that will drive the development of the software parts and the selection of the most
appropriate hardware architecture and interconnect.
9.4.1 Test scenarios
One of our partners (BSC) will further extend the toolchain and work in close collaboration with industrial
partners for developing the use cases to demonstrate the effectiveness of our targeted CPS. We wish to
demonstrate a scenario involving Smart Video-Surveillance and another one involving SmartLiving/Home.
For the Video-Surveillance, we may have to process a large amount of data (Video-Surveillance is also
called “the Biggest Data” in that respect) for smart multi-focus recognition or coordination of multiple
cameras towards a single event with context shift. The interested partner is HERTA.
For the Smart-Living/Home, instead of envisioning fancy Domotic scenarios unaffordable by the largest
part of the population, we will focus on a simpler system that could replace the omni-present ambient
thermostat with a much smarter device (like the Nest concept). This device will be scalable from the small
house to big buildings and may be able of acting as a small network server or proxy for many existing or
near future services in collaboration with the municipality or even in a peer-to-peer scenario. The interested
partner in this case is VIMAR.
Partner UNISI will oversee coordinating the project, also due to its experience in coordinating large
European projects such as TERAFLUX. BSC will lead the software toolchain development. EVIDENCE
will lead the Runtime and Operating System development. SECO will lead and realize the AXIOM
hardware, with the help of FORTH that will lead the interconnect design. The industrial partners are:
EVIDENCE, HERTA, SECO, and VIMAR.
Targets for AXIOM are:
• Realizing a small board that is flexible, energy efficient and modularly scalable
• Easy programmability of multi-core, multi-board, FPGA
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•
•
•
•

Leveraging Open-Source software to manage the board
Easy Interfacing with the Cyber-Physical Worlds
Enabling real time movement of threads
Contribution to Standards

9.4.2 Relation with OPERA
At first glance, there is a considerable overlap between the AXIOM and OPERA project, but the focus of
both projects is different. There is a very real opportunity for collaboration, especially on the part of
programming FPGA boards and the real-time movement of threads.
9.5

EXANEST --- REGARDING HETEROGENEITY FOR NEXT GEN. DATA CENTER AND
HPC SYSTEMS

The Horizon2020 FET-HPC ExaNeSt project (exanest, 2016) develops and prototypes solutions for some
of the crucial problems on the way towards production of exascale-level Supercomputers;
ExaNeSt develops and prototypes solutions for Interconnection Networks, Storage, and Cooling, as these
must evolve to produce exascale-level supercomputers to become feasible. We tune real HPC Applications,
and we use them to evaluate our solutions.
Interconnection Network: exascale performance can only be reached by interconnecting millions of
computing cores, their (volatile) memories and (non-volatile) storage, special-purpose accelerator
hardware, and their input/output (I/O) devices, in a way such that all of them can cooperate tightly and
effectively in solving one huge problem in a reasonable amount of time. This amounts to huge challenge
for the network that implements this interconnection and its interface to the hardware and software
components of the entire system: it must be fast, resilient, and low-cost, both in term of cost-to-build and
energy-to-operate.
We develop and prototype innovative hardware and software for such networks to become tightly integrated
with the system components, to become faster, to offer better quality-of-service (QoS) – especially
congestion mitigation, to be resilient to failures, and to consume less energy.
Storage: traditional supercomputers used many magnetic disks for storing non-volatile and permanent
checkpoints and data, where these disks appeared as I/O devices to the computing cores. Storage
technologies now change to flash and non-volatile memories (NVM), featuring dramatically lower
latencies; interconnection and software architecture should also change, to take advantage of such much
faster access times.
We develop and prototype a distributed storage system where NVM's are local to the compute cores hence
fast to access at low energy cost, yet the aggregate NVM's in the entire system form a unified storage.
Cooling: communicating at low delay and energy cost requires physical proximity, i.e. packing thousands
of cores and their components into a blade board and packing about a hundred blades into a rack (which
also economizes on installation floor area). The by-product, unfortunately, is a large heat density to be
removed.
We develop and prototype innovative Packaging and Cooling technology, based on total immersion in a
sophisticated, non-conductive, engineered coolant fluid that allows the highest possible packing density
while maintaining reliability.
Applications: we evaluate all these technologies using real High-Performance Computing (HPC) and Big
Data Applications –from HPC simulations to Business Intelligence support– running on a real prototype at
the scale of many hundred nodes containing thousands of compute cores.
Furthermore, we tune our firmware, the systems software, libraries, and such applications so that they take
the best possible advantage of our novel communication and storage architecture: we support task-to-data
software locality models, to ensure minimum data communication energy overheads and property
maintenance in databases; and we provide a platform management scheme for big-data I/O to our resilient,
unified distributed storage compute architecture.
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9.5.1 Relevance to OPERA
Except for an overlap in target markets, where market information may be shared amongst these programs,
the relevance of Exanest for the OPERA project is currently perceived as low. The projects will remain to
be monitored to account for the natural development it both the OPERA and Exanest.
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10 IMPACT ENVISAGED
10.1 ENERGY EFFICIENCY
At this point in time it is impossible to oversee the impact of the OPERA project on the energy efficiency
of the European computational market space. The aim of the project is for a magnitude of improvement
above the improvements made by ICT manufacturers worldwide. This ambition results in a projected
increase in energy efficiency for the demonstrated workloads of two (!) orders of magnitude.
The overall energy efficiency impact is however inextricably tied to the adoption of the products and
technology by the market as well as the size of these markets.
It is likely that the use of OPERA products will not be for increased energy efficiency of existing workloads,
but instead for the development of new markets. Entrance in these markets, like that of “off the grid” video
sensors will not be possible without OPERA or similar technologies. These new markets will from necessity
be extremely energy efficient but a reference to define an increase in energy efficiency is, by nature of the
newness of the market, absent.
10.2 CONCLUDING REMARKS FOR THIS ITERATION
This first iteration of the innovation potential of the OPERA project has shown that the addressable market
space is huge, spanning both existing as well as future development markets. The OPERA project targets
are well aligned with current market needs and challenges.
For the immediate future, focus must be obtained through selection of those areas where the impact of
OPERA is highest. After this selection, a more quantitative analysis of the efficiency potential can and will
be made. This selection will of these highest impact areas will be the target for the second iteration and will
define the activities for the coming months.
All the project partners with Certios in a leading role will reach out to market and customer organisations
actively promoting OPERA technology and influencing adoption.
Continued effort will be directed to keeping up to date with developments worldwide as well as within the
other EU projects specified in this document.
It is the expectation that first releases of actual OPERA product will become available in the period defined
as project months M11 to M20. If this is the case, opportunities for demonstrations of the products will be
sought after to accelerate the actions detailed above.
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