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EXECUTIVE SUMMARY                                                                                                                                                                     
 

Position of the Deliverable within OPERA Project 

One of the main activities of the OPERA project regards the integration of Hardware and Software 

components into fully working prototypes, including their validation under real-life workloads from 

various application scenarios.  

Inside of the WP2, the Task 2.2 will report the overall architecture, with particular attention to the 

harmonization and interoperability aspects. The aim of this task is to gather, analyse and harmonise the 

hardware and software modules, services, standards, systems, tools, platforms, results of initiatives 

(e.g., EU funded projects), etc. These inputs will be used in OPERA to draft a first rough schema of the 

overall architecture and its interconnections. The analysis is a first step in the architectural design and a 

baseline for further improvements in the projects. In fact, the adoption of the Agile methodology 

foreseen multiple iterations in the design and prototype implementation (each iteration aims at 

improving the current available solution), thus further refinements and updates of the initial 

architecture are expected and will be reported in dedicated deliverables.  

The inputs will be gathered from all the partners to follow the evolution of the projects.  The output of 

Task 2.2 will be the guide line for the development of small form-factor low power data centre, the ULP 

embedded system, and their interconnection. A special attention is dedicated to two main point: 

heterogeneous architecture integration, and interoperability. This task will ensure that security and 

interoperability aspects of the OPERA solutions will be considered in each iteration of the architecture 

definition, as a horizontal concern influencing important design decisions. 

Description of the deliverable 

In this deliverable we are going to present the overall architecture and interconnections between the 

OPERA elements (i.e., hardware and software modules, tools, adopted standards, etc.), along with 

details for each use case.  

This deliverable is organized as follows.  

Chapter one is dedicated to introduce the Task 2.2. activity and its main objective within the overall 

OPERA structure, as well as to summarize the set of actions done. A section is dedicated to introduce 

the deliverable content.  

The second chapter is dedicated to present the overall architecture of the OPERA solution, by 

highlighting the interconnections among different elements composing the system (i.e., components of 

the heterogeneous data centre solution, and those belonging to the ULP system), and the various 

technologies adopted (e.g., FPGA accelerators, CAPI protocol, etc.). Interconnections also take into 

account how the interfaces of various modules (both hardware and software) can be exploited with the 

aim of integration. Open issues emerged during the first architecture definition iteration are also 

reported. A section is dedicated to discuss the interoperability aspects of the proposed solution. 

Chapter three is dedicated to a comparative characterization of the 4 targeted platforms.  

Chapter three is dedicated to the analysis of the three use cases, specifically presenting the way the 

overall architecture is deployed in the specific context of each use case. As expected, after the validation 

on real-life workloads, in M19-M20 there will be an incremental refinement of the design, with further 

testing activities to ensure compliance with task objectives (Agile methodology). Similarly, the schema 

for the truck and VDI use cases takes into account the first release of low power server technologies 

(e.g., high density chassis, FPGA boards, etc.), as well as the initial set up of the software management 

environment (e.g., OpenStack). Regarding the chapter three, each use case analysis is split into two 

parts: one part is related to the OPERA on-site components (i.e., local OPERA devices such as ULP boards 
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equipped with a camera), and another one is related to the remote backend infrastructure (i.e., the 

remote small form factor data centre and other information collectors).  

The on-site components include mainly the following devices:  

● Camera, used for fixed video surveillance of roads:  

o traffic congestion 

o counter flow vehicles 

o cycle counting  

● Drone; 

● Thin clients. 

The target of the on-site devices is to acquire the data from different sources and share it to the remote 

side (i.e., camera and drone), as well as to allow the interaction between the end user of an application 

through a thin client and remote data centre delivering the service. 

The remote components include mainly the following devices:  

● Small form factor data centre (heterogeneous, high-density, low power servers);  

● Virtual desktop infrastructure (software infrastructure). 

The target of the remote system is to collect, analyse, and share the data received from the on-site 

devices, as well as to export services to the end user which are accessible through a thin client. A special 

attention is always dedicated to the power/energy management of both low power servers and ultra-

low power computing devices. 

 

List of actions and roles 

The list of actions needed to achieve task objectives, and to complete this deliverable is summarized in 

Table 1. 

 

LIST OF ACTIONS  

ACTIVITIES LIST AND PARTNERS 
ROLES 

C
E

R
T

IO
S

 

C
S

I 

H
P

E
 

IB
M

 

IS
M

B
 

L
D

38
 

N
A

L
L

A
T

E
C

H
 

N
E

A
V

IA
 

S
T

 

T
E

C
H

N
IO

N
 

T
E

S
E

O
 

Writing of deliverable (related to Virtual 

Desktop infrastructure UC) 
R I I R I R I R R R P 

Writing of deliverable (related to Traffic 

monitoring UC) 
R R R R I R R I I I P 

Writing of deliverable (related to Truck UC) R I I I I R I R R R P 

Test for the definition of the architecture I P P P P I P P P P P 

Writing of deliverable (related to Virtual 

Desktop infrastructure UC) 
R I I R I R I R R R P 

Table 1 - List of actions. 

As Table 1 shows, many actions have contributed to the creation of this report. The roles of each 

partner in specific actions is reported, according to the following classification: 
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● P = participating (includes I & R); 

● I = input delivery (includes R); 

● R = review; 

 

The writing of this deliverable involved all the partners, although not all of them were involved in each 

use case. There was a good level of interaction between all the partners, and our future objective is to 

maintain this high level of interaction. We want also to increase the number of brainstorming meetings 

and cross-check sessions, with the aim of accelerating the OPERA design improvements. 

It is worth to mention that a set of preliminary functional tests have been performed in order to better 

understand the potentiality of various components. The information obtained from these tests were 

needed also to correctly start the definition of the overall architecture. In particular, the SecSOC 

software functionality test was done, mainly, to understood the minimal performance provided by the 

embedded micro-controller. This activity was helpful to cross-check the software requirements, and to 

identify the correct workload for the software development. At the end of the test, the involved 

partners agreed to use of this SecCOC board and SDK version only for preliminary trials. The software is 

developed with the next release of the SecSOC SDK.  Similarly, an initial testbed for understanding 

capabilities of the OpenStack platform, as well as the required modifications for exploring software 

standards (i.e., OASIS TOSCA) and exploiting heterogeneity has been created.  
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1 OVERALL ARCHITECTURE & INTERCONNECTIONS 

In this paragraph we illustrate the main architecture that covers both the datacentre side technologies 

and solutions, and the remote ultra-low power (ULP) cyber-physical system solution. It also highlights 

the approach used in OPERA to provide a unified vision (computing continuum) covering datacentre and 

remote ULP systems, through the usage of offloading techniques supporting the operations performed 

by the ULP systems. 

1.1 OPERA ENVISIONED COMPUTING PLATFORM 

The OPERA project aims at deploying an energy efficient large-scale computing platform, explicitly 

looking at hardware and software integration for a unified approach on computing architecture and 

programming model. Main elements are:  

● Computing platform integration: different computing architectures residing at the core of the 

datacentre (energy efficient server nodes) and at the edge (ultra-low power computing systems – 

ULPs) will be integrated into a unified cloud architecture, thanks to workload decomposition 

mechanisms and offloading services. This is translated into researching, during the OPERA project, 

on: 

o Remote high computation capabilities: the development of high-performance, low power, 

high-density servers that can efficiently run parallel workloads, and that can act as the 

“brick” for the implementation of small form factor data centres; 

o Local data acquisition and pre-processing capabilities: the development of ultra-low 

power smart embedded systems incorporating sensors, computing resources, and 

communication interfaces, and which are able to efficiently share data with remote data 

centres delivering computing capabilities for complex data processing and analysis. In 

case local computing capabilities are not enough to accomplish the required analysis task, 

the offloading mechanism is put in place: through a dedicated API, the analysis task can 

be transferred to the remote datacentre; 

 

● Programming model: workload decomposition (specifically, the way of describing cloud applications 

in terms of their services, i.e., building blocks) and a mechanism to assign different application 

components to the most appropriate architecture in order to maximize the efficiency are essential 

part of the OPERA architecture. Such approach, correctly set up at the core of the datacentre, will 

enable the services used by remote ULPs to offload their workload. 

 

While the former provides the necessary computing power to process large amounts of data coming 

from distributed smart devices, the latter allows the deployment of embedded systems and sensors that 

can locally pre-processing the acquired raw data. These two elements, adequately integrated into a 

large-scale platform cover different levels of the computing continuum. In order to achieve this goal, 

OPERA will resort to a mix of technologies, both hardware and software. Heterogeneity is another key 

element that OPERA intends to exploits in order to maximize the performance and the energy efficiency. 

To this end, various architectures, such as traditional X86_64, POWER8, ARM and FPGA accelerators are 

integrated in the same backend system. Similarly, embedded devices will take advantage from the 

integration of specialised functions, in order to reduce as much as possible, the energy consumption. All 

these elements have been taken into consideration for the selection of three use cases (namely the VDI, 

TRUCK, and ROAD MONITORING) which will be exploited to show the potentiality of the OPERA 

platform. 
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Figure 1 - OPERA overall view 

Figure 1 shows the overall organization of the large-scale energy efficient OPERA platform, where the 

offloading mechanism is highlighted. The offloading mechanism leverages on the capabilities of the 

server nodes available on the datacentre side to perform computing demand tasks in a short time, while 

preserving energy efficiency. To this end, the first objective is represented by the implementation of a 

scalable low power datacentre resorting to a mix of advanced computing hardware technologies and 

management software. Heterogeneous hardware provides the proper computational power required to 

process and analyse data coming from connected smart embedded systems (ULPs).  

OPERA will integrate low power and high-performance architectures (ARM, X86_64, and POWER8) into 

high-density and high-performance server solutions. HPE designed a server chassis which offers the 

possibility to integrate up to 4 Moonshot compliant server cartridges1 and 4 acceleration boards (FPGA, 

GPUs, etc.).  Each cartridge offers the capabilities of a conventional server (processing element, large 

amount of on-board main memory, storage, I/O and networking) with a small footprint compared with 

traditional server boards and chassis. The processing elements can be also heterogeneous in nature, 

since a wide range of architecture are available, ranging from traditional X86_64 CPUs, to ARM-based 

designs, or many-core DSPs. Furthermore, cartridges are designed in such a way they can take 

advantage from the server airflow, thus avoiding critical cooling elements such CPU fans. The 

acceleration boards are connected to the system through standard high-speed PCIe interconnections. 

Figure 2 shows the detailed organization of the heterogeneous low power servers, highlighting how the 

extended OpenStack system operates in order to correctly deploy services (VMs/Containers) on the 

various hardware architectures. 

                                                        

1 HPE Moonshot is a commercial high-density chassis that can host up to 180 standard server processors using 

custom designed cartridges, and that fits a 4.3U space in a rack. 
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Figure 2 - Low power heterogeneous computing platforms on the datacentre side. 

Among various accelerator families, in OPERA we decided to fully exploit the capabilities of modern 

Field Programmable Gate Arrays (FPGAs). These devices represent the best trade-off between 

computing power, energy efficiency, and programmability. In fact, similarly to dedicated ASICs 

(Application Specific Integrated Circuits) they can implement dedicated circuit logic to accelerate specific 

operations, but w.r.t. ASICs they offer reconfiguration capabilities. This means that their internal 

hardware resources can be reprogrammed to implement different circuits over the time.  The 

availability of various IPs allows to easily interfacing such devices to standard server systems. For 

instance, PCIe controller can be instantiated in the FPGA to manage the interconnection with the host 

system. Similarly, DRAM controllers are available to access external on-board memory. Modern FPGA 

device are designed as complex System-on-Chips sporting both the reconfigurable logic and multiple 

ARM cores. Such cores further expand the programmability of the device. Moreover, the adoption of 

the OpenCL as the standard for creating accelerated applications, the exploitation of such devices is 

further simplified. Thanks to modern integration and manufacturing capabilities, FPGA boards are 

equipped with high-speed, low-latency optical interconnections. Such kind of technology will be fully 

exploited in OPERA to connect different boxes without negatively impacting on the performance of 

cloud applications. In particular, in OPERA will be exploited the ability of such optical links to transport 

different protocols, so that it will be possible to identify the most appropriate one in terms of 

robustness, performance, and energy efficiency.  To further extend the heterogeneity, in OPERA 

POWER8 based machines will be used (see figure 1 and 2). The POWER8 is a RISC-based processor 

designed by IBM. It is mainly designed to cover workloads that are typical of the HPC domain, but thanks 

to its large flexibility it is interesting to explore its usage also for accelerating Cloud workloads. In fact, 

more and more cloud applications are using complex algorithmic techniques (e.g., machine learning) 

that require power hardware. The IBM POWER8 processor is a multicore system, equipped with a large 

amount of internal cache memory, and supporting the proprietary CAPI protocol. This latter (CAPI – 

Coherent Accelerator Processor Interface) is a hardware mechanism to make external devices appearing 

coherent with the POWER8 memory hierarchy. It is based on two components: (i) the CAPP module 

embedded in the POWER8 die, and that acts as a proxy for the external device; (ii) the PLS module that 

is integrated as a special core in the external device. Up to now, the PLS is available as an IP (Intellectual 

Property core) instantiable into the FPGA reconfigurable logic. Thus, the main idea in OPERA is the 

exploitation of the CAPI protocol to distribute the workload among the ARM cores integrated in the 
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FPGA board and the POWER8, in order to improve the energy efficiency. Interconnection with external 

X86_64 boxes (i.e., HPE chassis) will be performed through the FPGA-to-FPGA low latency optical links. 

Reconfigurable capabilities of FPGAs will be also explored to accelerate specific operations available in 

the workloads. In fact, it is interesting to note that several applications can benefit from the acceleration 

with FPGA. Some interesting to mention are: Memcached key-value store systems, search engine 

ranking algorithms, database operations, and text-indexing applications. In OPERA, we will specifically 

try to accelerate image manipulation application used in one of the three use case. Also networking 

functions necessary to manage the high-speed low-latency communication protocols will be accelerated 

through the FPGA reconfigurable logic. 

At the software level, OPERA intends to extend the capabilities of standard open source infrastructure 

management software. To this end, we selected the OpenStack project as the platform to easily and 

efficiently manage the heterogeneous infrastructure. OpenStack is based on a modular design, where 

each module exposes a dedicated functionality (e.g., managing the virtual network, managing the 

compute nodes, storing the images, etc.). Among the various modules, HEAT and NOVA play a key role 

in the management of application in such heterogeneous architecture. HEAT is devoted to the initial 

instantiation of the application components (i.e., virtual machines – VMs, and/or containers) along with 

their respective services, while NOVA is dedicated to schedule the resources at run-time for the 

available VMs/containers. To maximize the flexibility of the system, these two component will be 

enhanced in order to: 

● Make the initial application deployment using a OASI TOSCA descriptor, and accessing to 

profiling information for each application component (i.e., a knowledge base will be used to 

store how each application component or service performs on a specific architecture); 

● Dynamically scheduling the application components and services on the most appropriate 

architecture, depending on the current load, and power consumption information; 

 

These achievements of these two objectives relies on the adoption of the OASIS TOSCA standard for 

describing the application. The OASIS TOSCA allows to decompose the application into the set of 

services (modules) that are used to manage the whole processing flow. To better exploit this application 

vision, the microservices concept is applied too. Microservices are independent software modules which 

expose a well-defined interface and API set. Microservices, generally, are lightweight, since they expose 

only a minimalistic interface and the core application service. Microservices and their relationship within 

the application are modelled in the OASIS TOSCA as a graph. Each node of the graph, defines thus both 

capabilities and requirements (i.e., features needed to correctly run it). For instance, a node 

representing an Apache web server may require a specific architecture to run (e.g., X86_64 host with at 

least 1GB or RAM). Most of the modern cloud applications can easily decomposed into a set of 

microservices, that can be run on more efficient “containers”. Linux containers represent a lightweight 

virtualization technology, that requires less host resources to run an isolated Linux environment. In 

contrast, traditional VMs introduce a large overhead, mainly due to the need of a guest operating 

system on top of the host platform. Among various containers technology, Docker/LXC have been 

selected as the most mature and supported. They provide a very flexible interface to manage the 

containers. Furthermore, it can be integrated within the OpenStack infrastructure. From this viewpoint 

it is important to note that not all the application can be moved to this model, so that the ability of 

managing both tradition containers and traditional VMs becomes a stringent requirement. To this end, 

OpenStack is ready to manage both containers (Docker/LXC interface) and VMs. Such capability will be 

exploited in the VDI use case.  Energy management policies will be integrated as well in OpenStack, in 

order to efficiently distribute the workload. To this end, a knowledge base containing the profiling 

information of the microservices is used. Such sort of database is expected to contain information on 

how the microservices perform on different hardware systems. Based on the information of the current 
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system load and the profiling information, an initial deployment is made. A run time scheduling policy is 

indeed introduced to eventually migrate containers/VMs based on the power consumption and other 

metrics gathered at run time. In fact, such metrics will be combined in an energy efficiency model that 

will be used to steer the migration. A further source of efficiency improvement, will be the use of 

techniques designed to ameliorate the management of the virtual memory. Modern processors use the 

virtual memory mechanism to better confine applications, and to extend the memory available to each 

application. However, this mechanism suffers from a large overhead that is further exacerbated when 

Cloud applications are considered. OPERA will introduce also innovative methods to reduce the 

overhead in managing the virtual memory in the host systems composing the heterogeneous data 

centre.  

 

Figure 3 - The internal organization of the ULP devices. 

Looking at the edge of OPERA envisioned large-scale system, there are smart embedded devices. Since 

these devices are demanded to operate also in critical conditions (e.g., disconnection from the main 

power grid, etc.) high energy efficiency is required for such system. Moreover, due to the large amount 

of raw data acquired, these devices need enough computational and communication capabilities to pre-

process these data. To this end, in OPERA we are targeting the design of an ULP system which is capable 

of performing complex image and video pre-processing operations, and to communicate with a remote 

cloud backend exploiting wireless capabilities (again, in specific context there is no access to a wired 

networking infrastructure, thus wireless communication capability remains the only viable option). 

Figure 3 shows the internal organization of such systems. Targeting at a more efficient computing 

platform, a many-core processor with acceleration function for image and video processing will be 

implemented in the project. In particular, function devoted to the acceleration of Convolutional Neural 

Networks (CNNs) will be placed in the same system. CNNs provides capabilities of classifying and 

recognizing patterns with a very good efficiency. Thanks to the design and manufacturing process that 

allows the system to perform operations with an ultra-low power consumption, and thanks to the 

integration of specific energy efficiency policies, the designed devices will be able to perform video 

surveillance operation with a very high energy efficiency. The system will be integrated with a 

reconfigurable antenna array, which is designed to optimize the electromagnetic beam, by steering it, 

and changing the operating frequency. These features allow the exploitation also of different wireless 

protocol to better adapt to the communication channel conditions.      

1.2 CONCEPT AND APPROACH 

Given the overall architecture described in Section 2.1, we selected a set of specific technologies that 

allow us to implemented the presented architecture. From this viewpoint, the heterogeneity will be 

based on many different computing architectures (X86_64, ARM, POWER8), accelerators (mainly 

FPGAs), and high-speed and low-latency interconnections (CAPI protocol and high-speed optical 
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interconnections). From the software viewpoint we largely leverage the characteristics of the OpenStack 

platform, as well as the capability of OASIS TOSCA to describe a cloud application in terms of 

microservices and the capability of Linux containers (i.e., Docker, LXC) to run them efficiently. Smart ULP 

devices will be used to generate and pre-process raw data (mainly related to videos). The complex 

challenge faced by the OPERA project is well represented by the problem of effectively integrating all 

this element into an organic and efficient infrastructure. To help the reader to better understand the full 

set of adopted technology we devoted the next subsection to briefly illustrate the main feature of each 

key technology.  

The main advantage from this integrated approach to the design of such large-scale infrastructure, is 

that the energy efficiency will be reached in a more consistent way. In fact, it is expected that the 

optimization of only single portion of the infrastructure lead to a poor energy improvement. In order to 

considerably improve the energy efficiency of such large scale system, in OPERA we provide a more 

holistic approach, where the energy consumption is optimized looking the whole system. To this end, 

we need to develop more energy efficient component in all the part of the infrastructure (i.e., server 

side, and ULP connected devices) along with integrated energy management policies.     

1.3 TECHNOLOGIES INVOLVED 

As highlighted in the previous sections, OPERA project involves many different technologies, and here a 

short description for each one is provided.  We categorized all the technologies in macro families for a 

simple identification. 

The main technologies used in the OPERA project are: 

● Hardware 

1. Moonshot-like chassis; 

2. FPGA; 

3. POWER8; 

4. Reconfigurable antenna; 

5. Low power and ultra-low power processing elements; 

● Programming model and software 

1. Virtualization; 

2. Linux containers; 

3. OpenCL 

4. CNN 

● Platform 

1. Cloud computing 

2. OpenStack cloud infrastructure; 

● Standard and protocol 

1. OASIS TOSCA; 

2. CAPI Protocol; 

 

Below a more detail description on involved technologies, methods, platforms with appropriate details 

on research and implementation objectives. In order to clarify their role within the OPERA overall 

architecture, we introduced a classification mechanism: each technology is tagged with an appropriate 

label (HDLPS, FPGA, IPS, ULP, RWA, PS, and PST) depending on architectural part that is involved. This 

approach is better clarified by figure 4. 
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Figure 4 - Categorization of the technologies used in OPERA 

     

1.3.1 High-density low power server 

ID Technology Description 

H
D

LP
S

1
 

Moonshot 

Moonshot chassis offers the possibility to integrate different processing elements 

by exploiting a modular server design and acceleration boards: a single cartridge 

contains the specific processing element (e.g., a multi-core CPU, a many-core DSP, a 

System-on-chip integrating CPU cores and a GPU, etc.), memory, storage and I/O 

and network interfaces. Acceleration board are connected to the main cartridges 

through the standard PCIe bus. HPE has designed a Moonshot chassis that can fit 

into a 1U rack space, where the cartridges are loaded from the two sides of the 

chassis, while acceleration boards (full-height, single-width, half-length) can be 

loaded in the system accessing the central area of the box. Interconnections with 

the other servers in the data centre (e.g., an external IBM POWER8 machine) is 

done by using optical links integrated in the acceleration boards (e.g., FPGA boards 

used in the project have the hardware necessary to drive two optical QSFP links 

with a bandwidth of 40Gb/s each). 

Table 2 - High-density low power server. 
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1.3.2 Integration of POWER8-based server and the CAPI protocol 

ID Technology Description 

IP
S1

 

POWER8 

This is a microprocessor designed by IBM around the latest release of the IBM’s 

POWER ISA, which is now also the basis of OpenPOWER implementations. It is a 

multi-core processor designed firstly for HPC workloads. It is equipped with up to 

12 out-of-order cores, each of them featuring simultaneous multi-threading 

capabilities. Cores performance are further improved thanks to an advanced cache 

hierarchy and a set of embedded acceleration functions (e.g., transactional 

memory, crypto functions, etc.). The processor also include enhanced virtualization 

capabilities, and the support for the CAPI protocol. 

IP
S2

 

CAPI 

Coherent Accelerator Peripheral Interface – is a cache coherency protocol with 

hardware support in POWER8 chips. It allows peripheral cards to access the main 

memory directly, without involvement from the processor cores. This allows 

extremely low-latency, high throughput transfers, with practically no overhead on 

the CPU. This will improve over the state of the art by replacing Ethernet, thereby 

reducing latency and power consumption. The implementation uses two distinct 

modules: (i) the CAPP module is a special core directly integrated in the POWER8 

silicon, which acts as a proxy for the outside devices; (ii) the PLS is a proprietary 

module that must be integrated in the external device. This module offers the 

support to interfacing the POWER8 and be coherent with it. It is available for the 

integration in FPGA devices, which will be used in the OPERA project for 

implementing off-loading engines. 

Table 3 - Integration of POWER8-based server and the CAPI protocol. 
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1.3.3 FPGA-based hardware acceleration 

ID Technology Description 

F
P

G
A

1
 

FPGA 

FPGAs offer near ASIC-class performance, flexibility and energy-efficiency without 

the significant upfront cost and development time needed to create an optimized 

implementation. As a result, FPGAs are beginning to penetrate data centre and 

cloud infrastructure. Adoption rates are expected to accelerate rapidly as FPGA 

providers begin to roll out new FPGA devices tailored specifically for these new 

markets. 

An FPGA is essentially a set of digital resources (i.e., memory blocks, programmable 

logic blocks – small DSPs coupled with LUTs, programmable interconnections, 

specialized modules), whose organization can be reprogrammed over the time. This 

means that it is possible to configure such low level digital elements to implement a 

specific circuit, and subsequently change their organization to perform a 

completely different operation. Such flexibility is at the basis of the best trade-off 

between performance and programmability. The internal resources are generally 

organized physically into a regular structure, while the plasticity of these device is 

given by their configuration. To this end, small memory blocks hold the bitstream 

that allows to switch on and off the connections among such resources. Dedicate 

functional blocks allow to further extend the flexibility of these devices and their 

capabilities without sacrificing the performance and efficiency. Examples of these 

dedicated blocks are the PCIe controller and the external memory controller. 

Modern devices expand the system, by incorporating standard CPU cores. 

F
P

G
A

1
 

FPGA 

Programming these devices generally requires the usage of dedicated HDL 

languages (VHDL or Verilog), however, leveraging on the OpenCL standard and a 

proprietary compiler it is possible to approach the programming of modern FPGAs 

considering only high-level programming languages (e.g., C/C++). 

Table 4 - FPGA-based hardware acceleration. 

1.3.4 Ultra-low power computing system 

ID Technology Description 

U
LP

 

Ultra-Low 

Power 

ULP computing platform is a heterogeneous System On Chip with a general 

purpose computing multi-core designed in its characteristic and accessory 

components (memory, data transfer, frequency scaling, and power supply) for 

executing applications with a very limited power consumption, reducing the 

performances of the system for the benefit of the power consumption reduction. 

The system is completed with a set of hardware accelerators for specific data 

intensive functionalities for the video processing applications 

Table 5 - Ultra-low power computing system. 
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1.3.5 Reconfigurable wireless antenna 

ID Technology Description 

R
W

A
1

 

Reconfigurable 

antenna 

The deployment of sensor networks in rural areas are characterized by long range 

communication links, leading wired communications to be unfeasible, mainly due 

to enormous costs of implementation. State-of-the-art wireless communication can 

save the expenses but the short range communication offered from available 

standards are not enough to cover distances required in critical applications. 

Instead of employing signal repeaters, which introduce extra inconvenient (e.g., 

additional power consumption and costs), OPERA will employ reconfigurable 

antennas controlled by the flexibility of Software Defined Radio (SDR) 

functionalities. This represents the way to overcome all the limitations previously 

mentioned, by showing extra coverage at lower power consumption and costs. 

Reconfigurable antennas are able to focus their energy toward the intended 

direction (i.e., Line of Sight), instead of radiating it in other unnecessary directions 

(wasting) like omnidirectional antennas do. This means that base stations can be 

placed further apart, leading to a more energy and cost-effective development. 

Therefore, in rural and sparsely populated areas, where link distance (coverage) 

rather than capacity is more important, reconfigurable antenna systems are well 

suited. With this main features in mind, in the OPERA project an antenna array 

composed of multi-radiating elements disposed in such a way to generates a 

directive beam will be used. The array is connected to a radio-frequency beam-

former that, by means of voltage controllable phase, can steer the directive beam 

in the desired direction. The system is composed also of a Front-End (FE): it 

converts the radio-frequency signal received from the array to a base-band signal, 

and then it discretizes the signal through an Analog-to-Digital converter (ADC) so 

that it becomes readable by a low power general-purpose processor (GPP). This 

latter is a low power board dedicated to execute all communication functions in 

software, and to govern the reconfigurable antenna by means of some parameters 

to optimize (e.g., the received signal strength, etc.). 

R
A

W
2

 
SDR 

Software-defined Radio (SDR) plays a key role in present and future wireless 

communications; its advantage over hardware realization is in providing flexible, 

maintainable, and low cost radio equipment. Since software can be modified, 

cancelled and upgraded, SDR has become popular both in products and in research, 

like mainstream cognitive radio as well in more selected applications like 

reconfigurable antennas; SDR is also a valuable tool for researchers and students to 

experiment radio communication and signal processing concepts in practice, it can 

be seen as a full flexible C/C++ radio. 

Table 6 - Reconfigurable wireless antenna. 
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1.3.6 Platform and software technologies 

 

 

 

ID Technology Description 

P
S

T
1

 

Cloud 

computing 

Cloud computing is a relatively new paradigm in the computer systems landscape. 

It mainly represents the evolutionary step of technologies already used for a long 

time, such as distributed computing and grid computing. With respect to them, 

Cloud computing aims at providing a ubiquitous access to a pool of computing and 

storage resources, which generally are part of a data center (DC). To this end, Cloud 

computing (or simply Cloud technology) provides the set of instruments and 

technologies that allow to controlling the allocation of such physical resources, in 

such a way it appears transparent to the end user their access. From this viewpoint, 

Cloud technology exposes to the user such resources in terms of a service, which 

can be managed at three distinct level of abstraction: 

● Infrastructure as a Service (IaaS): the set of physical resources available in 

the data center are abstracted through a dedicated software layer. 

Virtualized resources, such as virtual machines, virtual storage, and virtual 

network functions become the element the user can play with. Through a 

well-defined API (Application Program Interface), the user can interact with 

the software layer governing the physical infrastructure, asking for the 

allocation/release of a subset of resources. For instance, the user can ask 

the instantiation of a virtual machine with a certain number of virtual 

cores, a certain amount of RAM, and a certain amount of disk space. It is 

responsibility of the end user to manage single virtual resources that have 

been allocated, as well as to use them to deliver services or contents.  

● Platform as a Service (PaaS): this level of abstraction allows the user to 

access a set of software tools, generally aimed at developing new 

applications and services. Such tools comprise compilers for specific 

programming languages, space for hosting the source code, and a small 

environment where to run the application/service under development. 

How virtual resources (e.g., virtual machines) are allocated to correctly run 

such development platform remains responsibility of the provider of the 

platform. 

Software as a Service (SaaS): this is the most popular form of using Cloud 

technology. Applications such as emails, social networks, Cloud storage (e.g., 

Dropbox), office automation tools are some of the example of applications 

accessible through a standard web browser. The user is required to register to the 

service and use it as it is. All the management of the virtual resources, as well as of 

the software application becomes responsibility of the service provider. 
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P
S

T
2

 

Virtualization 

Virtualization is at the basis of the Cloud computing paradigm, since it allows to 

abstract physical resources available generally in a data center. Virtualization has 

become popular thanks to several software products (e.g., VMware, Oracle 

VirtualBox, Xen, Qemu, etc.) that allow to create virtual platform (i.e., virtual 

machines – VMs) within a standard computer. There are various forms of 

virtualization, which depends on the strategy used to abstract the physical 

resources, as well as from the level at which the virtualization system works in the 

host machine (i.e., the physical machine which will host abstracted platforms). 

Omitting techniques that allows to virtualize instructions of the processor (i.e., a 

hardware block translates instructions from one form to another at runtime), 

virtualization can exploit hardware support to speed up the execution of the 

abstracted platform. In that case, a software agent called Virtual Machine Monitor 

(VMM) is responsible for managing accesses to the physical resources, in order to 

avoid critical accesses that limit performance (this is especially true when multiple 

VMs are running. The VMM in this case exploits similarities between the virtualized 

hardware and the physical one. For instance, if the VM emulates an X86 machine 

and the physical host is an X86 machine, then mostly of the VM execution is 

performed directly on the physical host, thus avoiding complex software 

operations. Every time the emulated VM hardware is different from that of the 

host machine, the VM needs to emulate also the underlying hardware structures, 

as well as the operating system. This latter form of virtualization provides large 

flexibility along with strong isolation of the abstracted system, but it has a big 

impact on the used resources of the host machine (i.e., they tend to consume large 

quantities of memory, storage, and has a larger CPU usage). To alleviate this 

situation, most of the current processors provides specialized functions to 

accelerate the execution of such complex VMs. 

P
S

T
3

 

Linux 

Containers 

Linux Containers represent a relatively new technology in the landscape of 

virtualization systems. It represents a HAL (Hardware Abstraction Layer) form of 

virtualization, since it uses as much as possible physical resources in a direct form, 

i.e., it avoids to emulate the complete hardware and operating system. The 

operating system of the host machine becomes responsible for managing the 

hardware resources among different VMs (in that case they are called Containers). 

From this viewpoint, the scheduler for processes and threads is the same used by 

the host machine, thus providing higher throughput and performance. Comparing a 

traditional VM with a Container, all the overhead related to the abstracted 

hardware and operating system is removed in the Container. Thus, a Container will 

expose only the libraries needed to run user applications. On the other hand, 

isolation and resource sharing are generally managed by the host kernel by means 

of features like cgroups and namespace. Such features allow the kernel to treat 

Containers as standard processes, which can be distinguished in order to not 

interfere each other (isolation). Linux Containers are available with any 64bit 

kernel, although similar virtualization mechanism is also available on other Unix-like 

systems (e.g., FreeBSD flavor offer a mechanism called jail, while IBM AIX supports 

the workload partitions). To ease the control of different Containers (e.g., 

starting/stopping containers), specialized libraries and lightweight daemons are 

running on top of the operating system, providing a complete API. 
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P
S

T
4

 

Docker/LXC 

There are various management systems that can be activated to manage 

Containers in a Linux box (e.g., LXC, Docker, OpenVZ, etc.). Among them, Docker 

and LXC have gained large popularity, thanks to their very complete API to control 

the execution of the Containers. Such systems provide both the daemon controlling 

Containers’ execution and a client issuing commands to the daemon. While the 

client provides a full set of administrative commands that can be used locally on 

the node where the client is running, the daemon offers the same set of commands 

accessible from a remote location by means of a http-REST API. A set of tools to 

manage Container images is also provided (i.e., templates of containers that can be 

instantiated on the nodes). 

P
S

T
5

 

OpenStack 

cloud 

infrastructure 

OpenStack is a very popular software layer, used to create and manage Cloud 

infrastructures at the IaaS level of abstraction. It is designed to support scalability in 

a very efficient way, and it can manage the execution of both traditional VMs and 

Linux Containers (in particular it supports the integration with Docker). As a tool for 

governing the whole Cloud infrastructure, it comes with several components, each 

providing a specific functionality. The fact it is an open source project, makes it 

ideal for development phase, and to support customization and creation of new 

modules (i.e., integrating new functionalities). The various components of the 

OpenStack installation use a set of software agents which run on the various 

physical nodes of the infrastructures to communicate and exchange information. 

Among them, the most important ones are: Nova, Keystone, Neutron, Glance, 

Cinder, Ceilometer, and Heat. In particular, Nova is the module/agent that provides 

computing capabilities for the VMs (i.e., spawning, scheduling and 

decommissioning VMs); while Heat orchestrates multiple composite cloud 

applications by using either the native HOT template format or the AWS 

CloudFormation template format, through both an OpenStack-native REST API and 

a CloudFormation-compatible Query API. This is where OPERA intends to leverage 

on to make the Cloud platform integrated with the rest of the proposed 

technologies (e.g., FPGA, etc.). Finally, the Ceilometer module can be used and 

extended to gather information regarding several metrics that can be used to 

schedule the execution of the VMs. 

P
S

T
6

 

OpenCL 

OpenCL is an open standard for parallel programming, particularly designed for 

heterogeneous systems. The standard is maintained and controlled by the Khronos 

group. OpenCL describes a c based language with extensions for parallel 

programming that take advantage of the parallel compute capability of computers, 

graphics processors and FPGAs. 

The Intel FPGA SDK for OpenCL allows the implementation of FPGA logic using 

OpenCL C. This OpenCL SDK allows code to be emulated on hardware in a software 

flow before generating HDL code to be compiled through the Intel Quartus FPGA 

tool chain. Once compiled the FPGA can be programmed using generated binary 

through the Khronos OpenCL API. 
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Table 7 – Platform and software technologies. 

1.3.7 Protocol and standard 

ID Technology Description 

P
S

1
 

OASIS TOSCA 

With the growing adoption of Cloud technology, the kind of services that are 

delivered by Cloud operators become more and more complex. In order to 

correctly manage such services, an effective way for describing them is required. To 

this end, application descriptors allow to represent the structure of an application 

in terms of its components and their dependencies. Among the others, OASIS 

committee has started to standardize a format for the application descriptor, called 

TOSCA. TOSCA is made of two main parts: 

● Topology description: this part is used to describe the application in terms of 

modules and their interconnections. Modules represent independent pieces 

of software, with their capabilities (the set of functions that the module can 

perform), properties (the set of variables describing particular properties of 

the module) and interfaces (how the functions can be accessed by the 

extern). A module can also require a specific set of features in order to be 

correctly executed. A topology description resembles a graph, where nodes 

are the modules, and edges are the interconnection representing the 

specific dependencies among the modules.  

● Plan: it allows to describe the sequence of actions needed to correctly 

execute the modules described in the topology. In fact, depending on 

specific conditions, the infrastructure manager can take different decision 

on the launch sequence (e.g., a module/service can be not launched at all). 

To take care of several possible conditions, multiple plans can be 

configured. 

To make the descriptor independent from specific vendor technologies or features, 

the OASIS TOSCA uses a specific format based on a well-known XML language. To 

make it working with vendor solutions, translator modules need to be use. In the 

case of OpenStack, the HEAT module comes with an embedded translator, which 

can parse and transform the TOSCA description into its internal format. 

Table 8 - Protocol and standards. 

1.4 IMPLEMENTATION AND INTEGRATION TARGET 

With the aim of better highlight how the envisioned architecture can respond to the nine main 

objectives identified by the OPERA consortium, we highlighted how the proposed solution and 

technologies put in place can address each of them. 

P
S

T
7

 

CNN 

In the last years STMicroelectronics has invested in several researches on 

convolutional neural network based processing techniques, realizing a test chip 

with a sophisticated architecture that realizes an embedded system capable to run 

complex CNN with performance comparable to the state of the art systems for 

CNN, with a drastic reduction of power consumption and form factor of the device. 

The CNN SoC will be integrated in the OPERA project as advanced ULP video 

processor. 
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Figure 5 - OPERA overall architecture with main objectives highlighted in red. 

Specifically, figure 5 shows the overall architecture for the OPERA solution, where the nine main 

objectives set as target for the project are highlighted in red. From the figure, it is important to note that 

these objectives can be achieved by the implementation and integration of the various technologies 

explained in the previous sections. In the following, a detailed explanation of how we intend to achieve 

such integration is given. 

1.4.1 Next generation server: hardware integration 

In order to match the performance benefits described in OPERA consortium agreement, we need to 

have top of range low-power servers connected to the most efficient and flexible accelerator available 

today which is the new generation of FPGA. The integration between HPE Moonshot and Nallatech 385 

SoC board will be done inside the new EdgeLine chassis (EL1000 and EL4000), which enable direct PCIe 

connectivity between those 2 components. The choice of the chassis will depend on the use-case 

requirements. For instance, on the truck, we need to have a density optimized solution with high 

resiliency to sustain a component failure (SPOF-less) in order to make sure services provided to the 

rescue teams are always up and running. Whereas on the traffic monitoring, we need to have better 

storage capabilities and, potentially additional accelerators for deep-learning. The EdgeLine 1000 

(EL1000) fulfil these requirements. Deliverable 6.4 (FPGA integration in Low-Power server) describes in 

great details all the integration principles, from the thermal and power requirements to the 

communication and monitoring protocols. 
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1.4.2 Small form factor datacentre: integration of heterogeneous platforms 

 

Figure 6 - An example of hardware heterogeneity. 

The OPERA project is going to investigate the use of FPGAs for the creation of fast back-to-back 

communication between different compute nodes and for enabling cache coherency between CPUs of 

different architectures, as well as supporting full heterogeneity in terms of architectural elements as 

shown in figure 6. In this way, a more computing efficient platform can be created, by integrating 

different systems with different levels of performance and energy requirements. Compute nodes 

labelled as brawny servers (BS) represent traditional servers that would be commonly found in a today 

datacentre. They are based on traditional architectures such as X86_64 or POWER8, and are generally 

equipped with multicore processors sporting 4–16GB of main memory. In contrast to BS, boxes of 

wimpy servers (WSB) are considerably less powerful than the brawny counterpart (e.g., they are clocked 

in the range 1–3GHz), but they have the advantages of being more densely populated, drawing less 

power and creating less heat. Despite the use of a mix of BS and WSB can be considered a form of 

heterogeneity, hardware differentiation can be wider. FPGAs have recently gained attention for their 

unique characteristics as an alternative to GPGPUs. In fact, reconfigurable devices (e.g., FPGAs) 

introduce a further level of differentiation. In this case a specific portion of code can be replaced by a 

dedicated logic circuits that performs better than its CPU-like counterpart. More specifically, FPGA can 

be reorganized over the time (hardware reconfiguration), leading to the implementation of customized 

circuits. This feature can be used to efficiently execute portions of an application with a dedicated 

hardware circuit, and without the need for the software to direct control the circuit. Custom circuits can 

be made available in the form of pre-synthesized IP blocks that can be instantiated also by an 

automated procedure every time a specific task needs to be accelerated, thus decoupling their 

implementation from their regular usage. Further, exploiting custom circuits directly translate into a 

more energy efficient execution of the application. 

1.4.3 Embedded computing ultra-low power systems 

An ultra-low power cyber-physical system will be created starting from a System-on-Chip manufactured 

by ST and equipped with a parallel many-cores system, and with accelerated functions for computer 

vision to increase the performances and a reconfigurable radio communication system. More 

specifically, an ultra-low power reconfigurable radio-frequency (RF) communication interface is added 

to the system, in order to ensure a low power communication interface whenever a stable wired 

connection is not available. This interface is designed in order to take advantage from the capability of 

the RF system to adapt the transmission to the channel/protocol features. 
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The ability to reconfigure an antenna (i.e. dynamically control the main beam or changing the operative 

frequency), it allows energy saving in autonomous system as, e.g. the nodes of a deployable Wireless 

Sensor Network (WSN). Traditionally, reconfigurable antennas are not able to reconfigure itself, but it is 

the digital signal processing (i.e. a Front-End plus a Digital Signal Processor), that allows to perform the 

reconfiguration. Essentially, a FE converts the Radio Frequency signal received from the antenna to 

base-band and then discretizes through an Analog to Digital Conversion (ADC) process to be readable by 

any signal processor. At this time, the most complex algorithms can be loaded in the DSP to control the 

characteristics of a reconfigurable antenna. 

The realized antenna is a simple 4x1 array of patches connected to a Radio Frequency (RF) beamformer 

that (by means of voltage controlled phase shifters) is able to steer the main beam. Signals received 

from each antenna are summed together through the RF beamformer, then converted to baseband and 

discretized by the FE. The digital signal is then processed by a General Purpose Processor (e.g. a NUCLEO 

board in this case), which executes a highly optimized software implementation of the communication 

standard IEEE802.11 and the algorithm controlling the antenna, which scans the space to search the 

Line Of Sight (LOS) condition. The controller is a PC-to-Antenna beamformer interface which essentially 

convert the digital signal to a voltage to control the position of the main beam. This way the main 

beams, by means of software radio, is directed toward the desired target.  The phased array antenna is 

a proof-of-concept since the software radio flexibility opens a world of possible reconfigurable antennas 

by means of updating the software controller. 

 

On the other hand, the high level of parallelism offered by the many-core SoC (designed to operate with 

very low supply voltage and currents) will be efficiently used to performed (eventually in a time- 

constrained manner) complex image and video analysis, by processing as many pixel (or group of pixels) 

in parallel as possible (also by integrating special dedicated functions in the SoC). The highly integrated 

platform is represented in figure 7. 

 

Figure 7 - An overview of the ULP device. 

1.4.4 Power management  

The OPERA power management approach aims at reversing the way energy efficiency is tackled. As 

described, heterogeneity is at the core of the OPERA project, allowing us a radically different approach 

towards energy efficiency. Instead of optimizing equipment under a given workload, the goal becomes 

the most efficient completion of a given workload using the various components of the complete 

infrastructure. This process starts with the decomposition of this workload and distribution over the 

available infrastructure in such a way as to minimize the overall energy use for workload completion 
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under predetermined requirements. In this new approach, each workload will have to be equipped with 

a set of restraints and requirements to ensure that completion is done with the required speed, 

reliability and accuracy, without exceeding the stated requirements at the cost of higher energy use. An 

example of this new form of power management could be the distribution of workload elements to 

compute elements with low processor count, working at high burst frequency thus minimizing the 

amount of active CPU’s, or to a larger group of processors at highly reduced frequency, all depending on 

the exact nature of the work package. 

Power consumption (and consequently its management) plays an important role also in the context of 

managing workloads through the cloud software stack (see results and solutions carried out under 

WP5). In particular, the allocation strategy applied by the software management layer (i.e., OpenStack) 

is driven by the power consumption of the nodes selected to run the application’s modules and by the 

actual load of these nodes. Weighting the overall power consumption depending on the CPU and 

memory loads allows the OpenStack engine to deploy the application’s module on the most effective 

(and thus efficient) architecture.  

When looking at the ULP devices, the proposed approach can also consider wireless communication 

over a reduced set of frequencies in order to save on data transport energy cost, depending amongst 

others, on the distance to the next relay point. The proposed energy management solution is a truly 

holistic approach that requires substantial knowledge of equipment behaviour under various load 

conditions (see also the description of energy efficiency model and methods in Deliverable 4.1). It also 

needs the manufactures input for determining the controls offered to an outside agent to control the 

equipment power management features. 

1.4.5 The software stack: server programming model and tool flow 

To take advantage of the availability of diverse hardware elements available in the heterogeneous 

datacentre platform (i.e., those architectural elements integrated by OPERA), a mechanism to 

automatically assign jobs to the most suitable processing element must be put in place. To this end, the 

“microservices” model is applied in the following way (see also Figure 8):  

● The application is partitioned into independent tasks;  

● Each task is characterized in order to ease the mapping with the features of the available 

hardware;  

● Each task is wrapped by a thin module (microservice) that exports the communication interface 

(e.g., a HTTP-based REST API);  

● The communication among microservices (e.g., the exchange of intermediate results of the 

calculation) takes place by means of the exported API.  

 

Figure 8 - The organization of the workload manager 
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Microservices model 

Microservices is a development style which allows to build applications composed by several small 

independent but interconnected modules. Each module runs using its own processes, and communicate 

with other modules by means of a lightweight mechanism that typically consists of an HTTP-based REST 

API. The result is an asynchronous, shared-nothing, highly scalable architecture that can be distributed 

over a heterogeneous infrastructure. A representation of microservices is provided in Figure 9. 

 

Figure 9 - The structure of microservices and their communication capabilities. 

Application descriptor format 

Microservices are described through an application descriptor, which allows the abstraction of different 

components of a Cloud application, as well as describes their relationships and interconnections. To this 

end we opted for the OASIS TOSCA model, which provide a standard format easily managed by popular 

Cloud infrastructure software (e.g., OpenStack) through a dedicated translation module. Another aspect 

concerning the management of such distributed multi-component applications, is the ability of the 

infrastructure to schedule the execution of microservices depending their specific requirements (e.g., 

specific hardware, minimum performance requirement, etc.) and policies for maximizing energy 

efficiency of the whole cloud infrastructure. To this end, we are designing specific modules integrated in 

OpenStack which are responsible to read the TOSCA descriptor, instantiate the services, and 

subsequently monitoring the activity for scheduling migration or new instantiation of the microservices. 

Figure 10 shows the graphical representation of an application described through the OASIS TOSCA 

standard. The application is split into independent components, which are represented as nodes of a 

graph. Such nodes are connected each other to express the dependencies (relationships). Both nodes 

and relationships are typed, meaning that they expose properties, an interfaces, a set of capabilities and 

requirements (these latter must be satisfied in order to correctly deploy a node). It is of worth to note 

that nodes can represent both software component of the applications, and physical host 

characteristics. Given this specific flexibility in the way nodes are used within a TOSCA model, it is 

possible to describes also the features of the physical host nodes, so that it is possible for a 

management system to take correct decision on where to schedule the execution of each software 

component. In fact, exposed capabilities of “host” nodes are used to satisfy specific requirements of 

certain software nodes. 
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Figure 10 - OASIS TOSCA overview. 

It is also possible to extend the set of features exposed by nodes representing physical host in such way 

it is possible to take into consideration specific characteristics of the hardware architecture and 

operating system (i.e., the node flavour). Specifically, the TOSCA descriptor allows the access to a 

knowledge base where such features are exposed in details (see WP5 results and deliverables), as well 

as they can be updated dynamically depending on the current status of the nodes (e.g., it is possible to 

extract the overall average power consumption of a node, and then weighting it based on the current 

CPU and memory loads). Figure 10 shows also the presence of plans. A plan is the description of the way 

application nodes has to be deployed in the infrastructure. Thus, a plan may contain conditions, and 

depending on the state of the condition different deployment decisions can be taken (e.g., a certain 

module can be instantiated on an ARM node if its load is under a certain threshold, or to a standard 

X86_64 in the other case).  

1.4.6 The software stack: offloading computation from the ULP devices 

Given the selected use cases, smart acceleration functions for computer vision algorithms will be 

required. Such functions will be made available through dedicated accelerators embedded in the ULP 

device, as well as in the form of an optimized software package that can be efficiently executed by the 

SoC. These functions will allow the execution of video processing algorithms based on classical 

approaches as well as to accelerate specifically Convolutional Neural Network models (CNN models). 

This solution will embed in the ULP platform different applications, but for specific and mode compute 

demanding applications, that will not have hard real time request, part of the computing continuum will 

be distributed on the remote small form factor servers that will have more resources in terms of 

memory and computing capabilities. 

1.4.7 Interoperability 

Interoperability is fundamental in a Cloud environment, since the infrastructure is composed of 

heterogeneous systems and the software running on such systems may use specific formats to store 

data (e.g., application data, VMs configuration, etc.). Moreover, the software may not be fully 

compatible with all the hardware systems that are put in place in a modern data centre, and the OPERA 
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project is going to further enlarge the heterogeneity forms. Taking in mind this challenges, the 

“interoperability” of the Cloud infrastructure will be based on two main elements: 

● The software used to manage the whole infrastructure is an open source product, which 

allows to be extended to cover specific/future needs; 

● The applications and services are based on the well-known OASIS TOSCA model, which has 

been designed to be portable and to guarantee interoperability across systems implemented 

by different vendors.  

The first goal will be achieved by selecting OpenStack as the Cloud software for managing the whole 

infrastructure. It is an open source project, with a large set of components already available for 

configuring Cloud systems as complex as one can desire. Currently, OpenStack is a mature product 

which can leverage on different hypervisors (e.g., Xen, KVM, etc.) for performing the actual workloads. 

Thanks to this large support on different hypervisors, OpenStack may be run both on standard X86 

systems, as well as on POWER8-based ones. To leave space for further extensions, the source code of all 

the modules belonging to the official project is downloadable. The interfaces, APIs and the coding style 

is also available, so that they can be easily extended to cover such features that are not available in the 

standard distribution of OpenStack. Furthermore, considering the same coding style rules, it is possible 

to implement new ad-hoc modules to integrate in the infrastructure from scratch.  

A second aspect that driven OPERA consortium to select OpenStack as the base for developing project 

solutions, is that it natively supports both traditional virtual machines (VMs) and Linux Containers. Such 

feature is important to guarantee the capability of running applications that cannot ported to the 

microservices model because they depend on specific components of the OS. For instance, applications 

that leverage on the Remote Desktop Service (RDS) available on Microsoft Windows, cannot be easily 

moved on Linux Containers (e.g., LXC, Docker).  

Finally, regarding the interoperability at the application level, the adoption of the OASIS TOSCA model 

allows to tackle this issue easily. The standard ensures the capability of describing different type of 

applications, ranging from very simple ones (e.g., a web server coupled with a database management 

system) to very complex instantiations (e.g., several components including databases, application core 

modules, web interfaces, etc.). The application description is based on the YAML syntax, which is a 

standardized format. Parser for interpreting the YAML content and converting it into an internal 

representation for the Cloud infrastructure software are available. It is worth noting that the 

decomposition model that is at the basis of the TOSCA description, can easily fit both the use of 

traditional VMs, Linux Containers, or a mix of them. 

All of these features should be enough to ensure that the solutions designed and developed in the 

OPERA project context will be capable of correctly interact with external services and other Cloud 

infrastructure management software. 
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2 USE CASES ARCHITECTURE HARMONIZATION AND INTEROPERABILITY 

This section is devoted to analyse the overall architecture of the envisioned OPERA large scale 

computing infrastructure in the context of the three selected use cases. Each use case allows us to 

validate the envisioned architecture in a different context, where different requirements and constraints 

take place. Furthermore, such use cases allow us to show the potentialities of the proposed architecture 

in a heterogeneous set of application scenarios, thus demonstrating the capability of our system to carry 

innovations in multiple contexts. In the following sections we deeply analyse the VDI, ROAD TRAFFIC 

MONITORING, and TRUCK use cases. 

2.1 VIRTUAL DESKTOP INFRASTRUCTURE (VDI) 

This section is devoted to describe the architecture specific for the Virtual Desktop Infrastructure (VDI) 

use case. 

2.1.1 Real-life application demonstration target 

This use case deals with the delivering of remote services. These services should be capable to 

substitute traditional desktop applications, by providing several advantages: lower management costs 

both for the desktop machines and licences, and more flexibility since the end user can move from one 

place to another and they still can find the same work environment.  

 

Figure 11 - VDI use case overview. 

In Figure 11 the overview of the Virtual Desktop Infrastructure is given. In this structure we integrated 2 

main different servers, POWER8 and Moonshot. This structure is able to support both SaaS (Software-

as-a-Service) and RDS (Remote Desktop Service) applications. The RDS is required to run applications 

that strictly depend on the Microsoft operating system and x86_64 architectures, and thus are not able 
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to run on the POWER8. However, our target was to integrate both kind of systems and be still capable of 

supporting such applications, so we added a dedicated Moonshot cartridge.  

For the SaaS application will be used POWER8 and Moonshot systems, in this way we can use and 

compare the efficiency of the 3 main technologies: KVM and LXC/Docker.  

HPE will provide different kind of cartridge to identify the one with the best performance in term of: 

number of user logged and power consumption. This analysis will be done for the following 

technologies: KVM and LXC/Docker. 

The WP5 is working on OpenStack to move the application (hosted on Container technologies) on 

different kind of server (Moonshot and POWER8). In this way we should reduce the power consumption 

of the server. 

2.1.2 Implementation and integration target 

The contribution of OPERA project in this use case consists in managing the evolution from the 

traditional workplaces, to thin client workplaces, represented in Figure 11 and Figure 12. 

Thin clients are small boxes that connect a virtual machine (virtual desktop) so that customers can use 

applications, items and safeguard the business view. In this way it’s easier to fix bugs because it’s only 

needed to work in the virtual machine and it is possible to do this wherever we want. Furthermore, this 

system is more efficient in terms of energy consuming because there will be a high reduction of power 

consumed by previous clients: traditional clients can consume up to 500W each, while thin clients 

consume about 30W.  All the data needed from the thin client are available on the remote server, and a 

dedicate connection between the thin client and the remote service is required. This connection can be 

done using a private network or a public network. The thin client doesn’t need a big memory capacity or 

a high performance, because all the data can be available through the Remote Service, in the same way 

the computing capacity is provided from the Remote Service. 

Another advantage of the thin client is related to the OS, that normally is “read only “, in this way the OS 

is more safe. From the OPERA point of view, the thin client is a generic black box connected to the 

remote service, indeed there isn’t specific requirement.   

 

Figure 12 - Thin Client overview. 

The backend system is composed of the Moonshot chassis and the POWER8 machine. This set of 

hardware heterogeneous hosts (also equipped with FPGA cards for their interconnection) is used to run 

both the infrastructure management software (OpenStack) and the virtualization systems for the 

various services and applications that have been selected. Virtualization is obtained using both 

traditional VMs and Linux containers. Figure 11 shows the selected configuration for the cloud 

applications: SaaS application will run both on POWER8 and Moonshot hosts, while RDS applications will 

be hosted on the Moonshot machine (since they require X86_64 architecture). Traditional VMs will be 
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interfaced with the OpenStack infrastructure through the KVM module, while Linux Containers will be 

run through the Docker/LXC technology. 

2.1.3 Workload decomposition 

OASIS TOSCA is a standard that provides a way of describing cloud applications in terms of their 

software components. Each component is generally associated to a service, and it is treated by the cloud 

management layer (OpenStack) as an independent element, thus it is possible to deploy components on 

the basis of their best matching with the available node architectures and their relative load. In the 

context of VDI, such components will be possibly mapped on Linux Containers, since they provide a 

more efficient solution thanks to a smaller footprint in terms of used resources. Through the TOSCA 

model, the entire application is described as a graph, where each node maps a software component 

(e.g., web server, database, DBMS, etc.), or describes the features of the node required to correctly 

execute specific software modules. For instance, a DBMS (e.g., MySQL) could require a X86_64 machine 

equipped with a specific version of the operating system, as well as a minimum amount of memory and 

storage space. By integrating features of the available execution nodes into an online knowledge base, 

the OpenStack engine can effectively map requests with the nodes that better match with them, also 

taking into account the current load of the nodes. 

2.1.4 Energy efficiency target 

As described in Deliverable 4.1, the efficiency of the VDI baseline and its OPERA replacement will be 

expressed as: 
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Based on  

• Energy measured as Final electrical energy in kWh; 

• The scope of the metric will be equipment level; 

• The workload for final evaluation is a simulation of a mix of applications using a pre-recorded 

real life load profile. 

 

Detailed measurements will need to be conducted but first results from the currently active production 

environment at CSI Piemonte yield  
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 Which means that the currently active production environment uses 1 kWh per user per 8 weeks.   

2.1.5 Potential risks and mitigation actions 

No risks are seen at the moment of writing this deliverable, by the OPERA Consortium. 

2.2 ROAD TRAFFIC MONITORING 

This section is devoted to details the architectural elements used in the Road Traffic Monitoring use 

case, that has been selected by the OPERA Consortium to show the effectiveness of the proposed 

solution: ultra-low power remote nodes (acting as a collector of information coming from different 

sensors) can eventually offloading their computing task to a datacentre, where heterogeneous 

architectural solutions are used to lower the power consumption and improve computing capabilities 

for remote nodes at the same time.  
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Figure 13 - Overall real-life application system for road traffic monitoring. 

2.2.1 Real-life application demonstration target 

The development of the on-site OPERA sensor is composed by various steps, depending on the 

environment in which it will work and the road type (mountain road, highway, etc.). Figure 13 

represents the general schema of each on-site OPERA element (right side – Cyber-Physical Remote 

Node), plus the connection with the datacentre system (left side of figure 13) where different 

heterogeneous elements are highlighted.  

With such infrastructure, especially with the integrated components of remote ULP nodes, it is possible 

to monitor the following situation: 

Traffic event and road exploitation 

 

Counter-flow detection 

 

Cycle counting 

 

Table 9 - Traffic monitoring with ULP remote nodes: sub use cases. 

In the case of traffic event and road exploitation, the OPERA consortium is interested in recognising 

unexpected situations w.r.t the normal traffic flow. With the case counter-flow detection, the OPERA 

project aims at detecting, specifically, vehicles travelling in the wrong direction, while in the last case 

(i.e., cycle counting) the interested is in being able to count the number of cycles moving on a road. 
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Figure 15 - Background removal. 

 

 

Using the background removal feature already present in SecSoC it is possible to achieve this goal (see 

Figure 14). The same technique can be applied also for the second sub-use case (counter-flow 

detection), while for the third (cycle counting) it is possible to use the DSP blob identification (Figure 15). 

Thanks to on-purpose algorithms running on the SecSoC, it will be possible to detect each one of these 

sub use cases. The first and the third one are very useful in many situations, especially in mountain and 

country roads, where ice, snow, rain, accidents, and other conditions can lead to a dangerous driving 

situation. Regarding the cycle counting, the presence of tunnels and bends can lead to a very dangerous 

condition for a cyclist. The first of these sub use case is the easiest one to implement, since it only needs 

to detect the speed of the cars passing through the sensor and count the number of them.  

2.2.2 Implementation and integration target 

In the Road Traffic Monitoring use case we integrated different technologies such as: Ultra-Low Power 

embedded systems, reconfigurable antenna, convolutional neural network and optical sensor. This 

structure is able to support not only the current technologies and sensor, but also others sensor to 

achieve more functionality. The embedded system is developed to obtain a very low power 

consumption, without a high decrease of the performance. Moreover, to achieve a great computing 

capacity was “native implemented” the convolutional neural network (CNN). This kind of artificial neural 

network is very useful for the path matching. The image sensor can provide input for the ULP system 

and the neural network to identify the different target of the use case.  In particular, the schema for the 

traffic monitoring use case takes into account the first release of the ST SecSoC board, with support for 

2.4 GHz WiFi communications, through a first design of the reconfigurable antenna array, ST Nucleo 

module and ST WiFi daughter board. Using the reconfigurable antenna, it’s possible to obtain a wireless 

connection with a low power consumption. The main advantage of this antenna is the possibility to 

configure the dimension and the direction of the lobe. With this heterogeneous architecture is possible 

to catch the image, make an on-site analysis of the image to find specific target and send the result of 

the analysis to a remote. Using this DSP it will be possible to detect and count cycles passing through the 

video sensor. This will be the most challenging use case due to the difficulties in counting group of 

cycles. After the detection made by the SecSoC board, thanks to all the pre-implemented algorithm 

inside of it and to its ultra-low power processor, it is possible to transmit this information to the Nucleo 

Board and the WiFi module, responsible for the wireless transmission. One of the open points here is 

the use of WiFi (IEEE 802.11) or WiMax (IEEE 802.16) technologies. The WiFi technology is a well-known 

and well-established technology nowadays that works great in small-distances (up to 250 m, 100 Mb/s, 

Figure 14 - Blob detection. 
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2.4 GHz). The only huge problem of WiFi is the fact that its spectrum is congested because it’s used by 

most of WLAN technologies, and this can cause latency, that in certain cases is not acceptable (e.g., 

emergency). WiMax, instead, is a more complicated technology that works even at greater distances (1 

Km, 1 Gb/s, 5 GHz) and is not as crowded as WiFi. The last block of the schema is composed by the 

antenna part, that is a planar array 4x4 elements. This planar array is very useful because it allows to 

steer the main beam of the antenna in a plane varying the phase of each antenna element [1–4]. Thanks 

to this antenna, it is possible to locate the SecSoC in a multi-environment place and to optimise the 

transmitting power from the transmitter to the receiver, reaching very high distances in LOS 

transmission (up to 5 Km). The steerable antenna used for preliminary test is a 4x4 planar dipoles array, 

represented in Figure 16. 

 

 

Each dipole is driven by a varicap, that is a voltage-controlled capacitor. Varying the capacitor will vary 

also the phase of the current flowing through the antenna, and this will lead to a steer of the beam. 

2.2.3 Programming model: offloading the computations on the remote low-power servers  

As already described in the preceding paragraphs, the ULP platform will support a set of applications 

that, in terms of resources can be entirely executed on the local ULP platform. In the traffic monitoring 

use case the traffic congestion detection and the wrong way detection could presumably be executed 

only on the local platform. 

For other more demanding applications, like in the case of cycle counting, the offloading on remote 

servers of portion of acquired images, previously processed locally, can improve the detection of the 

exact number of cycles and the correct distinction for instance between bicycles and motored bicycles.   

2.2.4 Potential risks and mitigation actions 

No risks are seen at the moment of writing this deliverable, by the OPERA Consortium. 

2.3 TRUCK 

This use case is used to demonstrate the energy efficiency and computing capabilities of the OPERA 

datacentre-in-a-box solution. Specifically, the low power server chassis designed by HPE, coupled with 

heterogeneous computing platform (i.e., FPGA accelerator) provides a computing platform capable of 

Figure 16- - Antenna planar array 
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analysing the flow of data (e.g., photos) coming from a drone, and elaborate them in a shorter time 

w.r.t. the current in use equipment.   

2.3.1 Real-life application demonstration target 

The truck use case aims at delivering high computational capability to a mobile system which is host on 

a truck. This truck is used by the Italian Emergency agency to deliver services for supporting civilian 

during natural disasters (e.g., earthquakes, etc.). 

 

Figure 17 - Drone used for making photo. 

 

Figure 18 - Regional Civil Protection Truck. 

An Unmanned Aerial Vehicle (UAV), commonly known as a drone, is an aircraft without a human pilot 

aboard. UAVs, previously mainly associated with military applications, are increasingly being adopted for 

civilian uses. UAVs are exploited in civilian (and commercial) applications. Thanks to the decrease of 

costs related to UAV technology, also the humanitarian community started using these systems in 

different application fields. 

Thanks to the collaboration of Regional Civil Protection authority and Polytechnic of Turin, since July 

2014 a UAV deployment exercise was jointly organized for mapping purposes and usability of the 

acquired data in an emergency response context (see figure 17 and figure 18).  

One of the aims of the project is the generation of a cartographic product able to document from the 

geometric and thematic perspective the surveyed area. An orthophoto is a geospatial dataset meeting 

these requirements, since it is a cartographic product able to provide both geometrically-corrected 

information (with uniform scale and corrected distortions) and radiometric information. In order to 

perform the orthorectification process of a set of images, it is necessary to estimate the position and 

attitude of the images in a defined reference system and have the elevation model of the area, generally 

extracted during the processing as a Digital Surface Model (DSM). 
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Figure 19 - Final result of the orthophoto process. 

In the framework of this test, Photoscan software (by Agisoft) was employed, which is one of the most 

popular tools used for 3D reconstruction purposes in the international community. Being COTS software 

(Commercial Off-The-Shelf), very few algorithm details are available. The final result is showed in figure 

19. 

The number of images to be processed and the need for almost completely automated algorithms lead 

to time-consuming operations to get a usable orthophoto (couple of hours). The RPAS (Remotely Piloted 

Aircraft System) used by Civil Protection is a Hexakopter by Mikrokopter, composed of six motors and 

the electronic equipment required for both the remote control and the automatic flight (i.e., one flight 

control adaptor card, one remote control, one navigation control, one GPS receiver, a three-axis 

magnetometer, one wireless connection kit) as well as one computer serving as the ground control 

station. 

As far as the image acquisition sensor is concerned, the multi-rotor platform is equipped with a COTS 

Sony Nex 5 digital mirror less camera. The digital camera is mounted on a servo-assisted support that 

grants electronically-controlled rotations along two directions (the x- and h-axis) with the goal to acquire 

vertical imagery (see table below for more details). 

Hardware Operation 

Weight 2.5 kg Maximum flight time 12–15 min 

Payload 1 kg Nominal cruise speed 3–5 m/s 

Propulsion Electric Ground Sampling distance at 100 m 0.032 m 

Camera (focal length = 16 mm) Sony Nex 5  Linear landing accuracy Approximately 1 m 

Table 10 - Drone main technical data. 

Finally, the images stored in the SD card were downloaded on a laptop (for the post-processing phase) 

in about 5 min. The post-processing techniques takes a couple of hours to complete. As it is possible to 

see, the sensing unit is very heavy: this cause a very short flight time and cruise speed. OPERA aims to 

improve this sensing part of the drone, in order to have an Ultra-Low Power (ULP), light and cheap 

sensing unit. Table 10 summarizes the main mechanical data for the drone used to acquire the photos. 
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2.3.2 Resolution target for the proposed OPERA solution 

From the point of view of Protezione Civile, the most important parameter to determine the quality 

about Orthophoto applications is the ground resolution. Usually the Italian Agency requires a values 

between 1 and 10 cm, specifically it needs high resolution (1 cm) to take accurate measurements to 

monitor critical situations, for instance to verify after a landslide if, over the time, the conformation of 

the land is changed.  

 

2.3.3 Implementation and integration target 

The remote part is carried out by the truck of regional civil protection that enables communications with 

the external world. The availability of the satellite connectivity allowed to upload the processed image 

on a web mapping server directly from the field. The data can be made available in a few minutes (the 

actual time is strictly related to the available bandwidth and the size of the image) to the broader 

humanitarian community, e.g., to crowd mapping volunteers, which can definitively speed up the post-

event analysis (i.e., identification of the affected areas and, when possible, the assessment of damages 

to main infrastructures, see Figure 20). 

 

Figure 20 - Back end general scheme. 

The improvements of the OPERA project in this use case will be focused on updating the civil protection 

truck, which has a logical scheme represented in Figure 21. 

Figure 21 - Logical scheme of the truck equipment. 
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Table 11 summarizes the main power consumption sources that are present in the equipment available 

on the truck. Summing all these power consuming sources, we obtain the overall power drained by the 

current in use equipment, showing that there is large space for power (and thus energy) efficiency 

improvement. Such energy efficiency improvement is possible, thanks to the adoption of a more 

compact server solution (i.e., the Moonshot chassis) coupled with an accelerator board (i.e., an 

accelerator based on a FPGA specifically programmed to improve orthophotos transformation). In fact, 

the system is expected to consume less power, and to generate orthophotos in less time. 

ID NAME Model Power Consumption 

1 Switch Radio Cisco WS-C3550-24-PWR 190 W 

2 Server Mac Mini Mini MAC (2014) 85 W (6 W in idle) 

3 Server RADIO HP Proliant DL380 G5 1170 W (x2 per power supplier) 

4 Server DOMINIO HP Proliant DL380 G5 1170 W (x2 per power supplier) 

5 Switch LAN Cisco WS-C3550-24PWR-SMI 190 W 

6 Switch LAN 2 Cisco WS-3524-PWR-XL-EN 325 W 

7 Laptop Macbook pro 15 Retina 85 W 

Table 11 - Power consumption of the equipment on the truck. 

Specifically, the OPERA project aims to substitute the systems inside the truck with a modern and power 

saving one, using HPE Moonshot m710p cartridge and Nallatech FPGA-based board (see figure 22, with 

as an example, the internal functional diagram of the OPERA version of the board) encapsulated into the 

HPE EdgeLine 4000 chassis.  

 

Figure 22 - Nallatech FPGA Prototype functional diagram. 

Furthermore, this new system will reduce the occupied space inside the truck and will enable the high 

parallel workloads, that can reduce the elaboration time, actually 15 hours for 300 photos in high 

resolution.Another improvement is the substitution of the program Photoscan Pro (a Commercial Off 

the Shelf program) with OpenDroneMap, an open source program. 
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2.3.4 Energy efficiency target and power management strategy 

As described in Deliverable 4.1, in order to capture the efficiency of the FPGA addition to the Moonshottm 

platform.  

The following metric will be used: 
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Based on  

• Energy measured as Final electrical energy in kWh; 

• The scope of the metric will be equipment level; 

• The functional unit for this metric is the output, namely a single orthographic map which is 

created by processing aerial photographs taken by a drone. For consistency, the EEOrthomap will be 

reported by creating a reference map from a real life set of photographs. 

 

As described table 11, the OPERA platform will replace three server systems. The radio functions will run 

as a constant background; the orthographic map creation is an on-demand function that is used after a 

drone is recovered and the aerial photographs it has taken are uploaded to be processed. Energy 

measurements will be obtained by measuring the energy consumption during the orthographic map 

creation and subtracting the energy use of an identical time period when only the radio functions are 

active. 

2.3.5 Orthophoto application (MICMAC) integration 

This section describes how the MICMAC application will interact with the OpenCL tool flow and the code 

will be partitioned between the different heterogeneous components.  

The majority of the MICMAC application will reside on the Moonshot host with selected elements of 

code ported to the SOC accelerator. This requires the creation of: 

• OpenCL kernel(s) for FPGA acceleration of key elements of the MICMAC code. 

• ARM application code for control of the OpenCL kernel and to perform some MICMAC 

operations that cannot be accelerated on the FPGA, only where it would be inefficient to move 

data back to the host application. 

• Host side channel interface code for configuration and the passing of control data to and from 

the OpenCL kernel via MMD interface. 

As the SOC ARM processor is master in this system the host x86 processor will use host channels to read 

and write data to the OpenCL kernels on the FPGA. Host channels allow the x86 host to write directly to 

an IO channel in the BSP rather than global memory as per a typical OpenCL system. Avoiding global 

memory writes from the host removes a conflict that would otherwise arise between the ARM and x86 

both trying to access the DDR memory.  

As part of the Opera project Nallatech has developed a host to ARM communication channel to allow 

data and control information to be passed between an application on the ARM and an application 

running the Moonshot x86 system. This is done by implementing an Ethernet-over-PCIe interface. A 

driver on the Moonshot host and equivalent driver on the ARM open an Ethernet port that allows any 
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communication that would normally be possible via a typical Ethernet connection (E.g., ssh, scp, nfs, 

etc).  

 

 

Figure 23 - Host to SOC interfaces 

If the MICMAC porting requires extra FPGA resource, i.e. to avoid stalls in the processing pipeline, the 

resource can be extended by partitioning over multiple FPGAs utilising the serial interconnect between 

FPGA prototypes. There is room for two FPGA accelerators in the Moonshot server. 

The Orthophoto processing consists of 3 main processing tasks that will be accelerator using a 

combination of the Moonshot and FPGA prototype. These are: 

• Tie points: Computing of the matching areas between two or more input images. 

 

Figure 24 - Cameras and corresponding tie points 
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• Lens correction: Correcting for orientation and lens distortion cause by camera. 

 

 

Figure 25 - Example camera distortions 

• Dense Matching: Once the tie points have been created and the distortion of the images 

calculated, the image is back filled to create the final Orthoimage. 

•  

  

Figure 26 - Example orthoimage 

 

Images are taken from the MICMAC user guide (http://micmac.ensg.eu/index.php/Accueil). 

 

2.3.6 Potential risks and mitigation actions 

No risks are seen at the moment of writing this deliverable, by the OPERA Consortium. 
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